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Abstract
Outlier detection is used to clean up datasets, but also to discover useful anomalies, which is critical important in some areas such as computer intrusion attacks, terrorist threats. In this paper, we limit our focus on distance-based outlier detection over large datasets and propose a vertical distance-based outlier detection method using P-Trees. Our method works efficiently over large datasets in terms of speed and scalability to data size. We tested the proposed method against NHL data and show that our vertical method outperforms the contemporary distance-based approach in terms of speed and scalability to data size.
1 INTRODUCTION

The problem of mining rare event, deviant objects, and exceptions is critically important in many domains, such as electronic commerce, network, surveillance, and health monitoring. Therefore, outlier mining is drawing more and more attentions. Many studies that consider outlier identification as their primary objective are in statistics. Barnett and Lewis provide a comprehensive treatment, listing about 100 discordance tests for normal, exponential, Poisson, and binomial distributions [1]. For this category of approaches, prior knowledge of distribution of data is needed, there is no guarantee of finding outliers, either because there may be no standard distribution which can adequately model the observed distribution, or because no test developed for some specific distribution. The second category of outlier studies in statistics is depth-based. For this approach, each data object is represented as a point in a k-dimensional space, and is assigned a depth. Outliers are more likely to be data objects with smaller depths. There are many definitions of depth that have been proposed. In theory, depth-based approaches could work for large values of k, which is the number of dimensions; however, in practice, while there exist efficient algorithms for k equal to 2 or 3, depth-based approaches become inefficient for large datasets for k large than 4. This is because depth-based approaches rely on the computation of k dimensional convex hulls which has a lower bound complexity of Ω (n* k/2), where n is the number of samples [1].

In data mining, Knorr and Ng proposed a unified definition for outliers, defined as follows: An object O in a dataset T is a UO (p, D) outlier if at least fraction p of the objects in T lie at a distance greater than or equal to D from O[1]
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[2]. They show that for many discordance tests in statistics, if an object O is an outlier according to a specific discordance test, then O is also a UO (p, D) outlier for some suitably defined p and D. They proposed a cell structure-based outlier detection algorithm, where the whole set of cells resembles a data cube. They showed that their method works well with low dimensionality. However, the method is not very efficient for very large data and high dimensional data. Another disadvantage is that it takes a global view of the dataset and fails to detect some kinds of outliers over datasets with different densities and arbitrary shapes. 
In this paper, we focus on improving the efficiency of the distance-based approach in terms of speed and scalability to data size. We propose a neighborhood based outlier detection method using a novel vertical representation model, P-Trees
, instead of the traditional horizontal data structure (i.e. tuple-based data organization). The proposed method can detect outliers efficiently over large datasets and scales well with the increase of data size.

The paper is organized as follows. In section 2, we introduce our neighborhood based outlier definition. An overview of P-Tree technology is given in section 3. In section 4, we propose our P-Tree based outlier-detection algorithm. We test our method experimentally over real dataset in section 5. The paper is concluded in section 6.
2 DEFINITION OF DISTANCE-BASED (DB) OUTLIERS
2.1 Definitions 

Definition of a DB outlier

In [1], Knorr and Ng’s defined distance based outlier as: 

An object O in a dataset T is a DB (p, D) outlier if at least fraction p of the objects in T lies at a distance greater than or equal to threshold distance, D, from O. An equivalent description can be stated as:

An object O in a dataset T is a DB (p, D) outlier if at most fraction (1-p) of the objects in T lies less than threshold distances D from O. 

We give a neighborhood based outlier definition formally in the following paragraph. 

Definition 1 (Neighborhood)

The Neighborhood of a data point O with the radius r is defined as a set Nbr (O, r) = {t( T| |O-t|( r}, where, T is the dataset, t is a point in T, and |O-t| is the distance between O and t. It is also called the r-neighborhood of O and the points in this neighborhood are called the neighbors of O. The number of neighbors of O is denoted as N (Nbr (O, r)). 
Definition 2 (Outliers)

Based on the neighborhood definition, a point O is considered as a DB (p, D) outlier if N (Nbr (O, D)) ≤ (1-p)*|T|, where |T| is the total size of the dataset T. We define outliers as a subset of the dataset T with N (Nbr(t, D)) ≤ (1-p)*|T|, where t denotes a point in the outlier set. The outlier set is denoted as Ols (T, p, D) = {t(T | N (Nbr(t,D)) ≤ (1-p)*|T|}. 
3 REVIEW OF P-TREES
Most data mining algorithms assume that the data being mined have some sort of structure such as relational tables in databases or data cubes in data warehouses [7]. Traditionally, data are represented horizontally and processed tuple by tuple (i.e. row by row) in the database and data mining areas. The traditional horizontally oriented record structures are known to scale poorly to very large data sets. 

In our previous work, we proposed a novel vertical data structure, the P-Tree. In the P-Tree approach, we decompose attributes of relational tables into separate files by bit position and compress the vertical bit files using a data-mining-ready structure called the P-tree. Instead of processing horizontal data vertically, we process these vertical P-trees horizontally through fast logical operations. Since P-trees markedly compress the data and the logical operations of the P-Trees scale extremely well, this vertical data structure approach has the potential of improving the performance of data mining algorithm in terms of speed and scalability with respect to data size.  

In this section, we briefly review some useful features, which will be used in this paper, of the P-Tree, including its optimized logical operations. 

3.1 Construction of P-Tree

Given a data set with d attributes, X = (A1, A2 … Ad), and the binary representation of the jth attribute Aj as bj.m, bj.m-1,..., bj.i, …, bj.1, bj.0, we decompose each attribute into bit files, one file for each bit position [10]. To build a P-tree, a bit file is recursively partitioned into halves and each half into sub-halves until the sub-half is pure entirely 1-bits or entirely 0-bits.

The detailed construction of P-trees is illustrated by an example in Figure 1. For simplicity, assume each transaction has one attribute. We represent the attribute in binary, e.g., (7)10 = (111)2. We then vertically decompose the attribute into three separate bit files as shown in b). The corresponding basic P-trees, P1, P2 and P3, are constructed, which are shown in c), d) and e).
As shown in c) of Figure 1, the root value, also called the root count, of P1 tree is 3, which is the count of 1s in the entire bit file. The second level of P1 contains the counts 1s in the two halves separately, which are 0 and 3.

3.2 P-Tree Operations

AND, OR and NOT logic operations are the most frequently used P-tree operations. For efficient implementation, we use a variation of P-trees, called Pure-1 trees (P1-trees). A tree is pure-1, denoted as P1, if all the values in the sub-tree are 1’s. Figure 2 shows the P1-Trees corresponding to the P-trees in c), d), and e) of Figure 1. Figure 3 shows the result of AND a), OR b) and NOT c) operations of the P-Tree.
3.3 Predicate P-Tree

There are many variants of predicate P-Tree, such as value P-Trees, tuple P-Trees, mask P-Trees, etc. We will describe inequality P-Trees in this section, which will be used to search for neighbors in section 4.

[image: image6.png]010

o1t
010
01
101
o
111
111
4) Transaction set T
A
Ky iy
[ 7
011 aP,
010
010 s
101 I
010 N
111 (%
111 &N

&) Thit-fibs O




Figure 1 Construction of P-Tree
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Figure 2
P1-trees for the transaction set ( in figure 1)
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Figure 3
AND, OR and NOT Operations

Calculation of Pt≥v: Let t be a data point within a data set T, t be an m-bit data, and Pm, Pm-1, …, P0 be P-trees for vertical bit files of T. Let v = bm…bi…b0, where bi is ith binary bit value of v, and Pt≥v be the predicate tree for the predicate t≥v, then Pt≥v = Pm opm … Pi opi Pi-1 … op1 P0, i = 0, 1 … m, where: 
1) opi is AND if bi=1, opi is OR otherwise;

2) the operators are right binding; 

3) right binding means operators are associated from right to left, e.g., P2 op2 P1 op1 P0 is equivalent to (P2 op2 (P1 op1 P0)). For example, the inequality tree Pt ≥101 = (P2 AND (P OR P0)).

Calculation of Pt≤v: Calculation of Pt≤v is similar to calculation of Pt≤v. Let t be a data point within a data set T, t be an m-bit data set, and P’m, P’m-1, … P’0 be the complement P-trees for the vertical bit files of T. Let v=bm…bi…b0, where bi is ith binary bit value of v, and Pt≤v  be the predicate tree for the predicate t≤v, then Pt≤v = P’mopm … P’i opi P’i-1 … opk+1P’k, 
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, where
1) opi  is AND if bi=0, opi is OR otherwise;

2) k is the rightmost bit position with value of “0”, i.e., bk=0, bj=1, 
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j<k, 
3) the operators are right binding. For example, the inequality tree 
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4 THE PROPOSED METHOD
In this section, we propose a neighborhood based outlier detection method using P-Trees. In this approach, inequality P-Trees and the optimal logical operations of P-Trees facilitate efficient neighborhood search significantly, which lead to the speed efficacy of our method. 
Based on neighborhood based outlier definition and P-Tree technology, we propose our outlier detection method. The algorithm is described as follows.
Step 1: The dataset T are partitioned vertically and stored into a set of P-Trees.

Step 2:  Select one point O arbitrarily from the dataset T; 

Step 3: Search for the D-neighborhood of O and calculate the number of neighbors, N (Nbr(O,D);

   In this step, we calculate neighborhood using inequality P-Trees. The neighbors are represented using a P-Tree, called neighborhood P-Tree of point O. This neighborhood P-Tree is the union set of the inequality P-Tree Pt ≥ (Oi-D) and the inequality P-Tree Pt ≤ (Oi+D) along all dimensions, where Oi is the ith attribute value of point O. This neighborhood P-Tree is denoted as PAND|Oi-D,Oi+D|. Formally, PAND|Oi-D,Oi+D| is computed by 

PAND|Oi-D,Oi+D| =  
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(Pt ≥ (Oi-D) OR Pt ≤ (Oi+D)), where n is the number of dimension. Note that in the neighborhood P-Tree, ‘1’ means the point is a neighbor of the point O, while ‘0’ means the point is not a neighbor.
The N (Nbr(O,D) is calculated efficiently by extracting values from the root node of the neighbor P-Tree [10].
Step 3: The process is conducted iteratively until all points in the dataset T are examined. 
The formal algorithm is shown in figure 4.
Figure 4 Pseudo Code of the Proposed Algorithm
In our approach, the calculation of the inequality P-Trees and the calculation of neighborhood P-Tree are executed through optimized logical operations of P-Tree, which makes the neighborhood search very fast. This is where the efficacy of our method comes from. By searching neighbors using inequality P-Trees, the proposed approach improves the outlier-detection process dramatically in terms of speed. 
5 EXPERIMENTAL DEMONSTRATION

In this section, we design experiments to compare our methods with Knorr and Ng’s nested loop approach (noted as NL in figure 5 and 6) [2]. We implemented our P-Tree based outlier detection method, which is called POD for concise. Our purpose is to show our approach’s efficiency and scalability. 

We tested the methods over a 1400-MHZ AMD machine with 1GB main memory, running Debian Linux version 4.0. We tested the algorithms over the National Hockey League (NHL) 1996 dataset. To show how our algorithm scales when data size increases, the dataset is divided into five groups with increasing size (where larger data groups contain repeating records). It can be seen from Figure 5 [image: image9.png]Ty [T [y
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that our method shows an around four times speed improvement compared to Knorr and Ng’s Nested Loop method. 
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Figure 5 Speed Comparison of NL and POD
As for scalability issue, the POD outperforms the NL as well. And our method scales well with increasing dataset sizes. Figure 6 shows this pictorially.
Figure 6 Scalability of NL and POD 
6 CONCLUSION AND FUTURE WORK
Outlier detection is becoming very important to many areas such as monitoring of criminal activities in electronic commerce, credit card fraud, etc. In this paper, we propose a distance-based outlier detection algorithm using vertical data representation, P-Trees. By using P-Trees, the outlier detection process can be speed up significantly. The speed comes from: 1) In the P-Tree based approach, the neighborhood search is calculated by ADNing and ORing set of inequality P-Trees. The optimized logical operation OR and AND make the neighbor search is very fast. 2) The computation of the number of neighbors is efficient because it is done by extracting the value of the root node of the neighborhood P-Tree. We test our method experimentally over real dataset and shows three to four times speed improvement compared to Knorr and Ng’s nested loop approach. 
Encouraged by the results in this paper, we will explore the use of vertical data representation, P-Trees, in density-based outlier detection as our next work.
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Algorithm: “P-Tree based Outlier Detection Method”





Input: D, f, T


//D: Distance threshold


// f: outlier fraction


// T: dataset


Output: Pols


// N: total number of points in dataset T


//PU: P-tree represented unprocessed dataset


//PN: P-tree represented neighborhood


//Pols: P-tree represented outlier set





// Build up P-Trees set for T;


PU( T;





WHILE ( ! PU. size() )


{





FOR i=0 t0 n  // n is the number of dimension


	PN ( PN & (Pt ≥ (Oi-D) ||  Pt ≤ (Oi+D));


        // Pt ≥ (Oi-D), Pt ≤ (Oi+D)) are inequality P-Trees


// & is the AND of P-Tree


// || is the OR operation of P-Tree


ENDFOR





m ( PN.rootCount ();   


// rootCount retrieve the value of the root node





IF m <=   (1- f) * N


	Pols ( Pols || Po;


	// Po is the index P-Tree of point O


ENDIF





IF m > (1-f) * N,


PU ( PU & Po’;


// Po’ is the complement set of Po


ENDIF





}


ENDWHILE








�   Patents are pending on the P-tree technology. This work was partially supported by GSA Grant ACT#: K96130308. 
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