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1  Management Summary

· The CIFD project aimed to introduce a novel fraud detection approach implementing analogies of various components of the human immune system 

· To achieve this the team was to produce an innovative tool for detecting anomalous and potentially fraudulent behaviour within retail sector financial and E-commerce transactions. 

· It would have the ability to lean, be dynamic and to detect previously unknown anomalies

· The original scope of the project which was to produce a ‘product’ and achieve some market exploitation, proved to be extremely ambitious given the technical challenges, volume and diversity of the chosen data and differing cultures inherent within partner organisation. The project was re scoped in order to accommodate these challenges and to enable it to achieve the aims of the project as far as possible within the time scales imposed. 

· The first objective to produce and innovative tool was met in that it involved the use of computational immunology technology that had not been used previously before for the detection of fraud.  Furthermore, anomalous behaviour was detected.  The anomalies which were detected (and fully investigated) did not prove to be due to fraudulent activity.  However, it may be that fraudulent behaviour does not manifest itself within the data set chosen, had not taken place within the time span of the data collect or is present but has not been investigated due to project time constraints. 

· The aspect of learnability was designed but not actually implemented.   To do this is would be necessary to complete the Analyse Detections module, and to develop a feedback mechanism to enable the system ‘learn’ from its own analysis.  The prototype system was developed to a point where expansion to incorporate this element would be possible, as a potentially exciting future development.  

· The developed CIFD system is fundamentally dynamic in nature.  By analysis of data, association rules are created and continually evaluated against new data.  

· Unfortunately, the success or failure of the system to detect previously unknown anomalies has yet to be proven..  Analysis of the latest anomalies detected is continuing, and this may yet consolidate the success of the prototype.

Although the project did not fully achieve the original vision it has been successful in many aspects and had produced a sound and exciting basis on which to base further development.   

2 Introduction 

As many business sectors in the UK and Europe move towards implementing E-commerce solutions, and come to rely ever more heavily upon open systems and networks, the potential for fraud and related criminal activities is greatly increased. In order to promote the move towards secure E-commerce, research aimed at providing efficient and effective fraud detection is being pursued with increasing vigour. The financial fraud problem studied in this project is set in the retail business sector, which handles various business processes electronically. As a result of employing electronic processes, they are potential targets for various fraudulent activities. However, the retail sector often does not possess sufficient expertise about potential or actual frauds. This prompts  the retail sector to employ an anomaly detection approach to fraud detection. 

In order to develop a fraud detection system (FDS) to meet the new requirement for detecting retail business fraud, the CIFD project introduces a novel fraud detection approach implementing analogies of various components of the human immune system (HIS). 

There were four main objectives defined for CIFD:

· To produce an Innovative Tool for detecting anomalous and potentially fraudulent behaviour within retail sector financial and E-commerce transactions.  

· Learnability of the System

· Dynamism of the System

· Detection of previously unknown anomalies

The CIFD system adopts several salient features of the HIS in order to learn dynamically changing normal transaction behaviours and detect previously unknown anomalous patterns , which may indicate fraudulent activities,  that do not appear in the dynamically learned normal transaction behaviours.

3 Background

3.1 Project background

The CIFD (Computational Immunology for Fraud Detection) project was funded as a LINK scheme project under the auspices of the first call of the DTI’s Management of Information (MI) research programme. The project’s duration was from May 2000 to October 2003. Post Office Limited retail transaction data and fraud identification expertise was provided by Royal Mail Group plc (formerly Consignia plc), the commercial project partner. Systems development and fraud detection expertise was contributed by Anite Public Sector Ltd (formerly Anite Government Systems Ltd), the industrial project partner. The research and development effort was supplied by King’s College London’s Department of Computer Science (DCS) for which EPSRC funded a 3-year research studentship and a 3-year research associate post. The CIFD project was managed by the International Centre for Security Analysis (ICSA) at King’s College London.

The DTI LINK scheme is the UK Government's principal mechanism for promoting partnership in pre-competitive research between industry and the research base. It aims to stimulate innovation, wealth creation and to improve the quality of life. The scheme offers an opportunity to engage with some of the best and most creative minds in the country, to tackle new scientific and technological challenges so that industry can go on to develop innovative and commercially successful products, processes and services. 

The DTI MI programme aims to benefit Information and Communications Technology (ICT) industries and ultimately their customers. It supports collaborative research into advanced information and communication technologies, products and systems for countering fraud, improving security and safeguarding privacy.

The objectives of the CIFD project were defined in the original proposal as follows:

“The aim of this project is to develop software and associated management processes for the detection of anomalous and potentially fraudulent patterns of behaviour in retail sector financial and  E-commerce transactions. The project will apply innovative research in Computational Immunology, a form of Intelligent System, in order to actively spot, track and thereby prevent fraudulent behaviour.”

The individuals who have been associated with the CIFD project are as follows:

· Royal Mail Group plc: Alan Fraser, Mary Wilde, Henryk Trzebiatowski, Joanne Hancock

· Anite Public Sector Ltd: David Sloggett, Bernard James, Bruno Brunskill, John England, David Seekins, Tony Longhurst. 

· King’s College London (DCS): Jungwon Kim, Arlene Ong, Richard Overill.

· King’s College London (ICSA):  Andrew Rathmell, Keith Britto, Kevin O’Brien, Andrew Garfield.

3.2 Fraud and The Royal Mail

 Since the launch of the CIFD project, Royal Mail has undergone radical organisational change. Royal Mail Holdings plc is the name of the holding company which owns both Royal Mail Group plc and Post Office Ltd. Royal Mail Group plc is the new corporate name and represents the entire organisation in key corporate matters.  The business units within Royal Mail Group plc are as follows:-    

· UK

· Parcelforce Worldwide

· Logistics

· International

· Finance

· People and Organisational Development

· IT

· Communications

· Secretary's Office 

Royal Mail Group plc is a large and complex organisation. To carry out a full and detailed review covering all business units would be a major undertaking. Therefore the scope was restricted to a summary of the corporate situation plus a Post Office Limited focussed view. 

It is very difficult to establish a clear definition of fraud. Fraud can take many forms and this combined with the complexities of Royal Mail business means that the nature of fraud affecting Royal Mail is constantly changing. One thing is certain; fraud causes a loss to Royal Mail. 

Fraud is not quantifiable ,  so it cannot easily be detected using standard techniques.

Detection is reactive based on some external trigger (either a tip-off, complaint, or observation of anomalous activity). 

Fraud may involve the misuse of computer systems. Such fraud is on the increase in line with the  explosion of e-business. However, it would be a  mistake to consider fraud exclusively as computer crime. Much fraud is completely independent from computer systems. 

Fraud can be placed into one of three categories:-   

Internal fraud is that carried out by Royal Mail employees against Royal Mail itself. Examples include falsification of time sheets or overtime claims, and in the case of Post Office Limited,  e.g. the theft of cash, usually covered up by false accounting.   

External fraud is that carried out by non Royal Mail employees against Royal Mail.  This may involve collusion between the external party and Post Office employees. One example  in the case of Post Office Limited is where a bribe is paid to a manager to secure a contract that costs more. 

Third Party fraud is that carried out by any person where the victim is a third party, and Royal Mail  services or infrastructure  have been used to facilitate the fraud. In the case of Post Office Limited where agency outlets are used to fraudulently encash Benefits Agency payments. 

Fraud may be identifiable by interrogation of information systems but is not in itself an information security issue. Fraud detection in Royal Mail  is based on high levels of local knowledge, people and processes predominate rather than the use of sophisticated business wide  computer systems.  The cost of fraud is impossible to establish accurately as there may be undetected fraud taking place and new types of fraud emerging. Any estimate of cost is likely to be conservative. 

Royal Mail has a comprehensive investigative capability supported by mature security policies. 

 However fraud is a sensitive subject both in the industry and within Royal Mail. It is an issue that does not make good publicity.  Internal research for this project was made harder by the natural (and in some ways reassuring) desire by security professionals to ensure that such information was being used in a productive manner. However, both within Royal Mail and beyond, strength would be gained by the sharing of fraud detection expertise.

The full report called “Fraud Detection In Royal Mail Group plc - The State Of The Art 01/01/2001” was produced as a separate deliverable for this project .  

3.3 Computational Immunology

Over the past decade or so the processes of the acquired immune system have become the focus of intense interest for computer scientists seeking novel means for detecting unusual, anomalous or abnormal behaviour in systems. In much the same way that studies of the brain’s processes led earlier to the development of artificial neural networks (ANN), so a deepening understanding of the acquired immune system has more recently inspired the development of artificial immune systems (AIS) and the discipline of Computational Immunology (CI).

The acquired immune system embodies numerous cooperating processes whose overall goal is to discriminate between “self” cells and “dangerous non-self” cells, and to destroy the latter. In natural acquired immune systems, detector cells known as lymphocytes are matured in the bone marrow (B-cells), or in the lymph nodes followed by the thymus gland where those that bind to self-proteins are destroyed by a self-censoring process known as negative selection (T-cells). The mature B-cells and the censored T-cells are then dispersed around the body and will bind very specifically to particular foreign proteins (antigens or pathogens) they encounter. 
 
  The generation of appropriate detectors, the discrimination of self from dangerous non-self by these detectors, the preservation and cloning (with mutations) of successful detectors, and the removal of consistently unsuccessful detectors are crucial functions of both human and artificial immune systems.

The development of the AIS field has been so rapid that it has quickly earned itself a dedicated session at two major international annual conferences – the Congress on Evolutionary Computation (CEC)
  and the Genetic & Evolutionary Computation Conference (GECCO) 
. More recently, the first and second International Conferences on ARtificial Immune Systems (ICARIS) have been held in 2002  
and 2003 
  with a third scheduled for 2004 
. A number of books on AIS methodologies 
 and applications  
 have also appeared recently. Taken as a whole, this provides compelling evidence of both the wide variety and the wide range of applicability of AIS techniques.

In addition to negative selection described above, AIS may make use of techniques such as clonal selection and gene library evolution for constructing competent initial detectors, affinity maturation of detectors, co-stimulation of B-detectors by T-detectors, and somatic hyper-mutation of successful detectors.  All of these techniques are inspired by analogies with the processes occurring in natural immune systems. 1,2 
Diverse successful applications of AIS include host-based intrusion detection, network-based intrusion detection, computer virus detection, the detection of industrial milling tool breakage, mine detection, fault detection in refrigeration systems, job shop scheduling, the recognition of chemical spectra, and the detection of mortgage fraud.  Among these, the mortgage fraud detection application seems to be the closest work to the CIFD project. Although the artificial immune system developed by Hunt et al 
 introduces several human immune features for mortgage fraud detection, their system targets to identify hidden fraud patterns from data involved in previously known fraud cases. This is quite different from the CIFD system. The primary aim of the CIFD system is identifying previously unknown frauds. While Hunt et al.‘s  AIS uses data involved in known fraud cases for training a system, the CIFD prototype  developed during this project is exposed to data whose nature related with fraud cases is not known. 1, 2
4 CIFD Prototype Design

This section gives an overview of the conceptual architecture of the CIFD prototype. The details about each component of the CIFD prototype are provided as a separate document – Appendix A. CIFD Prototype Design. Before presenting the overview of the CIFD prototype, the section briefly reviews financial fraud in the retail sector and introduces the monitoring targets of CIFD system first.

4.1 Financial Fraud in Retail Business

In order to develop an effective fraud detection system (FDS), the appropriate monitoring targets of the FDS should first be identified. The potential frauds within a large retail business can be broadly classified into two categories: fraud against the business itself, and fraud against its clients via its systems. The CIFD system developed for this project focuses  on detection of frauds in the former category, but may in practise detect fraud in either . This type of fraud, which is against the business itself, can also be categorised into three groups according to the potential parties committing the fraud. They are customers (users of the services), employees who are regular users of the retail transaction processing system (RTPS), and other employees who are not normally users of the RTPS but have legal access to it. The second group was selected as the most suitable monitoring target for CIFD for the following reasons:

· Customers using the services would be more easily able to commit fraud against the selected business’s clients than against the business itself.  

· Other employees with legal access to RTPS who wish to commit fraudulent activities would probably have to do so in conspiracy with the employees who use the system in order to obtain cash or stock.

Thus, it is believed that the focus of CIFD on monitoring internal users of the RTPS greatly reduces the overall complexity of the task without seriously compromising the effectiveness of the system. A typical example of a fraud that is committed by the internal users of the RTPS is the entry of fake transactions. The internal users, who are employees of an outlet, are paid proportionally according to the number of transactions they process per day. Hence, it is often found that they spread a possible transaction into several transactions, causing the retail business owner to overpay. However, other than this simple example, the end-users of CIFD do not posses much detailed knowledge of different types of frauds. 

Because of these reasons, CIFD aims to detect anomalies in product sales patterns, made from the transactions entered by the internal users of RTPS. The basic concept of detecting anomalous product sales patterns is to look for patterns that appear to be significantly different from normal product sales patterns observed from data collected previously.

4.2 Overview of Proposed CIFD Architecture 

This section illustrates the overview of the proposed CIFD architecture. The architecture of a working prototype is described in section 4.3. The proposed CIFD architecture includes six different processes: 1) Filter and Convert Transactions, 2) Produce and Update Self-Profiles, 3) Generate Detectors, 4) Apply Detectors, 5) Analyse Detections, and 6) Notify Detections. Figure 1 shows these processes.

The “Filter and Convert Transactions” process filters and converts input transaction data into a suitable format for processing by CIFD. Transaction data supplied to this study is extracted from a central system that handles daily data from a large number of outlets operating within a retail business organisation. The retail business transaction data includes many attributes which do not need to be monitored for anomaly/fraud detection purposes. In addition, further information required for anomaly/fraud detection can be derived by converting existing attributes into new formats, e.g. “transaction time stamp” can be converted to “Day of Week” and “Time of Day”.
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Figure 1 Proposed Architecture of CIFD
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Figure 2 Definition of DFD Keys used in  figure 1

The filtered and converted transaction data is passed to the “Produce and Update Self-Profiles” process. In order to detect anomalous patterns from business transaction data, the CIFD follows a “self and non-self” detection mechanism of the HIS. As the HIS detects harmful pathogens by identifying cells that are not self-cells
, CIFD aims to detect daily transactions related with a fraud (=non-self) by identifying daily transactions that do not appear as normal transactions (=self). This mechanism requires building self-profiles that describe normal (=self) behaviours of collected transactions. “ Produce and Update Self-Profiles” in figure 1 includes processes involved in building self-profiles that describe normal (=self) behaviours of collected transactions. The self-profiles generated by this process are in the form of a set of association rules, which describe frequent transaction patterns within various calendar categories. It also updates generated self-profiles as new transactions are collected.  

The normal transaction patterns observed by CIFD on one day may not be normal on a subsequent day. Thus, “Product and Update Self-Profiles” process needs to update generated normal transaction patterns promptly by taking new transactions into account. The human immune system already has a number of sophisticated mechanisms to update immune cells, in order to distinguish non-self cells from constantly updating self cells 11  . “Product and Update Self-Profiles” process introduced here employs an immune cell updating mechanism, which is also dynamic and incremental. Tolerisation period, match count, life span and age of artificial immune cells are used to determine the deletion and retention of the generated association rules.  

The third process, “ Generate Detectors”, generates three different types of detector: T_Detectors, memory detectors and B_Detectors. T_Detectors play a similar role to that of T-cells of the HIS. T-cells are generated only when they gain tolerance of currently existing self-cells  
 
. In other words, T-cells contain protein folding shapes that do not match protein folding shapes of self cells. Therefore, T-cells are used to detect previously unknown virus cells because protein folding shapes of virus cells are usually different from self cells’. T_Detectors will detect new transaction patterns that do not look like past self patterns. The “Generate Detectors” process takes updated self-profiles passed from “ Produce and Update Self-Profiles” and generates T_Detectors from them. The T_Detector Generator checks which frequent self patterns stored in updated self-profiles have appeared a sufficient number of times in a long enough time period. 

Memory detectors perform the same role as memory cells in the HIS. Memory cells are replicas of T_Detectors that are successful in detecting fraudulent transactions. As memory cells react to reappearing or structurally-related antigens quicker than an initial reaction, so the CIFD memory detectors are also expected to detect similar anomalies/frauds to those detected previously. 

B_Detectors are analogous to the B-cells of the human immune system. In the human immune system, successful B-cells are cloned but with slight variations (Somatic Hypermutation) and thus they are expected to have associative antigen information. Similarly, the B_Detectors in CIFD are generated by mutations of successful T_Detectors . The principal rationale behind the use of B_Detectors is that there could well be new anomalies (potential frauds) that are committed by slightly modifying an existing anomaly/fraud scenario, and there may be yet other anomalies that have similar points of vulnerability in common. These three different types of detector will exist as an “If-Then”  rule form labelled by a specific calendar category. Furthermore, all detectors will have limited life spans so that they will be deleted after a while if they detect no anomaly. This feature means that CIFD dynamically learns fluid patterns in transactions. 

The next process is the Apply Detectors. All three types of detector are used to monitor new transaction data. When new transactions arrive, this process selects detectors whose calendar categories meet the time of the transactions. The selected detectors are simply compared to the transactions and filter the transactions that do not satisfy detector rules. The filtered transactions are sent to the Analyse Detection process with detectors for further analysis. 

Initial detection results need to be examined further in order to decide whether they are indeed anomalies. In the HIS, an additional confirmation signal called costimulation sent from the innate immune cells is required for immune cell activation 
. The role of costimulation is to disallow inaccurate reactions. In the same way, the CIFD system aims to allow human auditors to provide feedback into the system in order to lower the false positive rate in the future. In the same way, the “Analyse Detections” process decides whether the initially detected results show interesting anomalies and thus reports an alarm. The process can harness two different approaches to do this.  Firstly, various automated ways such as clustering or visualisation of results can help to filter out false detections. Secondly, it allows human auditors to provide feedback into the system in order to lower the false positive rate in the future

When the “Analyse Detections” process finds real anomalies, the detectors spotting those anomalies are generated as memory detectors. In addition, the auditors themselves can refine selected successful detectors in order to generate memory detectors and B_Detectors. This mechanism provides CIFD with the ability to learn. Therefore, we expect that the degree of human intervention will decrease as CIFD learns more diverse anomaly/fraud types. 

The “. Notify Detections” process will notify the users of the final analysis of detection. It is important to present the final detection results of CIFD in a comprehensible format to the users. This should include some justification as to why CIFD detects some transactions as anomalous. The development of this process is also left as future work. The current CIFD prototype does not support this process.

4.3 Limitations Of The CIFD Prototype 

Although three types of detectors play different roles to detect various anomalies, the “Generate Detectors” process of the CIFD prototype generates only T_Detectors. This leads the “Apply Detectors” process to apply only T_Detectors. Consequently, the “Analyse Detections” process studies the initial results detected only by T_Detectors. This limited functionality of the CIFD prototype originates from the time limit available for the CIFD development stage.

In addition, in order to help human auditors investigate initial results, the “ Analyse Detections” process of the CIFD prototype provides the building blocks of summarising or/and prioritising initial results. By the aid of these building blocks, we hope to help human auditors to determine which detection results indeed show anomalies, which possibly indicate a fraud. Whilst more sophisticated ways such as clustering the results have been studied, time constraints prevent implementing such an automated approach within the CIFD prototype framework.

5 CIFD Prototype Tests and Results

The CIFD prototype system was subjected to a series of tests during the course of the project. These tests fall into two broad categories: - 

· System tests - does the code run, can it function under the pressure of volume.  

· Application tests – does the system do what it was designed to do and are the results viable.  

This section summarises the approach and results of these tests.  The more detailed information about the tests and the results are described in the separate document, “Appendix B. CIFD Tests and Results”.

5.1 System Tests 

The prototype system was subjected to a series of runs using limited volumes of data to ensure   that it was robust and would run through each function to completion.  A number of ‘bugs’ were identified and corrected during this process.

Volume testing was also conducted to ensure that the system could function effectively under loaded conditions.  The Royal Mail Group, the end-user of the CIFD system, currently handles sales transactions involving 19,700 UK outlets and 2,723 distinct products. Each transaction record contains 23 fields, giving a total of 1.6GB data/day. The immediate challenge to be tackled by this project is therefore developing a FDS that can scale up to this large volume of data. In order to ensure the reliable process of a large size of data, volume tests are conducted on the CIFD prototype. The volume tests mainly examine the following points:

· Is there a memory shortage problem that might cause the halt of the CIFD prototype run?

· Is the computation time of the CIFD prototype acceptable to process a given data set?
This test also unearthed some design issues that were subsequently resolved, and system run time and efficiency were dramatically improved. As the result, the CIFD prototype was successfully able to process the selected 700 Mbyte data set that contains a total of 5,054,878 transactions. The novel way of incremental profiling adopted by the CIFD clearly resolved the potential memory shortage problem. The CIFD prototype has never encountered the system halt during the provided 14 weeks’ worth of data processing. The run time taken by the CIFD prototype was affordable within the CIFD project time table – which took around 2 weeks to process 14 weeks’ worth of data covering 48 post offices. Nevertheless, this shows that further improvement on shortening run time is needed when CIFD is extended to process a complete set of transactions.  Simple modification such as removing the redundant detectors across diverse calendar schemas is suggested as an immediate future work that can largely reduces the run time.   

5.2 Application Tests 

Application tests aim to see whether the system does what it is designed to do, and the test results are viable. The CIFD prototype is designed to detect anomalous transactions patterns, which indicate potentially fraudulent activities. To achieve this aim, two different sets of application tests are conducted. The Royal Mail Group provided two data sets: the first set does not have any information of fraud and the second set includes transactions of two post offices involved in known fraud cases. The first application test therefore targets to detect previously unknown fraud cases from the first data set. The second application test concentrates on finding known fraud cases. The following sections summarise the results of these tests. Readers are recommended to refer to the “Appendix B. CIFD Tests and Results” for more comprehensive information.

5.2.1 Anomaly Detection Test on Data Set 1.  

The data set 1 comprises 14 weeks of individually time- and date-stamped retail transactions, which cover the period from December 30 2001 to April 6 2002. This data set is the equivalent data set used for the volume test. The data was sampled by selecting a representative sample of 48 outlets, 31 products and 7 transaction fields. The representative outlets having the largest number of transactions were selected, and our end users selected products that are generally known to be involved in fraud cases. The selected seven fields include transaction time and date, transaction period, outlet code, product code, transaction amount and product value. These fields are chosen because they are fairly generic and directly related to product sales. 

	Variable Name
	Value
	Variable Name
	Value

	Support Threshold
	0.05
	Detector.LifeSpan
	0.15

	Confidence Threshold
	0.8
	Rule.TGI
	0.25

	target_E*.threshold
	0.8
	calendar_E*..tolPeriod
	0.5


Table 1. Parameter Values used by the CIFD prototype

In order to generate self rules and T_Detectors, the CIFD prototype uses the target schema, TS = <Outlet:1..48> and the calendar schema, CS = <Week:1..14, Day:1..7, Group-Hour:1..5>. Here, the Group-Hour is defined by dividing a day into five different groups: group 1 = (0am, 9am], group 2 = (9am, 12am], group 3 = (12am, 3pm], group 4 = (3pm, 7pm], group 5 = (7pm, 12pm].  The CIFD prototype employs various parameters and the values of these parameters for the following volume test are presented in table 1. The experiment was performed on two PCs running Windows 2000. The first PC with Pentium 2.26GHz CPU and 256MB memory runs a DBMS server and the second PC with AMD 1.2GHz CPU with 512MB memory runs CIFD. The next sub-sections report the results obtained from the volume test conducted on the sampled data set.
5.2.1.1 Features of Initial Detection Results

Data set 1 has a total of 5,054,878 transactions covering 14 week’s worth of data. Out of this data, transactions covering the last 7 weeks, which run from 2002-02-17 to 2002-04-06, are monitored.

The 7weeks’ worth of monitored data has 2,525,117 transactions and a total of 454,816transactions are detected. This means that about 18% of data are initially regarded as anomalies. This proportion is too high to be accepted as anomalies. This rather high proportion of the initial detection needs to be reduced in order to present the results to human auditors for further investigation. In addition, the number of unique detectors involved in detecting transactions over the last 7 weeks is 236. The 3.9% of transactions are detected by one detector and the maximum 41 detectors detect one transaction. 

5.2.1.2 Simple Rule Inspection
Detectors of the CIFD prototype specify the normal transaction patterns that have frequently appeared for a tolerisation period. An examination of the meanings of these patterns might show that the violation of these detectors would be obviously ‘wrong’ and thus can be treated as anomaly. In total, 236 non-redundant detectors are engaged in detecting transactions. As this number is not large, the meanings of these detectors are manually examined

The first observation made from this examination is that most of detectors seem to be too general to be used as anomaly detectors. For instance, a T_Detector such as ‘IF POCL_PRODUCT_CODE is the first class stamp, THEN TXN_VALUE = (0, 0.90]’ indeed shows a normal pattern, which is the price of the first class stamp is £0.27. Although the meanings of these rules truly reflect normal patterns, the failure of these rules hardly implies potential fraud. Another observation made from the detector examination is that some detectors do not show causal relations between the antecedent and consequent of a detector. For instance, IF POCL_PRODUCT_CODE = BT Payment Card, Then Post_Office_No = 22717 at <*, 5, 5>.  What this detector implies is that a BT Payment card can only be sold at  Post_Office_No = 22717 every Thursday evening between 7:00pm and 12:00pm. 
However, there are some detectors that show some interesting normal patterns. The violation of these patterns might indicate anomalies linked to fraud cases. These detectors are shown in section 4.2 of Appendix B. At this stage, it is not clear whether the violation of these detectors indeed shows some indication of fraud. Further investigation of these cases by the Royal Mail Group plc is needed in order to conclude this point.

5.2.1.3 Grouping of Initial Detections
A transaction can be detected by more than one T_detector. By examining the set of detectors involved in failing a particular transaction, it might be possible to establish good evidence of anomaly for further investigation. However, in practice, many such transactions are failed by semantically redundant detectors. Detectors filtering same transactions often subsumes each other. Thus, the combination of these detectors would not provide more plausible evidence compared to the case when the transaction is detected by one detector only.  For this purpose, it should remove the redundancy among detectors used for detection. The removal of redundant detectors is also initially proposed from D40
.  The time pressure of developing on the working prototype prevents implementing the proposed idea.
5.2.1.4 Rank the Detectors based on Confidence and support

Each detector has a specific confidence and support value and they can indicate the quality of each detector. High support and high confidence mean that the detector shows good quality, in that it is relevant to a significant fraction of the data, and is also correct, whenever it applies, for a significant fraction of cases. Intuitively this is a good approach, in that the rules should be strong, but in practice many of the rules that are strongest are also rather bland, e.g.;

         “IF TXN_DURATION = (0, 0.10] THEN NUMBER_OF_ITEMS = [1]”

However this approach did highlight the unexpected presence of many detectors involving only a couple of offices, which was due to their operating at unusual hours. CIFD did therefore indirectly lead to the detection of an anomaly. 

5.2.1.5 Strength of Anomalies

Strength of Anomalies in terms of deviation from the rule is a promising and easily understood approach, but in practice it is only as compelling as the underlying rule. The violation of a trivial detector can score very highly in terms of deviation. However, all the deviations can be potentially valid and so the strength of anomaly is not very useful for this kind of case. In contrast, when a detector is specific enough such as ‘IF POCL_PRODUCT_CODE = first class stamp AND NUMBER_OF_ITEMS= 1THEN TXN_VALUE = (0, 0.90]’, the amount of the deviation would be interesting. This is because it is very unlikely to have any valid deviation in the price of one first class stamp. Likewise, as many of the rules are very general in nature and the value of deviation is often limited, the approach must be used in conjunction with rule inspection.

5.2.1.6 Summary of Anomaly Detection on Data Set 1

The results from the CIFD prototype consist of sets of anomalous transactions and their identifying rules. The rules consist of attributes together with attributes values, grouped together to form the antecedents and consequents of logical propositions. Consideration of the attributes involved shows that the majority of possible rules do not have a clear link to fraudulent activities although they show normal transaction patterns. That is to say that the rules being broken have explicit meanings, but the meanings are not of themselves obviously related to criminal or otherwise problematic activity. For example, ‘IF POCL_PRODUCT_CODE    = 21 THEN NUMBER_OF_ITEMS = [1]’ is broken in by many transactions, but no dubious activity is necessarily involved. It is possible to conceive of some rules (i.e. some combinations of attribute values) whose breaking could explicitly be linked to fraudulent activity. However, as far as we can see, most possible rule combinations are free of any overt link to criminality and often difficult to extract meaning due to their semantic redundancy. Some other approaches such as ranking the rules based on confidence and support values, and strength of anomalies could not resolve the problem found above. The trivial meaning of generated rules makes it hard to take  further action in order to link detected transactions to actual criminality.

5.2.2 Anomaly Detection Test on Data Set 2 

Based on the lessons learned from the anomaly detection test on data set 1, several new suggestions are made to identify more plausible detection cases from initial detections. For the second set of tests, the approach that the Royal Mail Group favours is to learn how anomalies as reported by the CIFD prototype relate to known fraudulent activities. It is believed that this can be done by running the CIFD prototype on the data containing the known fraudulent activities, and working back from this to learn how this is expressed in CIFD data. In order to perform the new set of tests, the Royal Mail Group provided a new set of data, called data set 2. The Royal Mail has identified the pensions and allowances related frauds that took place in two post offices during the period of the available data. For the CIFD prototype to detect those frauds, the Royal Mail extracted a new sample of transactions that includes two additional transactions fields, which are directly related to two known fraud cases. The data is sampled from two post offices that are involved in known fraud cases and the other fifty clean post offices, which are not involved in known fraud. This data covers the same period as data set 1 –  December 30 2001 to April 6 2002. Three different sets of tests are performed. The description of each test and its expected result are listed in Table 2. All of these three tests are carried out with the parameter values shown in Table1. 
	Test
	Test Description
	Test Output

	Test A
	Run the CIFD prototype on the first 7 week’s worth of data that covers two post offices involved in known fraud cases. 
	The set of detectors are expected to reflect normal transaction patterns of two post offices for the first 7 weeks.

	Test B
	Run the CIFD prototype on the first 7 week’s worth of data that covers the other fifty post offices, which are NOT involved in known fraud cases. 
	The set of detectors are expected to reflect normal transaction patterns of fifty clean post offices for the first 7 weeks.

	Test C
	Run the CIFD prototype on the last 7 week‘s worth of data that covers all the fifty two post offices.
	The detectors generated from test B together with new detectors generated from test C are applied to transactions of all the fifty two post offices for the last 7 weeks.

It is expected to report anomalies hidden in the last 7 week’s worth of data that covers all the fifty-two post offices.


Table 2. Three different sets of tests performed on data set 2.

Two different strategies are used to analyse the results. The first approach attempts to compare two different detector sets generated from test A and B. The second approach used for detecting anomalies in the last 7 weeks is applying various detection analysis methods suggested in section 9 of the Appendix A. We apply these methods to analyse the detected transactions from test C.    As described in table 2, the first detector set produced from the test A reflects the frequent transaction patterns of two post offices involved in fraud and the second set of detectors generated from the test B represents the frequent transaction patterns of the fifty post offices, which are not involved in fraud. Thus, the discrepancy between these two sets of normal patterns might indicate some fraud signatures. In particular, if fraud cases of two post offices were committed frequently at the regular times, those patterns would be presented as detectors. This approach is expected to supplement the anomaly detection approach taken by the CIFD prototype. Since the CIFD prototype only detects some anomalies that do not follow frequent transaction patterns in the past, it can miss the detection of fraud that frequently appears during a tolerised period. Although the Royal Mail has identified two known fraud cases, they have not reported about the detailed features of these fraud cases. Thus,

when the transactions involved in fraud cases appear to be frequent in the first seven weeks, it would be very difficult for the CIFD prototype to pick up those cases. In addition, it is not known to the CIFD project team exactly when the fraud of the two post offices has been committed. The Royal Mail Group only ensured that fraud was committed sometime during 14 weeks that covers whole data. However, no information was available as to whether it was committed during the first 7 weeks or the last 7 weeks or both. Because of this, we decided to use the detector set comparison for detecting anomalies  in the first 7 weeks and the second approach - CIFD prototype detection - for detecting anomalies in the last 7 weeks."

5.2.2.1 Features of Initial Detection
From three sets of tests, only test C filters out anomalous transactions. The data set monitored from test C has a total of 2,742,679 transactions covering 7 week’s worth of data. Out of this data, around 8.6% of data, which is a total 237,191 transactions, are detected as initial anomalies. Although this proportion is greatly reduced compared to the result reported in section 5.2.1.1, this number of detection results is still not small enough to be directly presented to human auditors for further analysis. When the detected transactions are grouped based on offices, a minimum of 7.37% and a maximum of 10.84% of transactions for a particular post office are detected. The average 8.64% of transactions are detected as initial anomalies. Out of the fifty-two post offices, the two post offices are the ones known to be involved in fraud. Compared to the other post offices in terms of the proportion of detected transactions, there is not much difference observed. 9.3% and 9.7% of transactions of the two post offices are respectively reported as initial anomalies. In addition, the number of unique detectors involved in detecting transactions over the last 7 weeks is 779.

5.2.2.2 Simple Rule Inspection
Three different tests generate three different sets of detectors. The simple manual inspection of these detectors also gives a similar conclusion to that made from the previous test in section 5.2.1.3. First of all, the meanings of detectors tend to be very trivial. The difficulty for CIFD as a fraud detection tool is that the majority of the rules produced can be seen to be of this type. Secondly, the semantically redundant detectors introduce a level of complexity in dealing with manual inspections. Another difficulty of manual inspection on new result is that it is much harder for the KCL researchers to interpret the meanings of generated detectors. However, the situation considering the consequents, i.e., how the rules are failed, is more interesting.  Inspection of detected transactions shows that the majority of the detectors are failed by a violation of one of four attributes (out of a total 64 attributes). They are RETROPSECTIVE_INPUT=Y, ENTRY_METHOD=0, NUMBER_OF_ITEMS=1 and product = industrial injury benefit claim. The reason for this is not clear at this stage. It might indicate an interesting anomaly that is linked to fraud. The Royal Mail group has instigated an investigation of the reason for this. 

5.2.2.3 Grouping of Initial Detections 

Since the semantic meaning of a single detector is often limited in offering a plausible explanation of a fraud case, we attempt to aggregate a set of detectors that detect the same transaction together to infer more meaning. However, as seen in the results of data set 1, most of detectors are semantically redundant and this makes it very difficult to infer new meaning from the aggregation of detectors. However, when we sort the detected transactions depending on the number of detectors detecting them, a disproportionate number of the most commonly detected transactions are related to just one particular post office 17865. An investigation of this anomaly has been instigated by the Royal Mail Group.

5.2.2.4 Rank the Detectors based on Confidence and Support. 

As attempted in section 5.2.1.4, we select detectors based on confidence and support values. Firstly, we select detectors with high support and high confidence values. As a consequent, we found that those detections with high confidence and high support tended to be more general in terms of their meaning. This is the equivalent result to what we have obtained from analysing the test results of data set 1. Violations of such rules are not easily interpreted as actionable in the context of fraud detection. Thus, the selection of better quality of detectors based on high support and high confidence is not as useful as we expected. 

Secondly, we chooses a detector with high confidence and low support, typically selects rules of greater complexity. The more specific rules are easier to work with when confirming an anomaly, particularly when they include attributes of product, value, or office. This approach seems better for choosing more specific rules. However, the extra complexity is mostly in the antecedent, and failures are due to violations of only a handful of rule consequents. Thus, it is not entirely clear at this stage whether extra complexity in a detector antecedent indeed adds more meaning, which allow the violation of a simple consequent to relate to an interesting anomaly, or not.  

5.2.2.5 Measure of False Positive Error Rates

As seen in the previous section, of more interest are detectors with high confidence but low support. These are by definition ‘good’ rules that are not general, and so indicate a smaller group of transactions. Such an approach should reduce the number of false positive errors. A measure of ‘(1-Confidence)*Support*T_Count’ was suggested to select detectors. This is essentially a relative measure of the gap between the applicability and the correctness of the rule. The rules highlighted by this method turn out to include many of the rules also selected by high support and high confidence. However, of the rest of the top 100 rules selected by this method, nearly all involve at least two of the attributes ‘NUMBER_OF_ITEMS’,’ENTRY_METHOD’ and ‘RETROPSECTIVE_INPUT’. The full implications of this finding are not entirely clear at this stage. 

The rules highlighted by this method are also skewed towards the more inclusive calendar schema: <*,*,*> schemas are represented in 33 of the top 100 rules by this method although this schema appears in only 5% of detections overall. The rules highlighted by this false positive approach tend to have more attributes than those selected by the confidence/support ranking approach; this will be due to the smaller data set on which these rules are based. It was difficult to fully judge the success of this approach in reducing false positives because no positives were found. However, the spread of the measure was encouraging for the potential usefulness of this approach, with approximately 1% of results over 10 times the average.

5.2.2.6 Rule Set Comparison 

Apart from analysing detection results, a new strategy is suggested, which compares two different detector sets generated from test A and B. As described in table 2, the first detector set produced from the test A reflects the frequent transaction patterns of two post offices involved in fraud and the second set of detectors generated from the test B represents the frequent transaction patterns of the fifty post offices, which are not involved in fraud. Thus, the discrepancy between these two sets of normal patterns might indicate some fraud signatures. This section reports the results of comparing these two detector sets generated from the data set A and B. 

Firstly, we compare the two detector sets in terms of size. The data set A, which is used for test A, includes a total of 55,979 transactions and the data set B, which is used for test B, includes a total of 2,679,753 transactions. The detector set generated from the data set A has a total of 1,1918 detectors while the detector set generated from the data set B has a total of 993 detectors. This difference in the detector set size is due to there being fewer offices in test A than in test B. It is easier to generate detectors on a smaller size of dataset. 

The second comparison was made to find out whether there is a difference in the range of products described in detectors. The test B detector set includes the rules that specify a product that is never included in the results generated for test A: this is an industrial injury benefit claim. The reason for this is not clear at this stage. It might indicate an interesting anomaly that is linked to fraud. The Royal Mail group has instigated an investigation of the reason for this difference 

Thirdly, the relative complexity of the rules was examined, both in terms of the number of attributes in the rules, and the spread of values of the individual attributes. The following points are observed from this comparison.

· The number of distinct antecedent attributes in the detectors of test B is higher than in test A. (47 versus 37). The difference is due to the inclusion in some test B detectors of distinct post offices that are not presented in test A data. 

· The two detector sets show the same behaviour in terms of the number of distinct consequent attributes (10 against 9). 

· The detector set of test A has a slightly larger number of attributes, 6, than the detector set of test B, 5. This is believed due to the more focused nature of test A. That is to say that it is easier to be more precise in describing a smaller data set, and so more complex rules are more likely to be tolerised.
Finally, an investigation was also made into the relative frequency of attributes within the Test A and Test B detector sets. The hope was that differences between the relative frequencies of the elements in the two datasets would be an indicator of the nature of the differences between them. However, as mentioned above, the spread of attributes is similar, with the predictable exception of POST_OFFICE_NO. 

We have attempted to make various comparisons between two different detectors sets. However, it turns out to be very difficult to find out interesting anomalies from these kinds of comparisons. The detector sets produced differ in a way that mostly reflects any difference in size between the subsets. Differences caused by real anomalies, if any, are swamped by this effect. 
5.2.2.7 Summary of Anomaly Detection on Data Set 2

Three different sets of tests are performed on a new data set, which contains transactions of two post offices involved in known fraud cases. These new tests are designed in order to test whether the CIFD prototype is able to detect this nugget from the new data set. Various approaches have been applied in order to select more plausible detected results. Although these approaches have helped to select a subset of results, it is still difficult to link these results to actual fraud. This is mainly because of the trivial meanings of generated detectors and the difficulty of interpreting detectors when the rules are sufficiently specific. A supplementary approach, that compares two different detector sets generated from a data set involved in fraud and a data set not involved in fraud respectively, is also attempted. The two detector sets show different scales of rule complexity and number of attributes involved. However, these differences appear to originate from the difference in the size of the two data sets, rather than from the different nature of the transaction patterns. Nevertheless, a number of anomalous cases have been found and an investigation of those cases has been instigated by the Royal Mail Group
6 Challenges, Achievements and Lessons Learned

6.1 General 

King’s College London provided the academic resources for this project, supported by two  EPSRC funded research posts. As a result of this research a number of interesting academic papers have been written. 

It is often argued that the usefulness of academic research cannot be measured purely in terms of immediate, measurable benefits, but should be valued for its own sake.  Academically, a negative result (i.e. proving that a theory is not viable) may be as valuable as a positive result.  Furthermore, the benefit of a theory may not be realised for many years.  It is merely noted that, within the confines of this project, a number of interesting areas of research have not been investigated as thoroughly as the academic team would have liked.

In addition to these general points, there are some specific points to be learnt relating to the CIFD science:

· When Association Rules are used, the size of the data set becomes the most significant factor in generation of rules.  Thus, for comparisons of rule sets, data sets of similar size should be used.

· An anomaly may be detected because a transaction is rare, and therefore that no rules relating to it are tolerised, rather than because examples of that transaction are in any way fraudulent. 

· When a computer program is being used to generate results (as in this case), more consideration should be given to testing methods.  In this instance, bugs were identified at a late stage; if detected earlier, significantly better progress might have been made on the prototype.

6.2 KCL

The King’s College London Department of Computer Science team faced a number of challenges during the course of the project. Due to completing PhD research at another institution the Research Associate was unable to join the project until March 2001. The Principal Investigator was required to prepare, teach and examine a new lecture course in each of the academic years 2001-2 and 2002-3 which had the effect of severely reducing the time available for day-today involvement with the project. One outcome of the Research Associate’s PhD research was the demonstration that the straightforward negative selection algorithm for generating detectors in artificial immune systems (AIS) does not scale well to large, real-world data sets. As a result, the originally envisaged strategy had to be radically revised to incorporate association rule mining (ARM) into the computational immunology approach, a task that proved to be both complex and time-consuming due to its novelty and the variety of options that had to be explored.

The successful design and implementation of a dynamically evolving self-profiler using the hybrid AIS-ARM paradigm is a major achievement of the project. That this approach has highlighted previously unrecognised anomalies in retail transactions associated with certain outlets and products, which bear further investigation by the end user, is a further significant achievement.

An important lesson learned through the industrial and commercial project partners is that a reasonably adequate solution may be preferable to an optimal solution if it can be obtained with the expenditure of modest resources (time, effort, money, etc). The quest for a better solution may make it impossible to deliver an adequate solution in the project’s planned timescale.

6.3 Royal Mail Group plc

The role envisaged for Royal Mail Group plc was to provide experimental data for analysis by the prototype, and to evaluate the results.  A number of difficulties were encountered, because of the diverse nature of Royal Mail Group plc, which were exacerbated by reorganisations during the project lifetime.

One unforeseen success of this project within Royal Mail Group plc has been to raise the profile of Fraud Detection methods, and leading  to a high level forum on identifying fraudulent behaviour within the business. When the project began, Royal Mail Group plc’s contribution was supported  via an internal scheme called the  Innovation Fund. This could be used to  finance projects where the potential realisation of benefits was not definite, or where novel and innovative ideas and technology would be employed  Unfortunately this fund was discontinued in 2001 but such was the strength of support and commitment from the sponsor – David Lacey  (at the time Head Of Information Security)  and that of the project team members,  that work was continued on a business as usual footing. 

There was some difficulty related to the provision of data for analysis.  This was at least partly due to the discovery that the data initially selected for the project was found not to be applicable.   Having selected a second system from which to extract data, permission had to be requested and granted. Also, as management of that system was outsourced, a payment had to be made to  cover the data extraction work. This cost was borne by Royal Mail Group plc. Unfortunately these complications resulted in project delay. 

At the start of the project, the difficulty in using anomalies detected to identify fraud was not anticipated.  The initial run of the prototype resulted in the production of many thousands of rules, and the detection of large numbers of anomalies.  One of these anomalies was identified as transactions occurring on a Sunday, which subsequently turned out to be normal behaviour for a small number of Post Offices.  Following correction of a bug in the program, and the development of techniques to focus on particular rules and anomalies, a number of interesting anomalies were detected in the final runs of the prototype.  Analysis has begun but so far it is not possible to establish  evidence that these anomalies indicate any fraudulent activities, and it has been suggested that at least some of the apparently significant anomalies will be explained by the occurrence of a Bank Holiday.

Finally, the difficulties in identifying suitable data to analyse should be mentioned.  The time constraints on the project have meant that it has been necessary to select not only the specific data records to be analysed, but also to select a limited set of fields that might be associated with fraudulent transactions.   

6.4 Anite Public Sector

Anite Government Systems Limited (AGSL) was extremely pleased to take part in this part-funded research project, which began when AGSL was a fledgling within the Anite group of companies.  The aim of the project was very much in line with AGSL's own mission: to find innovative ways to detect criminal activities.  The opportunity to be involved with leading edge research, and to exploit the results of that research commercially was recognised to be of great potential benefit, and the associated publicity was also to be welcomed.  At the start of the project AGSL expended significant effort on strategic planning AGSL, and formulated plans to maximise the benefit of CIFD.  The original plans were predicated on the assumption that an approach similar to that used in Internet Intruder Detection, based upon Negative Selection [Kim, 2002, Here is the reference list, - Kim, J. W., Integrating Artificial Immune Algorithms for Intrusion Detection, PhD Thesis, Department of Computer Science, University College London, 2002 -.

, could be adopted.  However, after approximately one year of the project, it was demonstrated that this approach would not be suitable.  This meant that further academic research would be required.  The fundamental nature of research makes it difficult to predict when (or if) something worthwhile will emerge.  Therefore AGSL’s strategic planning was premature.

In parallel with the progress of this project, AGSL expanded, and new opportunities presented themselves.  The CIFD prototype now seemed a long way off, so AGSL's initial team was dispersed on to other, more urgent projects.  Subsequently, AGSL was merged with other business units, and is now part of (the much larger) Anite Public Sector Ltd..  In addition, the market has become increasingly competitive; as a result, AGSL's original focus has changed somewhat. 

During the course of the project, Anite has endeavoured to offer support and encouragement whenever possible.  In order to achieve this, Anite assigned responsibility to a senior project manager; notwithstanding changes of personnel, this commitment has been maintained throughout.  Whenever suitable opportunities have occurred, Anite has identified appropriate resources to assist in the development of the CIFD prototype; this has included both analytical and software expertise.  There is no doubt that without the efforts of certain Anite staff, the project would have progressed at a significantly slower rate.

During the course of the project, Anite has learnt a great deal about the nature of research projects.  The most basic lesson is the unpredictability of research.  This makes it very difficult to plan resources, or to measure progress.  Ultimately, it is impossible to know what will emerge from research, or whether it will ever be possible to develop a commercially viable product, until the results are known.  Anite has also learnt the need to manage research effort in a very direct way, as "pure" researchers may choose to follow any interesting path, while commercial interests dictate that efforts be concentrated on a single goal.

It is disappointing that it has been necessary to reduce the scope of the project on a number of occasions.  This, together with the change in focus referred to above, mean that Anite is unlikely to take any further active part in the CIFD project.  This does not rule out Anite's participation in future research projects, but the following considerations should be taken into account:

· Timescales;

· Focus;

· Strategic alignment.

· Contractual issues, exit strategies, Intellectual property and transfer of rights.

7 Future Work

7.1 Academic View

In its later stages, the CIFD Prototype Design divided the functionality into four parts.  It proved impossible, within the project timescales, to make any real progress in the fourth of these parts – Analyse Detections.  This is an area with much promise, and it is anticipated that it will be researched more thoroughly in the future. In addition to the relatively unexplored Analyse Detections, there were a number of areas where interesting lines of research were not followed up, because of the pressure to develop a working prototype. Several of these lines could be researched more fully. In addition to these general points, there are some specific points to be learnt relating to the CIFD science. These lessons can serve as a guide to identify future work. The lessons learned together with future work are discussed in the following sections.

7.1.1 Identify Appropriate Data 

The difficulties in identifying suitable data to analyse should not be underestimated. The problems of the data available for the CIFD project are as following.

· The data source used needs to have few problems with accuracy 

For example, Royal Mail’s counter systems are not directly comparable with simpler supermarket PoS systems where products and the sales process are simpler, items are all bar-coded, and items are generally processed one-by-one. This means that the data input errors are more frequent in the post office transactions. These errors can be picked up as anomalies. Although they are anomalies in the wider sense, they are just noise from the point of view of fraud detection.  

· Select meaningful attributes 

In looking for anomalies, the proper choice of attributes is important. The set of attributes determines what the rules can actually say about the transactions. If potential combinations of attributes can point out anomalies explicitly, then the interpretation and practical use of results would be much easier. This problem is somewhat linked to the first problem mentioned above. Some more meaningful attributes are not electronically collected and this resulted in a limited set of attributes available to  CIFD.

· Anomalies are likely to be visible using the attributes only. 

Data is produced by systems which support larger business processes. In the case of fraud, the perpetrator may often try to exploit gaps in the process. These activities may not show up when looking at one source of data. 

7.1.2 More Targeted Profiling

The significant technical problem found from the study of various tests is a triviality of generated detectors. As we originally aimed, the CIFD prototype was indeed able to generate normal transaction patterns. However, most of those patterns reflect only trivial norms and it was very hard to link the violation of such patterns to criminal activities. This kind of problem would have been resolved if CIFD profiled normal transaction patterns in a more targeted manner. In fact, the original proposal of the CIFD prototype had included an approach that produces self profiles in a more targeted manner using target schemas. Nevertheless, the current prototype uses target schemas only in selecting partitions of input data in order to reduce memory usage. The time constraint forces a project team to place a priority to develop a working prototype and this requires to cut down the complexity of the system to be developed. Consequently, the CIFD prototype adopts only limited ways of target schema usage. However, they can be used in generating tolerised rules according to specified targets such as post offices or products. This kind of approach can enable CIFD to monitor changes at normal transaction patterns of a particular post office or product. We would expect the immediate advantage of more targeted profiling as it would provide more actionable information. It becomes very clear that one of the most significant features should be adopted by CIFD is the provision of plausible explanation about detected anomalies.  We believe that more targeted profiling using target schema would provide great benefits by allowing the CIFD to have such a feature. Furthermore, the future extension of the current CIFD prototype to have  such a function would not require much complexity or effort albeit they were not affordable within the CIFD project timeframe. 

7.1.3 Automated Tools for Initial Detection Analysis

The Analyse Detection process was initially proposed mainly for reducing a large number of initial detection results. Although various approaches have been studied through literature survey, none of these approaches have appeared to be possibly implemented within a given time table. Consequently, the initial detection was examined only by simple prioritising and manual inspection. As seen in the results reported in section 4 and 5, these simple methods are not sufficient to identify true anomalies from possible noises. This result verifies that a more sophisticated tool is needed to handle initial detection results. Such a tool should include 1) ways of limiting or sorting the number of rules and detections and 2) ways of combining detections and transactions, and analysing them in the aggregate. 

As one promising approach to implement ranking or limiting the number of rules and detection,  unexpected rule mining is currently being investigated by the KCL PhD student as a part of her doctoral research.
  
This research is focused on selecting association rules that have logically disagreeing consequent to the consequent of the strong association rules. The strong association rules are the ones with high confidence and support values. Out of transactions failing this rule, some transactions may form a different association rule that has sufficiently large confidence. This kind of new association rule, called an unexpected rule (because it disagrees with a strong association rule), is possible to be generated when the antecedent of an unexpected rule subsumes the antecedent of the original strong rule. 
 The unexpected rule mining would provide more actionable information by identifying the pair of rules, which are logically disagreeing but both showing high confidence. In addition, the way to remove semantic redundancy from generated detectors should be developed. This becomes particularly significant if we opt to analyse initial detections by aggregating generated detectors. Various literature reports diverse ways of removing semantic redundancy from generated association rules. 
 
 
 
One of these approaches can be easily added to the current CIFD. Furthermore, the suggested supplementary strategy, that compares two different rule set, also has appeared to be useful. However, from our test results, the size of the data set becomes the most significant factor in generation of rules. Thus, for comparisons of rule sets, data sets of similar size should be used.

7.1.4 Further Exploration Of Other Human Immune Features

As discussed in the associated document D40, there are various salient features of the human immune system that CIFD could have. Although these features are identified and planned to be embedded in  CIFD, the time pressure again prevented the CIFD project team to implement all these features. In particular, the learnability of CIFD, which is the main objective of this system, cannot be achieved since the current CIFD prototype does not employ human immune features such as memory detectors and cloning of B-detectors. These features are known to provide the learnability of the human immune system. However, these features are only possibly implemented when the detection results of the CIFD receive feedback from human auditors. 

7.1.5 System Scalability

One success of the CIFD prototype is the scalability. As we pointed out in section 3, the CIFD prototype successfully generates profiles within reasonable time. However, this success was made within a reduced size of sampled data set although this reduced size is still larger than the typical size of data used for other available FDS. For example, neural network, genetic algorithm or other statistical algorithm based FDS typically scale up to considerably less than 700Mbytes 
. If  CIFD is ultimately aims to process an entire set of transactions, whose volume reaches around 1.6Gbytes per day, the scalability of the current CIFD prototype  would not be enough. However, the initial design of CIFD prototype has considered the future extension that would be able to scale up much larger volume of data. The possible future extension that improves scalability would be parallel or distributed implementation of current CIFD prototype. Since the transaction profiling of current CIFD is carried out in an incremental way, the extension to a parallel or distributed architecture would be relatively straightforward. 

7.2 Commercial Views

As described elsewhere, the CIFD prototype has proved that it can detect anomalies within data of the type provided by the Post Office.  However, those anomalies (which have not  been fully investigated so far) seem to be explained by non-fraudulent (although unusual) activities, or timing issues.  Therefore, at this stage, it would be unlikely that substantial  funding would be available for  commercial exploitation of the CIFD prototype. However,  during presentations of the work carried out on the CIFD project, significant interest has been generated in the techniques used, and it is possible that further development might result in a commercially viable product. Royal Mail Group plc are interested in participating in any follow up activities or projects , by contributing in a similar manner  as in CIFD. Time, skills and data could be provided.    

Within Royal Mail Group plc, it is considered that the techniques developed might have an application where the scope was narrower. For instance, tracking retail behaviour of new product roll-out is one possibility.   

It might be interesting to  compare the ‘before and after’  transaction profile for Post Offices where a change of staff has taken place. Such an exercise might reveal anomalous activity indicating fraud either pre or post the staff changes. 

Post Office Limited have highlighted that  ‘cash in hand’ (the amount of cash held at the end of each day) can be manipulated in a fraudulent manner.  In the future were appropriate data on this aspect to be available, a product like CIFD could prove to be a powerful tool . 

Looking beyond the bounds of  Post Office Limited data, there are many many systems throughout Royal Mail Group plc that would be likely candidates for CIFD like approaches.  

8 Conclusion

As the overall project objective was the production of a proven CIFD prototype, which would be available for commercial exploitation, the project must be considered to have failed.  However, it is hoped that from consideration of the causes of the failure, lessons will be learnt which may result in the success of future joint venture projects; this would go a long way towards mitigating the failure of the CIFD project.  In addition, the latest CIFD prototype shows a degree of promise, which could in itself be regarded as a success.

A number of algorithms have been developed, which have significant practical academic value, and performance improvements during the development of the prototypes are also of practical  value.

As a result of changes to the prototype, including the identification and correction of a bug, the latest CIFD prototype produced many fewer rules than its predecessor, which enabled a manual analysis to be carried out.  This manual analysis allows the feasibility of using the rules for the detection of abnormal behaviour to be determined, and could provide guidance for the development of a more sophisticated system to detect anomalies.

The analysis of the latest results has not revealed a ‘golden nugget’, which would justify the commitment of significant resources by the commercial partners.  Specifically, the results did not point at the two Post Offices where fraud was known to have been committed during the trial period.  However, a number of anomalies were detected, which have not yet been fully investigated, and which might lead to the detection of fraud.  Unfortunately, the investigation of anomalies detected by CIFD will take significant time and effort, outside the current timescales for the CIFD project.

A number of promising strategies were devised for the manual analysis of the results, and not all of these could be tried during the available time.  It is entirely possible that other techniques that were not used would have enabled the target Post Offices to be identified.

At inception, there were four main objectives defined for CIFD:

· To produce an Innovative Tool for detecting anomalous and potentially fraudulent behaviour within retail sector financial and E-commerce transactions.  

· Learnability of the System

· Dynamism of the System

· Detection of previously unknown anomalies

There is no doubt that the first of these objectives has, at least in part, been met.  The CIFD prototype undoubtedly uses innovative techniques, as it uses an approach based upon T_Detectors which has not previously been used computational immunology for fraud detection.. Furthermore, anomalous behaviour has been detected.  Unfortunately, those anomalies which have been fully investigated have not proved to be due to fraudulent activity.  Thus, while the approach has not yet proved its worth, a tantalising glimpse of the possibilities has been seen.

In order to demonstrate the Learnability of the system, as originally conceived, it would be necessary to complete the Analyse Detections module, and to develop a feedback mechanism to enable the system ‘learn’ from its own analysis.  Although this has not been done, some mechanisms have been put in place to allow the prototype to be extended in this way.  One of these mechanisms is the definition of a ‘life span’ for Detectors.

The current CIFD system is fundamentally dynamic in nature. Assocation rules reflecting normal transactions are continuously generated and updated by taking new daily transactions into account.  The CIFD system employs several features, which are inspired by human immune systems, that harness such dynamism to the system. They are tolerisation period, match count, life span and age of detectors. Indeed, these features determine the deletion and retention of generated association rules so that the association rules at any moment reflect

the current normal patterns. 

Unfortunately, the success or failure of the system to detect previously unknown anomalies has yet to be proven..  Analysis of the latest anomalies detected is continuing, and this may yet prove the success of the prototype.

Appendix A. Associated Reports

	Date 
	Title 
	Author 

	21/01/01
	Computer Immunology – State Of The Art
	Overill, R.

	Oct 2003
	CIFD Prototype Design 
	Kim J 

	Oct 2003
	CIFD Tests and Results 
	

	July 2003
	The paper “Dynamic Temporal Rule Profiling using Calendar-Based Association Rules: Application to Financial Fraud Detection in the Retail Sector” submitted to IEEE DM -2003
	Kim J 

	
	Fraud Detection In Royal Mail Group plc - The State Of The Art D30
	Wilde M

	Jan 2003
	CIFD Briefing Document
	Wilde M 

	Feb 2001
	Fraud  Detection  - The Business Needs
	Wilde  M 

	Aug 2003
	Design of an Artificial Immune System as a Novel Anomaly Detector for Combating Financial Fraud in Retail Sector

  , To appear in the Congress on Evolutionary Computation (CEC-2003),

Canberra,Dec 8-12, 2003.


	Kim, J., Ong, A., and Overill, R.
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1. CIFD Java codes with Java API documents

2. CIFD ReadMe file

3. CIFD DB table descriptions
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