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Document Overview

<Description of ABC Company>.  <ABC Company> has outlined the requirements for a Splunk solution to address centralized log management.
The high level functional requirements include: 

· Indexing capacity up to <#> GB/day

· Example: Target indexing capacity accounts for 50% growth expected in the next year
· Example: Data retention to meet PCI requirements

· Example: Secure access for hundreds of operations engineers and developers
To meet these requirements this deployment planner is presented alongside system recommendations for a distributed architecture realizing high performance, availability and scalability.  System recommendations are detailed in a separate document presented to <ABC Company> on <date>, and will be referenced, but not included, in this document.

Deployment Goals

Timeline
The Splunk Professional Services engagement target date and duration is <date + duration>.
<ABC Company> is in process to procure hardware and software ahead of the PS start date.
Project Objectives
· Install and configure Splunk indexers, search heads and forwarders in production and pre-production environments.
· Setup Splunk infrastructure tools for configuration, license, cluster management.
· Design and implement app model, index topology, and retention and access policy to meet Splunk best practices.
· Configure and collect highest priority data sources according to Splunk data onboarding best practices.

· 360° data collection (all logs/metrics from all systems, services, applications).
· Implement highest priority use cases as searches, reports, alerts, dashboards or visualizations.  More details to follow in the Use Cases section of this document.

· Enhance and streamline existing searches, alerts, reports.
· Extend data retention period to support longer range searching and investigations further back in time.
· Document architecture and implementation details.
Technical Objectives
	Area
	Details

	Indexing Volume
	Production
	GB/day

	
	Non-Production
	GB/day

	Locations
	Primary Site
	

	
	Secondary/DR Site
	

	
	Remote Sites
	

	Search Heads

(Web-Based User Interaction)
	Quantity
	

	
	Specifications
	

	
	     Type
	Physical Server / VM

	
	     Cores
	

	
	     RAM
	

	
	Search Head Cluster
	Yes / No

	Job Servers

(Scheduled and Summary Searching)
	Quantity
	

	
	Specifications
	

	
	     Type
	Physical Server / VM

	
	     Cores
	

	
	     RAM
	

	Indexers

(Data Compute/ Processing and Datastore)
	Quantity 
	

	
	Specifications
	

	
	     Type
	Physical Server / VM

	
	     Cores
	

	
	     RAM
	

	
	Storage
	

	
	Index Replication
	Yes / No

	
	     Search Factor
	

	
	     Replication Factor
	

	Forwarder

(Data Transport)
	Topology
	UF ( IDX / UF ( LF/HF ( IDX

	
	#/Version UF
	

	
	#/Version LF/HF
	

	Deployment Server

(Configuration Management)
	Quantity 
	

	
	Specifications
	

	
	     Type
	Physical Server / VM

	
	     Cores
	

	
	     RAM
	

	
	Polling Interval
	TBD (default is 30 seconds)

	
	Software Distribution
	Chef

	License Manager

(License Policy Configuration and Enforcement)
	Quantity 
	

	
	Specifications
	

	
	     Type
	Physical Server / VM

	
	     Cores
	

	
	     RAM
	

	Master Node

(Clustering Orchestration and Configuration  Management)
	Quantity 
	

	
	Specifications
	

	
	     Type
	Physical Server / VM

	
	     Cores
	

	
	     RAM
	

	Index Topology

(Data Segregation
and Access)
	

	Data Retention Policy
	

	Authentication
	LDAP Store
	

	
	Single Sign-On
	Yes / No

	Infrastructure Tools
	


Process Objectives
· Perform direct knowledge transfer from Splunk Professional Services consultant to <ABC Company> technical resource(s).

· Create internal forum for information sharing (e.g. wiki page, chat group, email list, Disney user group, etc.)

· Establish and operationalize data on-boarding process applying best practices for setting host, source, sourcetype, linebreaking and timestamping.
· Enact user onboarding process utilizing free and instructor-led training.

· Prepare to host Get Started with Splunk Workshop after deployment go live.

· Understand how best to work with Splunk Enterprise Support.
Use Cases

General Overview
· Centralized log and event management
<Description>

· More efficient and effective troubleshooting and root cause analysis
<Description>

· Faster triage of incidents
<Description>
· Investigate problems reported by customers with vague symptoms
Often users will report slowness or applications hanging, and are instructed by the helpdesk to simply restart the application.  It would be helpful to understand when a high number of such problems are reported at the same time.
· Proactive analysis
In order to circumvent problems reported by users, a review of common errors or top hosts or user agents with similar problems can be undertaken.
· Ability to determine problem scope
Problems reported by a single customer or small number of customers may have a wider or growing impact, but it is currently not possible to quickly understand the scope of problems reported (e.g. find customers who are affected but did not report a problem).
· Proactive investigation of problems of lower severity
The most critical problems are actively investigated while less critical problems can stagnate in the ticket queue for weeks and are sometimes not investigated.
· Secure remote access
The Security team has login privileges to all systems for log access.  Whereas engineers in the Call Center or UI Engineers may not have enough access to troubleshoot issues fully.  Secure, role-based access for all data stakeholders will aid in timely problem investigation and resolution.  Additionally, it would prevent troubleshooting tools from effecting a negative impact on resource utilization for production systems.
· Present unified view of application and operations statistics
Application health and operations metrics are gathered and analyzed using multiple tools.  A single pane glass provides increased situational awareness for managing and monitoring applications and business services.
· Investigate problems persistent over a long time span.
The ability to search over longer periods of time and older time ranges enables investigation of incidents at lower severity, incidents involving suspicious activity from a specific IP address or incidents of credit card fraud.
· Better tracking towards project timelines.
Project cycles can lose several days a week to unplanned production incidents.  Faster triage and investigation will reduce time diverted to production issues, contributing to more predictable progress against project schedules.
Search Use Cases

Please provide specific details of search use cases, including time range of searches, any form-based search requirements, field descriptions or data samples:

· Free-text: <list search terms>

· Search by fields: Conversation ID, Customer ID, Correlation ID, Session ID

· Complex correlations and transactional searches: <please describe>
Reporting Use Cases
Please provide specific details of reporting use cases, including time range of reports, summary or report acceleration requirements, and the visualization type (e.g. table, graph, number, etc.).
· Example: Average number of bookings by resort this week vs. last week as a stacked column chart
· Example: Top 10 failed reservations over the past 30 days shown as a list of session IDs paginated 10 at a time
Alerting Use Cases
Please provide specific details of alerting use cases, including frequency of scheduling, any throttling/suppression, and the desired action (e.g. send an email/PDF, show in the Alert Manager, execute a script, etc.):

· Example: Email alert to ops@abc.com: Reservation attempt failed 5 times in last 10 minutes, suppress alerts after the first 2
· #2
Dashboard Use Case
Please provide specific details of dashboard use cases, including saved/scheduled searches/reports to incorporate, panel visualization types (e.g. table, graph, number, etc.), and wireframes or mock-ups if available:
· Example: Augment custom reporting tool with Splunk dashboard
· #2
Integration Use Cases
Please provide specific details of integration use cases, including descriptions of the system involved, data input/output parameters and communication protocol:

· Example: Send alerts to <3rd party monitoring system>
· #2
Data Sources Inventory
As Splunk is a universal indexing engine for machine data of all types and formats, it is important to understand the size and context of data sources to be collected during deployment planning.  Collecting details on the data sources ahead of the engagement will facilitate faster data onboarding and inform Splunk PS on how best to setup the index topology.

Env
Environment where the data resides (e.g. QA, Development, Production, etc.)

Data Source
Name of the data source (e.g. web access, application server log, etc.)

Hosts
The number of systems producing the data source

Size
The estimated maximum amount of data expected from this data source per day
Retain
Time period for which the data source should be retained in days, weeks or months,  

alternatively, the total amount of storage allocated to the data source
Format
The data source’s current state (e.g. log file, database table, UDP/TCP stream, etc.)

Collect 
The proposed method for transporting the data source to Splunk (e.g. Universal 

Forwarder, syslog, scripted input, etc.)

Owner
The team/contact responsible for system access to the data source

Access
The team or role allowed to search the data source once it is in Splunk

	Env
	Data Source
	Hosts
	Size
	Retain
	Type
	Collect 
	Owner
	Access

	Prod
	
	
	
	
	
	
	
	

	
	
	
	
	
	
	
	
	

	
	
	
	
	
	
	
	
	

	
	
	
	
	
	
	
	
	

	
	
	
	
	
	
	
	
	

	
	
	
	
	
	
	
	
	

	
	
	
	
	
	
	
	
	

	
	
	
	
	
	
	
	
	

	
	
	
	
	
	
	
	
	

	
	
	
	
	
	
	
	
	

	QA
	
	
	
	
	
	
	
	

	
	
	
	
	
	
	
	
	

	
	
	
	
	
	
	
	
	

	Load
	
	
	
	
	
	
	
	

	
	
	
	
	
	
	
	
	

	
	
	
	
	
	
	
	
	

	
	
	
	
	
	
	
	
	


User On-Boarding
Role-Based Access Controls and Definition
Splunk's role-based access controls provide flexible and effective tools to protect data.  Access to data and system actions (or capabilities) is restricted by role.  Splunk is pre-configured with a set of default roles, which can be further customized.  It also supports the definition of custom roles.
For granular role-based access controls, please provide a roles to capability mapping:
	Role
	Number of Users
	Ad-hoc Search
	Dash-board
	Forms
	Email
	Save Search
	Summary Index
	Accel-erate
Report 

	Basic
	
	
	✔
	✔
	✔
	
	
	

	Standard
	
	✔
	✔
	✔
	✔
	✔
	
	

	Power
	
	✔
	✔
	✔
	✔
	✔
	✔
	

	Admin
	
	✔
	✔
	✔
	✔
	✔
	✔
	✔


Web-Based Training
Instructor-led classes are available virtually or onsite for Splunk 6.0.  Virtual classes of the complete Splunk curriculum are scheduled at least once a month.  The classes are delivered live via web broadcast and include hands-on lab exercises.  Virtual classes are taught in four to five-hour segments, so you can keep up with your day job, or spend time on extra lab work.
· Splunk Education Curriculum
http://www.splunk.com/view/education/SP-CAAAAH9
· Course Schedule
https://inter.viewcentral.com/events/cust/default.aspx?cid=splunk&pid=1
It is strongly recommended 1-2 technical resources attend the Using and Administration courses prior to Splunk Professional Services arriving onsite.  These courses will set the foundation for productive knowledge transfer during the Splunk PS engagement.
To plan and schedule onsite courses please work with your Splunk Account team.
	Course
	Total Hours
	Days
	Credits/Student
	# of Students
	Course Dates
	Remote or Onsite?

	eLearning: What is Splunk?
	1
	1
	0
	
	
	Remote

	eLearning: Building Add-Ons
	1
	1
	0
	
	
	Remote

	eLearning: Modular Inputs
	1
	1
	0
	
	
	Remote

	Using Splunk
	4.5
	1
	1
	
	
	

	Search & Reporting
	9
	2
	2
	
	
	

	Advanced Search & Reporting
	9
	2
	2
	
	
	

	Creating Knowledge Objects
	4.5
	1
	1
	
	
	

	Splunk Administration
	20
	5
	5
	
	
	

	Architecting and Deploying
	8
	2
	3
	
	
	

	Developing Apps
	9
	2
	3
	
	
	

	Developing with Splunk's Java and Python SDKs
	9
	2
	2
	
	
	

	Using Splunk App for Enterprise Security
	4.5
	1
	1
	
	
	

	Implementing Splunk App for Enterprise Security
	7
	2
	3
	
	
	

	Architect Certification
	24
	1
	2
	
	
	


Additionally, free online on-demand training courses are available for Splunk 5.0.  New users must create a login separate from their www.splunk.com account.  After registration, course materials are available for 30 days.  Time estimate: 3-4 hours.

· Using Splunk
http://www.splunk.com/view/SP-CAAAHSM
· Splunk Architecture
http://www.splunk.com/view/SP-CAAAHSJ
Getting Help

· Documentation
http://docs.splunk.com/Documentation
· Developer Tools
http://dev.splunk.com
· Splunk Answers
http://answers.splunk.com
· Splunk Quick Reference Card and Search Cheat Sheet
http://docs.splunk.com/Documentation/Splunk/latest/SearchReference/SearchCheatsheet
Splunk Books
· Exploring Splunk eBook (Free)
http://www.splunk.com/goto/book
· Big Data Analytics Using Splunk: Deriving Operational Intelligence from Social Media, Machine Data, Existing Data Warehouses, and Other Real-Time Streaming Sources
http://www.amazon.com/Big-Data-Analytics-Using-Splunk/dp/143025761X
· Implementing Splunk: Big Data Reporting and Development for Operational Intelligence
http://www.amazon.com/Implementing-Splunk-Development-Operational-Intelligence/dp/1849693285
· Innovative In-Depth Customer Use Cases
http://www.splunk.com/view/customer-profiles/SP-CAAABB2#story
Videos

How-to and overview videos are available online: http://www.splunk.com/videos.  Below is a sampling.

· Get Started with Splunk 6.0
http://www.splunk.com/view/education-videos/SP-CAAAGB6
· What is Machine Data?
http://www.splunk.com/view/SP-CAAAJC2
· Splunk for Security
http://www.splunk.com/view/SP-CAAAFZE
· Splunk and the Internet of Things
http://www.splunk.com/view/SP-CAAAH5T
· Using Fields
http://www.splunk.com/view/SP-CAAAGXE
· Saving and Sharing Searches
http://www.splunk.com/view/SP-CAAAGYH
· Using Tags
http://www.splunk.com/view/SP-CAAAGYJ
· Creating Alerts
http://www.splunk.com/view/SP-CAAAGYG
· Creating and Using Event Types
http://www.splunk.com/view/SP-CAAAGYK
· Making Sense of Tabular Data
http://www.splunk.com/view/SP-CAAAFTU
· Business and Technical Insights with
the Transaction Command
http://www.splunk.com/view/SP-CAAAG9X

Open Items

· Example: Finalize hardware, VM and storage specifications.

· Example: For a quick ROI gauge, identify a recent major incident to understand the systems involved, teams participating in troubleshooting and the ultimate resolution for a comparison with performing the same investigation using Splunk.
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