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Domain 12: Identity, Entitlement & Access Management
The concepts behind Identity & Access Management used in traditional computing require a fundamental change in thinking when implementing a cloud environment.

For most organizations, implementing a traditional application means implementing a server in a DMZ in most cases tied into Directory Service (DS) such as Microsoft’s Active Directory
 for user authentication, and in some cases using its own stand-alone username and password system much to the annoyance of the users who then have to remember multiple usernames and passwords.

A well implemented cloud application should be able to consume identity from external sources and attributes attached to that identity, remembering that identity not only applies to users, but also Devices, Code, Organizations and Agents which all have identity and attributes. Leveraging the multiple identities and attributes involved in a transition enables the cloud system to make better holistic risk-based decisions (the entitlement process
) about granular access to the system, the processes and the data within the application.

This process of using multiple sources of identity and their related attributes is critical when a cloud application is likely to be Internet facing, and is also likely to be one of the main hurdles for organizations using “true” cloud and instead opt to implement virtualization technologies in their own DMZ connected to their own internal DS.

This de-perimeterized
 approach to identity, entitlement and access management provides a more flexible and secure approach, but also can be implemented equally well inside the corporate perimeter. 

This section references much of the work of the Jericho Forum “Identity Commandments” [link to reference in references], that the future of Identity lies with the ability to reuse a single strong identity (core identity), and good cloud implementations will need the ability to consume those strong identities rather than provide users with yet another username and password to remember, and the recognition that strong identity needs to be user-centric and distributed, driven by initiatives such as NSTIC [link to NSTIC in references].

Overview.  The following sections cover the key aspects of Identity, Entitlement and Access Management in a cloud environment.
·  Identity; the means by which we can identify an Entity as being unique.
· Entitlement; the process of mapping access to physical layer, the system layer, the application, the processes and data to the appropriate identities and related attributes.
· Architectures; for interfacing to Identity and Attribute providers.
· The provisioning of both Identity and Attributes.
· Consumerisation; and the challenge that interacting with consumers and consumer devices brings.
· Application design; and the change in mindset when designing cloud-based system or application.
12.1 Identity, Entitlement & Access Management in the Cloud
The move from a traditional architecture of a perimeterized organization with traditional server based applications in internal computer centers affords little flexibility to an organization. The move to cloud based architectures allows greater flexibility, whether deployed internally within the perimeter (a private cloud) or external public clouds (Saas, Paas or IaaS)
The table below shows how identity needs to vary between traditional implementation and cloud implementation dependant on the type of cloud architecture implemented. [ref to section in Domain 1]

	Architecture Type 
	Traditional Architecture
	Cloud Architecture

	Internal / Perimeterized
	Connected to internal DS
Identities must be maintained within DS to be used by the application
	Ability to accept multiple sources of identity and attributes.

	Internal / De-perimeterized
	Need to tightly control, and connect to organizational services using VPN tunnels at back end. Not a recommended architecture.
	Use assertions to provide identity and attributes to access cloud services

	External / Perimeterized
	External hosting means extending perimeter to the provider of the server. Identity is extended into an environment you do not mange, often means putting a replica of DS into that environment for performance
	Use assertions to provide identity and attributes to access cloud services

	External / De-perimeterized
	External hosting means extending internal identity into a foreign environment, but a back-end leaded line or VPN. Identity is extended into an environment you do not own or manage, often means replicating DS into that environment for performance
	Use assertions to provide identity and attributes to access cloud services


12.2   Identity
Identity is the means by which we can identify an Entity as being unique.  An identity eco-system starts to break down the larger it gets (think of the move from a small village to a large town).  As we expand into global enterprises and then cloud deployment models (such as SaaS) then the ability to identity all the entities involved in a transaction become exponentially more difficult. 

The move to cloud necessitates that identity is at the heart of any transaction and it is only through the widespread use of identity can risk-based decision be made about transactions.

The following are key points that need to be considered when implementing a cloud based solution that needs to use identity information;
· A number of discrete entity types will have identity; these are Users, Devices, Code, Organizations and Agents.

· Identity provides the ability to repeatedly  identify  an unique entity  

· The strength with which an identity can be asserted will feed into the risk calculation when interacting with that identity. From anonymous; to self-asserted; to validated by a known reputable organization (with a strong assertion of organizational identity).

· Entities operate with “Persona”; this is an Identity plus the particular attributes that make up that persona relevant to the context that the entity is operating. 

· Attributes of that persona, like identity, will have a strength with which an attribute can be asserted will feed into the risk calculation when interacting with that persona. From self-asserted; to validated by a known reputable organization (with a strong assertion of organizational identity).

· Identity and attributes will need to be consumed from multiple sources, thus cloud solutions / architectures will need the ability to consume multiple disparate sources of identity and attributes.

12.2.1  Federation of Identity

Federation is often a factor in Identity, though federation can mean diametrically opposite things to different people. To some it’s the interconnection of disparate (Microsoft) Active Directories, or similar Directory Services, to others the use of SAML. These are some of the key points that need to be taken into account;

· First understand the context and definition of “federation” being used.

· Understand what trust relationship and transitive trusts exist, and the need for bi-direction trust relationships.
· If using a “Bridge” or “Federation Club” then understand the nature and relationship of the trusts that exist between different members of the club.  Understand what the club signing up a different member, or federating to another bridge, could mean to your entitlement system.

· Avoid examples of bad solution design and “kludges” to get identity from a DS linked into the access management system of a cloud solution. Such examples include in-band VPN’s and out-of-band leased-lines. 

· Public identity providers such as Facebook, Yahoo or Google provide a source of (low grade) identity with no guarantees that they may not federate to other providers.

12.2.2  Trust and sources of trust 

Finally identity comes with many levels of trust, both in the various identities being used in a transaction, and with the attributes attached to those identities.

· For each identity and attributed defined in the entitlement process, there is a need to understand the level of trust you need (or will accept) in both the identity/attribute itself and also the source that provides it.

· Sources of identity / attributes should provide organizational identity.  [JF8]

· There are few public sources of strong identity and attributes, most are self asserted and thus have trust issues, this is solved in part by the use of Identity Bridges, industry consortia solving a point problem with identity for that industry.

· Attribute providers / authorities may not (should not) be the same source as the identity. Attributes should be validated at master / source wherever possible, or as close as possible.

· The entity the Identity relates to should be in control of its own attributes

· Reputational trust can be an important source of trust, though the entitlement definition should beware of small value transitions, leading to an increase in transactional trust, only to be defrauded on a subsequent large transaction.

· Care should be taken to ensure an attribute correctly leads to the right conclusion. For example; and attribute of “is staff” provided by an organization does not convey whether they are full-time, part-time, on gardening leave, on long term sick or on maternity leave. In some organizations long-term contractors are given staff ID’s.

12.3  Entitlement

Entitlement is the process of mapping access to physical layer, the system layer, the application, the processes and data to the appropriate identities and related attributes. Entitlement can also specify a degree of negotiation at the various layers, from agreeing the protocols and interfaces. 

· At the network layer identity and attributes used as part of the entitlement rules may stop or restrict access, or may direct access to a particular interface, for example a web interface rather than a full-GUI interface.

· At the system layer entitlement rules may define the protocols that are allowed to be used.

· At the application layer the Entitlement process may map identity and/or attributes to functionality.

· At the process layer entitlement can be used to define the processes, or functions that can be run within an application. Entitlement may also define that enhanced functions need additional verification (which may be prompted to the user or in the background).

· At the data layer entitlement may limit access to areas of the file structure, or even individual files.  At a more advanced level entitlement could be used to auto-redact documents, such that two users accessing identical document would view different content.

The move to Entitlement approach give a more granular and risk-based approach (if implemented properly), the current practice in traditional systems of user profile management (maintaining ACL’s and groups) does not work, rarely scales and always out of date, thus is not fit for purpose for cloud based systems.  The entitlement and risk-based access on the Identity and/or Attributes asserted allows the flexibility to make better decisions with little or no user maintenance with the cloud eco-system.

Typically the entitlement process is performed in one of three places;

· Using a central/external Policy Enforcement point / Policy Server 

· Embedded as part of the Cloud application

· Using an Identity-aaS or Persona-aaS (an entities Persona is its Identity with selected attributes).

The use of Identity and Attributes provide a wealth of information with which to make an entitlement decision, with examples of identity and attributes as follows (not an exhaustive list);

· User Assertions: User Identifier (crypto) 
[Remembering that User Name is just an another attribute of Identity ]

· Credential strength/trust

· Location Assertions; IP-Address, Geo-location, GPS / GPRS

· Organization Identity (identifier – crypto) and Organization Assertions

· Device Identity (identifier – crypto) and Device Assertions; Functionality Required, Functionality Offered, Sandbox capability, Secure container, Cleanliness of device

· Code Identity (identifier – crypto) and Code Assertions

· Training record / compliance etc.

12.3.1 Entitlement best practice

Best practice for implementing an entitlement layer in a cloud eco-system is as follows;

· When provisioning a cloud solution then the act of provisioning should drive the entitlement process for that application, whether as part of the cloud service, or internally within the organizations existing Policy Enforcement Point / Policy Server.

· The entitlement process should focus on producing an entitlement that is simple and minimal. [JF9a]

· When designing the entitlement for a system, in many cases no actual identity is required, only attributes of an identity.
Example 1: Access to a group area many only require an “organization” and “member of the group” attribute.
Example 2: Access to information which legally required you to be an adult may only require an “are you 18” attribute, rather than name and date of birth.  This is also privacy enhancing as no actual date-of-birth and name is handled.

· Some attributes will be temporal, (such as Geo-location) and thus may need real-time attribute checking through lifetime of transaction to revalidate the entitlement.

· Entitlement may be triggered by a process (or attempt to initiate a process) such as money transfer out of environment.  In some environments best practice would be for the entitlement process to disable such functions. In others, best practice would be to require additional identity or attributes at the point of execution to ensure the entity is entitled to carry out the process.

· The use of entitlement to drive bi-directional negotiations to ensure the optimal secure relationship for the transaction, satisfying both parties. [ JF10e]

· The design of entitlement may need to include delegation of access by a secondary entity to some, but not necessarily all, information the primary entity can access.

· The design of entitlement may need to include the seizing access (including legal seizure) [JF13] although the designer of the entitlement process will need to take into account the jurisdiction of the system, organization and entities involved.

12.3.2 Entitlement Audit and Compliance

The outcome of the entitlement process may well need to be logged together with the decisions made by the entitlement process for compliance or security reasons (what cloud resources does user have access to? Or what user actually did within the cloud?).

Often within cloud environments there is limited visibility, and system and application logs may not be capable of being separated out, let alone shared.

While it is widely accepted that entitlement (or access control) alone is not sufficient, and audit is required to attain compliance, this is a very immature market and standards are only just starting to emerge.

New standards such as CTP (Cloud Trust Protocol) could help, and the IDM market is moving towards IAG (Identity and Access Governance) which promises to help cloud adoption and security.
12.4 Architectures for interfacing to Identity and Attribute providers

There are three basic architectures for interfacing; 

· A “hub-and-spoke” model where Identity and Attributes are centrally managed (coordinated) by the hub which then interacts with the cloud service or cloud application.

· The free-form model where the cloud service and/or application can be configured to accept identities and attributes from multiple sources.

· The use of a cloud service (Identity-aaS, or Persona-aaS [an entities Persona is its Identity with selected attributes]).

Each model has its merits and the choice will be based on the a number of factors, including;

· Where the customers for the service have their identity

· The capability of the cloud service chosen

· The capability of the enterprise to provide assertion based identity and attributes.

12.4.1 Hub and spoke model

The “hub and spoke” approach typically allows the cloud service to interface directly with the organization for its Identity and Attribute information, ideally in the form of a standards based assertion protocol, such as SAML.

The organization’s internal systems are responsible for keeping track of users, other entities and the attributes.  This is most like a traditional IAM system, and thus probably the easiest to transition to for cloud solutions being implemented by organizations, and most DS or LDAP system can have add-ons to allow SAML assertions to be supported.

It is likely in this model that the entitlement process may also be handled within the organization through the use of a Policy Enforcement Point and Policy Server and communicated via XACML.

One benefit of this approach is that maintaining a Policy Enforcement point within the organization allows the integration of audit logs to be maintained within the organization, and even correlated with other disparate audit logs (outside of the cloud environment, or from other cloud environments) to get the complete picture required; for example for Segregation of Duties analysis, or to meet regulatory requirements.

The figure below illustrates the hub-and-spoke approach.
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The hub-and-spoke approach is easier to manage for large numbers of participants, and in addition a repository makes it easier to support services like compliance and separation-of-duties checking. The hub-and-spoke should also lessen the dependency on the identity/attribute providers.

12.4.2 Free form

In the “free-form” model the Cloud service / application is responsible for maintaining the sources of Identity and Attributes.  This solution in more suited for a public facing solution or a solution with a large number of disparate partners. 

The free form approach has the advantage that it is easier to setup, at least for current federation protocols (such as SAML), and small numbers of participants. Expansion to large numbers of participating entities relies on the system and application properly supporting an entitlement framework.

One approach is to setup a point-to-point federated trust relationships (using protocols such as WS-Federation) between the service and attribute/identity providers. The down side is the need to on-board and off-board those providers.

[image: image2.emf]Identity/Attribute Providers

Service Providers

The free-form model provides challenges to provisioning users, as the environment of new entities connecting is likely to be more ad-hoc. Again; careful design of the Entitlement process will help to alleviate this problem.

The figure below illustrates the point-to-point approach.

Cloud solutions, especially Internet facing public cloud solution, by definition, need a higher level of trust in the identity and attributes they consume.  This high trust public environment does not really exist with most services (OpenID, Facebook, Google etc.) being based on self-asserted identities.

12.4.3 Identity-as-a-Service (or Persona-as-a-Service)

IDentity-as-a-Service, or more correctly as being implemented Persona-as-a-Service provides a collection of attributes tied to authentication.  When coming from a reputable provider these provide a level of trust that is tied to the processes implemented by the provider to verify the identity and attributes of the entity in question.

Currently most public Identity services are only concerned with user identity and user attributes.

One possible use for IDaaS is as a cloud provided replacement for the existing myriad of systems that many organizations have implemented.

12.4.4 Issues

This is a rapidly evolving are and as such there will be issues, best guidance is to stick to a 100% standards based model and avoid the temptation of additional functionally or initial ease of implementation by putting in place a non-standard work-around.  
In a cloud environment, the power lies in the standardization and commoditization and provider upgrades could well break any “kluge” without warning.  Non-standard solutions also inhibit portability and compatibility issues of translating the access control when moving from one provider to the other.

12.5 Provisioning of Identity and Attributes

When talking about provisioning, typically we think about user provisioning, but to make rich, risk-based decisions, the cloud system / application needs identity and attributes from all entities involved in the transaction and the entitlement process.

The master source of identity and the attributes of that identity (which may be from a different source) need to be identified in the design of the entitlement process. As a rule, the cloud service or application [note to self: check for consistency with Domain 1] should never be the master source for identity (exceptions may be a cloud based HR service, or a cloud Identity-as-a-Service offering). However during the transition to cloud services (not best practice) the cloud service / application may need to hold identities or operate a mixed-mode model. 

When provisioning (and de-provisioning) there are challenges that exist with the cloud, the very nature of “push” model used within organizations is generally not a viable solution for a cloud implementation.

Issues for provisioning Identity and Attributes for cloud services are;

·  The link to Human Resources (or the master source of user information) – in many organizations HR is often the master source for staff, and often only those staff on regular payroll.

· Provisioning other entities (particularly organizations and devices) does not exist in most organizations or public identity services.  These additional identities and attributes are critical id the entitlement layer is to make rich, risk-based decisions. 

· Where possible it is desirable that the entity the Identity refers to should be in control of the attributes about the entity. For example; requiring the provision of self-service tools, where the entity is a person.
· For entities such as computing devices then the link to organizational asset registers is desirable.

· Standards for provisioning are not standardized or in wide use yet with SPML widely not being adopted by the cloud providers and SCIM (Simple Cloud Identity Management) as a potential emerging standard

· Most systems and applications have a one-to-one relationship between the user and access, and no concept of delegation.

· Just-in-time (JiT) Provisioning which creates a skeleton account first time unique user attributes are seen is rarely supported in most cloud applications.

· Provisioning and de-provisioning not strictly limited to user identities. It includes authorization attributes such as roles, profiles, VM images, Highly Privileged identities that goes into VM images (shared between providers and consumers and not strictly tied to the user), devices etc

12.5.1 De-provisioning and Maintenance

· Maintenance of entities is critical if entitlement is to be accurate.  From understanding that a laptop has been stolen and this it’s identity revoked, to the change in status of a user when a person goes on maternity leave.  Taking identity and attribute information from the master source in real-time is key, rather than attempting to replicate data between systems and keep them synchronized.

· Maintenance attributes is critical if entitlement is to be accurate.

· De-provisioning need to extend to all entities, whereas “master” sources of user and device information exist, most organization rarely keep master sources or organization or code identities and thus do not have the ability of off-board another organization when the contract finishes (en-mass) or revoke code from operating on system when it is found to be faulty or obsolete. 

12.6 Consumerisation and the Identity Challenge

Interacting with consumers brings a number of challenges and opportunities in cloud-based services and applications. The ability for the consumer and/or consumer device to interface directly to an Internet facing cloud service strips away a layer of network complexity, but introduces a series of security challenges which can be mitigated using Identity. However in the consumer space device and user identify will not conform in the same way a corporate user or corporate device is likely to.

12.6.1 Issues

· The management of consumer devices will not be done by the provider of the cloud service. This results in a different (not necessarily worse!) level of assurance and legal liability.

· Current systems, where the cloud service provider generates an identity for the consumer, have already passed the limits of scalability. Using consumer-provided personas tied to an identifier linked to strong source of trust will mitigate this scalability and also reduce the need for identity management.

12.6.2 Business advantage

· Simplified - preferably seamless - access to applications will facilitate business. Every extra registration or authentication step results in loss of potential customers.

· Clear separation between identity and authorization will facilitate additional uses, for example allowing one individual to delegate use of their persona linked to a specific credit card on behalf of another's transactions.

12.6.3 Solutions

· Social media; Businesses are concerned about the controls on their use of social media. Cases have been reported where, for example, a business Twitter account was "hijacked" by an individual and used to make derogatory postings. A good system would allow for a business to create a social media account, and then delegate its use to selected employees.

12.6.4 Authorization

· Most consumer devices and consumers themselves have no easy or standard way to enroll themselves or their devices into an authentication system providing strong authentication, and thus authorization without strong identity is difficult. 

· Authorization can be based on attributes that can be cleaned from the device and user to enable a risk-based decision (via the entitlement process) to be taken.

12.6.5 Organization

· 4-Eyes (author & approval) - The common requirement is to reduce fraud and error by requiring two different individuals to act to complete a task, such as authorizing a payment. When personas are used it becomes necessary (JFIC#5) to ensure these are truly different individuals, not different personas of the same individual.

· However this principle can be beneficially extended to provide a generalized form of "two-factor authentication" or "two-factor authorization". For example demonstrating you control the use of a different persona stored on a mobile phone could authorize a transaction made under another persona.

12.7 Application Design

Designing cloud base system or application necessitates a change in mindset when it comes to Identity as identity and attribute information will be consumed by the service or application, needing to be held for at least the duration of the transaction, and probably some facets maintained longer. Where this is a cloud environment that is not part of an organizations physical or logical jurisdiction, and may be in a different legal jurisdiction the service and application design may need to be substantially different from the design practices used in tradition server in a DMZ owned and managed by the organization.

12.7.1 Identity in the cloud best practice

· Use ITU X.805 / 3-layer definition of User, System and Management layers to ensure segregation

· The need for identity and attributes should be minimized; start from the principle that identification is not required. Examples include;

· Unique sessions can be established using other attributes, for example the IP address of the connecting device, or a unique session cookie.
· In many cases attribute based entitlement will be adequate, with no need for user information or an actual identity, don't assume you need a persona to tie a session or even an account to.
· When encountering a new entity for the first time (say authenticating with a SAML assertion) then create a basic account on-the-fly.

· Use attribute derivation wherever possible, for example don’t ask for date of birth, instead query if over 18, or if date of birth greater than (today – 18 years).  [JF10b]

· Mutual authentication is critical at all levels, and even more important in cloud environments, just as the cloud environment needs entities and other systems to authenticate who they are, so the cloud system needs to be able to authenticate in return. [Think spoofing banking sites]

· Treat the process of connecting as a bi-directional negotiation between the parties involved; if either party does not have enough identity and attribute information to allow a full, rich connection stream, then the option could be to fall back to a lower grade connection (say a web connection or even a “screen-scrape” connection). [JF10e]

· Consider what needs to be logged, and how logging may need to be correlated with other disparate audit logs (outside of the cloud environment) to get the complete picture required; for example for Segregation of Duties analysis, or regulatory requirements. [JF10c]

· Decide whether you will consume an external unique identifier, or generate own unique identifier (for example social security number).

12.7.2 Data Protection Issues with User Information Held by an Application

Holding Personal Information (PI), and particularly that classified as Sensitive Personal Information (SPI) is an issue for all organizations, and utilizing cloud services managed or located outside of the organization will need specialist advice to ensure all applicable laws are being adhered to.

When considering which laws or jurisdictions that may apply then the following (non-exhaustive) list should be considered;

· All countries of the data subjects

· The country in which the organization operates

· Countries in which the organization has legal entities

· Countries in which the organization lists on the stock exchange, or issues shares

· The country or countries that houses the Cloud services

Good practice dictates that the use and storage of PI or SPI should be minimized. This should be done in the design phase of the Entitlement process to ensure only Identities and Attributes essential to the process are used.  Where PI or SPI need to be stored then the following technologies should be considered to minimize exposure;

· Encryption

· Tokenization

· Homomorphic Encryption
 
Best practice with encryption of SPI would be to encrypt each subject’s record using a dual-key approach, one held by the subject (or keyed against their log-in) and one by the system for use with processing.

· Understand how administrator access to PI and SPI may be restricted or stopped

· Understand how a “Subject Access Request” can be dealt with in the legal timeframe mandated when the data may be held on a cloud system not owned / managed by the organization that received the request.

· Understand if there is a need to share PI or SPI then how entity approval will be obtained to share that information.

· Where possible only maintain attributes for which the system / application is the authoritative source, and reference all others. [JF 6b & JF7b]

· The maintenance of identity or attributes must ensure those held are still relevant and accurate and that they are maintained in a timely manner. [JF6c]

· Understand how issues of delegation will be handled. [JF11, 12, 13]

12.7.3 Application design pitfalls in Identity

· Avoid non-standard solutions to connect an organizations identify into a cloud environment. Do not put VPN connections to the back-end, and avoid dedicated leased lines.  In general non-standards based solution leads to maintenance, disaster recovery and portability issues. 

· Think very carefully about how you will synchronize cloud users with existing users. The integration with a joiners and leavers process, and the changes in access required when people move internally. Use the standards available rather than trying to synchronize 100,000 users with custom scripts and bodge code.

· Think about the effect issuing 100,000 users with another username, or even if usernames are synchronized, those users with a password that is different / does not synchronize. 

· Be wary of the promise of SSO (single-sign-on) products, SSO works by compromising on log-in security and most fail horribly in true cloud systems and applications, the issues here are around provisioning a new user (say on a cloud based HR system) - this needs a fully integrated processes to flow seamlessly.

· Careful on the use of federation - it means VERY different things to different people, to some it's SAML, to other they will be trying to link their Microsoft Active Directory or other DS to the Cloud service.

· Avoid putting DS into the cloud service and replicating the organizations DS over the Internet (insecure) or via a back-channel (leased line or VPN).

Enterprises looking for a cloud provider should verify that the provider supports at least one of the prominent standards (SAML and WS-Federation). SAML is emerging as a widely supported federation standard and is supported by major SaaS and PaaS cloud providers. Support for multiple standards enables a greater degree of flexibility.

Cloud providers should have flexibility to accept the standard federation formats from different identity providers. However most cloud providers as of this writing support a single standard, e.g., SAML 1.1 or SAML 2.0. Cloud providers desiring to support multiple federation token formats should consider implementing some type of federation gateway.

12.8 Identity Service providers

Consuming information about identity from an external service brings its own issues. Levels of trust in the providing organization, validation of attributes are just two. Most current proposals or actual offerings for comprehensive and consistent Identity frameworks are extrapolations of the needs of a single player or group of players by those with little or no understanding of the needs of other communities. Nearly all public offering deal only with user identity and not other aspects, and those that offer persona information (attributes as well as identity) do so using attributes that are not from authoritative sources.

Examples of sources of Identity and Attributes are as follows;

· National Government

· NSTIC – strategy & aspiration only

· German Government, Austria “Citizen Card”, Estonia ID Card, Finland “Citizen Certificate”, Hong Kong ID Card, Malaysia MyCad

· Public – integration via API's

· Facebook

· Amazon

· Google

· Microsoft Passport (Windows Live ID) 

· OpenID providers (Various)

· Twitter

· Bridges

· Pharmacutical – SAFE

· Education

· Military / Aerospace

· Identity Service offerings

· Check / validate my postcode

· Experian / Equifax

· 3D card verification (Visa/MasterCard)

· eBay / PayPal 
12.8.1 Current best practices for selecting authentication services
Any authentication service implemented by the cloud provider should be OATH compliant. With an OATH-compliant solution, companies can avoid becoming locked into one vendor’s authentication credentials.
· In order to enable strong authentication (regardless of technology), cloud services and applications should support the capability to consume authentication from authoritative sources using SAML.
· Organizations may wish to evaluate Federated Public SSO versus Federated Private SSO.
· Federated Public SSO is based on standards such as SAML and WS-Federation with the cloud provider, while Federated Private SSO leverages the existing SSO architecture over VPN. In the long run Federated Public SSO will be ideal; however an organization with a mature SSO architecture and limited number of cloud deployments may gain short-term cost benefits with a Federated Private SSO.
· Organizations may wish to opt for federation gateways in order to externalize their federation implementation, in order to manage the issuance and verification of tokens. Using this method, organizations delegate issuing various token types to the federation gateway, this then handles translating tokens from one format to another.
12.9 Use cases / examples of use 

12.9.1 Tying access and logging for compliance, to training records (implemented)

Effective use of Identity, Entitlement and Access Management provides the opportunity to improve Compliance, as well as Privacy. This was exemplified in the Italian manufacturing plant of a large pharmaceutical company who faced the issue of having to reject material produced by the wrong machine operators, or the right ones whose training had lapsed. 
The system designers moved from an access control system that was ACL based, (Access Control Lists are notoriously out-of-date) to one that checked the key attributes of the machine operators each time they requested access to a machine. After much thought, the list was honed from a much longer list, (which also initially included a request from the Security Department to deny access to operators who had not parked their car correctly!) down to the status of three simple training attributes. If they existed on the Training Database with current Equipment, Product, and Health and Safety Training they would be granted access to the equipment.
The key lesson from the exercise was the importance of having the right people decide which attributes a resource should require before providing access. 

12.9.2 eBay back-channel authentication (implemented)

An eBay user in the UK on a desktop, attempting to login to eBay while in Spain while on a new laptop using the normal username and password. eBay detects that the location / laptop is unknown and so requests back-channel validation of the user attempting to log-in. In this by phoning the registered numbers with a (audio-delivered) numeric code which then need to be entered into the browser.

12.9.3 Travel service middleman (implemented)

A company provides travel booking services for consumers and commercial organizations. (Examples: Expedia.com, lastminute.com.au, zuji.co.in, travelocity.co.uk, orbitz.com). They use their own software running on IaaS purchased from a cloud supplier. That software links into global distribution systems (GDS), that operate as travel clearing houses, who make their systems accessible to consumers through Internet gateways, that allow users to book hotel rooms and rental cars as well as airline tickets. Examples of the GDSs are Amadeus, Sabre & Galileo.

No assumption is made that stable trust relationships exist between all parties. For example, the identity & entitlement checks of a travel agent may be different to the checks conducted for a service provider, an airline, or an Immigration or Customs official, although the travel agents have a continuous business relationship with service providers. At the same time, there may be stable trust relationships between an airline and a GDS, or a cruise operator/airline and Customs/Immigration which also has a continuous business relationship.

Several levels of identity, entitlement and access are required for the different parties involved:

These can be broken into actors i.e. a travel agent perspective, travel service provider perspective, a Cloud service provider perspective, government agency perspective and a customer perspective.

Travel Agent

1. Identification of the travel company to the hotel and airline booking systems via both access to systems by the Travel Agent system directly i.e. Information Systems connections (NIST CA-3) & Information Flow Enforcement (NIST AC-4), as well as user access enforcement (NIST AC-3 + NIST AC-16) via a trusted path (NIST SC-11). Identification sometimes might need to be on behalf of the end customer (NIST PS-7) (to get loyalty card discounts) or sometimes might need to keep such identities concealed (customer is not told hotel chain in order to get better price). Sometimes the travel agent can also be a delegate for obtaining a travelers visa, where a two-way trust between the Travel Agency & the Visa issuer is established. N.B. A difficult implication of user identification is the case where turnover of travel agent employees leads to sharing of credentials - which is outside the visibility & control of the GDS or Travel Service Provider. Device identity is insufficient.

2. Delegated access to travel systems by the travel department or PA to allow them to make bookings on behalf of their employees, and sometimes to authorize payment. User identity with access enforcement needs to be used (NIST AC-3) with least privilege (NIST AC-6). N.B. A difficult implication exists around the delegated employee being able to claim loyalty rewards on behalf of others.

Travel Service Providers (Airline/Hotel/Car Hire/Cruise/Rail)

3. Employees loading inventory details e.g. flight or cruise schedules; train timetables; availability of seats, rooms or cars - held in hotel/airline/cruise operator/car hire booking systems. Identity of employees is verified by pre-employment background screening checks (NIST PS-3), user access of employees would be based on role, & entitlements to add, modify or delete inventory need to be managed through authorized change management processes (NIST CM-3, CM-5).

4. Access to systems by the refund department, to allow them to make refunds to customers where travel coupons have not been utilized, or where a seating/room downgrade, or departure delay has occurred. Entitlements to authorize refund payments are typically controlled by a smaller subset of employees through separation of duties (NIST AC-5). N.B. A difficult implication involves the Payment Card Industry, where card details should either be encrypted (NIST SC-13) or rendered unreadable (NIST SC-9 in transmission, SC-28 at rest).

5. Access to systems by the Travel Agent system directly i.e. Information Systems connections (NIST CA-3). These connections need to be authorized & monitored (NIST CA-7, SI-4).

Cloud service provider

6. Management of the software platform itself; authorized travel company employees need to access the IaaS supplier's systems to create software instances, make updates, test versions (NIST CM-2, CM-3, CM-5, CM-7).

These authorized employees ideally require delegated authorization to use the travel company's account so billing is performed centrally; change management systems may require updates (NIST CM-3) to be approved by a different individual (NIST AC-5) before being executed.

7. IaaS supplier non-repudiable access to the system images for hypervisor-level administration (NIST AC-3, AC-6). Ideally should not permit access to (decrypted) customer data.
Identity is verified by pre-employment checks (NIST PS-3), and entitlements & access monitored (NIST AC-8, AU-10 & CA-7,SI-4), through automated logging, to prevent administrators accessing customer data without authorization.

Customer

8. Customers accessing from the Internet; need simple ways to connect their current persona to their travel account. User identity may be verified (for international travel, by logging in through a pre-established account (NIST AC-3), or an airline/cruise operator Loyalty Program where details are stored), or user identity unverified (domestic flights, train travel) but permitted (NIST AC-14).

9. Customers accessing some travel documents, like boarding passes, for International travel from a Kiosk at a border departure point (typically an airport or harbor). Access is typically gained through entering a combination of passenger name record (PNR), and first/family name or flight/ship identifier. The Kiosk itself needs to identify itself & authenticate itself (either NIST IA-3 if dedicated infrastructure or NIST IA-8 if it is a shared infrastructure device belonging to an airport authority or harbor authority) to confirm it is (still) a trusted device (NIST SC-11), i.e. it is not an impostor device! 

Government Agency (Immigration, Customs)

10. Authorized government employees may require access to certain customer information for pre-arrival approval. e.g. passenger lists, freight lists, no-fly lists, etc. User identity is strongly verified by pre-employment background screening checks (NIST PS-3). Entitlements & access are based on least privilege (NIST AC-6) closely monitored through automated logging (NIST CA-7, SI-4), to prevent information abuse.

Overlap considerations

11. Delegated access to customer systems by the travel department or PA using least privilege (NIST AC-6) to allow them to make bookings on behalf of their employees, and sometimes to authorize payment. User identity with access enforcement needs to be used (NIST AC-3) with least privilege (NIST AC-6). [Similar to 2 above].

 System administrator may also need to make travel bookings. A form of "persona selector" would be necessary i.e. they need to identify themselves via their authorized user identity (NIST AC-3, AU-10), not a shared or generic user identity. Access also needs to be enforced based on least privilege (NIST AC-6).

12.9.4 SaaS HR Service (some aspects implemented)

Company A outsources to a SaaS HR service, with access via the Internet. Staff access the HR application via the URL https://hr.company-a.com and this works whether you are inside the corporate perimeter or on the Internet. The HR service provider is able to user identity and attribute information from user and the devised to made a rich, risk-based access decision;

Scenario 1: The HR board member (user attribute) logged in (user identity) on their corporate PC accesses the HR system. The HR system can identify their PC (device identity) and verify from the AV Server (device identity) that it is clean and verify from the patch server (device identity) that it’s up to date. The system is able to determine a geo-location attribute from the PC (temporal device attribute) that it is on the corporate LAN. This information allows the HR board member to modify the CEO’s bonus for this financial year.
Scenario 2: The same HR board member (user attribute) accesses the HR system from home and is asked to log-in (user identity), now lacking any verifiable supporting identity, they can only access their own HR record, and only in read-only mode, so they can print their personal salary slip, but not (for example) change where their salary is paid.

12.9.5 Doc check - no user Id required (implemented)

In addition to providing a number of Heath Care Professional Services, such as news, market research, and eCRM, DocCheck also provides an Identity Service for Heath Care Professionals.

For legal or for ethical reasons medical Web Sites are required to restrict the availability of some content to Heath Care Professionals. To meet this requirement restricted content is normally placed behind password protection on the Web Site; this leads to a number of concerns for both parties. Firstly from the Heath Care Professional perspective, yet another user-id and password is required. With every source implementing a similar solution this rapidly becomes unmanageable. For the Web Site custodian this also requires the implementation of the associated user management processes, along with what would otherwise likely be a manual process to validate the health care professional status of a potential new user. In order to screen the potential user, each web site custodian would need to collect sufficient details to verify the professional status of the user, and would then need access to ‘official records’ to verify these details. Both a time consuming process, and potentially requiring the disclosure of significant amounts of information, not in itself required for the service delivery. (Simple example, do you need to, and why should you have to disclose your Date of Birth to prove you are over 18?).

The Heath Care professional is able to register with participating Web Sites using their DocCheck password. The consuming web site is able through DocCheck to confirm the user is a registered Health Care Professional and thus determine access rights. Whilst many Web Sites will collect other details from the Heath Care Professional in order to provide additional services, or tailor their service delivery, in terms of meeting the requirement to limit availability of certain content the Web Site is able to meet this need through checking of the one attribute with DocCheck. Is this user a current registered Heath Care Professional?

DocCheck provides an authentication service for medical professionals, for the intermediate Web Sites without requiring the user to necessarily disclose additional information. The Web Site can then meet its obligations making entitlement decisions based on the current response from DocCheck at the time of attempted access as the trusted party, without the traditional requirement for the creation of a new digital identity. In this case services could be provided anonymously, or using a persona of choice whilst meeting legal or ethical requirements, provided the DocCheck password is a provided attribute in that persona. 
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· ENISA, Identity, Privacy & Trust - http://www.enisa.europa.eu/act/it
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12.11 Terms / Glossary

· Attribute
An observable property of an entity.

· Core Identity
A unique physical, biological or digital entity, which has exclusive use of the associated core identifier and understands the linkage to any associated persona.
· Core Identifier
Immutable and secret means which uniquely identifies an entity.

· Entity
Any person, organisation, computing device, code, data, or physical possession; also any self-managed collection or organisation of entities.

· Entitlement
A usage right for a resource owned by some other entity.

· Identity
Synonymous with persona.

· Identity Service Provider(s) - The various service providers involved

· Identifier
An attribute of a persona which identifies it, with sufficient uniqueness and immutability, that its trustworthiness can be assessed in a known context.

· Persona
A user-centric term.  An entity uses a persona to represent an aspect of itself (such as, parent or employee and client or a server) through a collection of attributes, in any interactive situation.

· Relying Party(s) - (Resource Owner) The Entity that uses attributes to make the access decision.

· Resource
A service which its owner can provide to another persona.

· Trust
An entity’s confident reliance on the outcome of an interaction.

· Trusted Attribute Provider(s) - The entities that have control over key attributes associated with other entities, and can verify claims related to these attributes.
· Verified Attribute
An Attribute that has been assigned to an entity by a trusted third party.

· Verified Identifier
An Identifier that has been linked to an entity by a trusted third party.

· Users
Definition required
· Devices 
Definition required
· Code 
Definition required
· Organisations 
Definition required
· Agents 
Definition required
· Bridge
Definition required
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� 	DS or "Directory Service" is used through this section as an abbreviation for a generic corporate directory service, used for username and password log-in.


� 	"Entitlement" is the process of mapping access to application and data to the identity and its attributes.


� 	De-perimterization is a term coined by the Jericho Forum® - � HYPERLINK "http://www.jerichoforum.org" �www.jerichoforum.org�


� 	At the time of release, Homomorphic Encryption is currently in the early stages of product implementation
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