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Chapter 2

The Data Warehouse
Chapter Overview

It is estimated that only a small fraction of the data that is captured, processed, and stored in the enterprise is actually ever made available to executives and decision makers. The concept of the data warehouse (DW) is part of the response by information technology to meet this identified need. It is an elegantly simple concept that, over time, has the potential to evolve into a significant contributor to the success and stability of an organization in the global marketplace. The essence of the data warehouse concept is a recognition that the characteristics and usage patterns of operational systems used to automate business processes and those of a DSS are fundamentally different but, nonetheless, symbiotically linked (Kelly, 1994). The data warehouse provides a facility for integrating the data generated in a world of unintegrated information systems. A functional DW organizes and stores all of the available data needed for informational, analytical processing over a historical time perspective. It is the goal of the DW to reintegrate the data generated by a myriad of internal and external information systems to create a sense of unity about the data without surrendering its natural complexities.

This new and burgeoning area of decision support brings with it the need to integrate our understanding of the various components of a DSS and to apply that understanding toward the creation of a vast repository of information and data. While entire volumes are being generated about this subject, this chapter and the next should provide the students with a great start toward understanding the implications of data warehousing to the manager of tomorrow.

Data Mining Minicase – Capital One

As a result of mass customization, the credit card industry has been transformed from a one-size-fits-all market into a microsegmented market offering thousands of product configurations tailored to the individual. Capital One, one of the top ten U.S. credit card issuers, was founded on the premise that the credit card business is really an information business and that mass customization is the key to growth and profitability. 

Capital One uses information technology to implement a scientific testing approach to targeting profitable business. A strategy is formulated by mining behavioral data from the data warehouse. The target population is segmented and a test cell is established. The test cell is then exposed to the strategy and the results are recorded. An integrated economic evaluation is performed to judge the profit potential of the strategy. The results of the evaluation may lead to a larger scale rollout, a modification and retesting, or a rejection of the strategy. No matter what the outcome, the data collected from the test become part of the data warehouse for use in evaluating future strategies. 

Data Volume

The amount of data needed to support Capital One's marketing efforts are enormous. The granularity of the segmentation being performed requires all data to be available at the individual account level. Also, the sophistication of the predictive models used requires low levels of transaction detail with a substantial set of measures. With approximately nine million active accounts, 4,000 products and 20,000 tests, some with up to eight years of history, the raw data available is well over a terabyte. 

Complex segmentation can potentially require many steps to execute. Each step creates interim files which need to be stored as input to subsequent steps. With dozens of analysts doing thousands of tests every year, the disk space needed to support analyst work areas accounts for over 500GB of storage. Analysts have access to large amounts of table space where they create new tables potentially containing millions of rows. Mass updates on these tables are routine because of the complex nature of the segmentations being performed. 

Data Structure

Rarely do analysts at Capital One ask the same questions twice. The lack of a consistent access path to the data makes it almost impossible to utilize standard DSS architectures such as star schemas. Stars require the user to restrict their questions to be framed around predetermined dimensions. With rich sources of data available to the analysts, the number of candidate dimensions would be physically impossible to implement given today’s technology. 

Most data are stored in slightly denormalized relational formats at a very low level of granularity. There are very few prebuilt aggregations for the same reason that stars are not effective. The analysts pay for the flexibility of the data structures by having to endure longer query turnaround times and more complex query syntax. 

Data Warehousing Products

Most data warehouse tools on the market today do not support the mass customization environment. On the data acquisition side of data warehousing, most tools available cannot handle the complex integration of disparate, large volume data sources. As the tool offerings continue to address the more sophisticated environments, this situation will improve. But for now, companies like Capital One are forced to build tools in-house.

Data Warehousing Talent

Finding the right type of IT professional who can thrive in Capital One's unique culture is a constant challenge. The key characteristics of a successful data warehouse technician include a good balance of business and technical understanding, the ability to be a team player and a great deal of flexibility. The demand for these types of resources seems endless and makes recruiting data warehousing talent a top priority. 

Data warehousing is much more than an IT project for companies embracing the concept of mass customization. Armed with a data warehouse filled with quality information, Capital One has used mass customization techniques and scientific testing methods to expand its customer base from one million to nearly nine million in eight years. 

Mass customization is the ultimate use of data warehousing, making it an integral part of the business process. Just like a muscle, a data warehouse increases in strength with active use. With each new test and each new product, valuable information is added to the data warehouse allowing the analyst to learn from the successes and failures of the past. 

Learning Objectives

· Explain the goal of the data warehouse and its characteristics

· Explain the differences between an operational data store, a data mart, and a data warehouse

· Describe briefly each interconnected element in the data warehouse architecture

· Understand the role of metadata in the data warehouse

· Describe the components of the metadata

· Identify the challenge of implementing a data warehouse

· Examine the various data warehouse technologies and the future of data warehousing.

Chapter Outline

2-1:
Stores, Warehouses, and Marts

The Data Store

The Data Mart
The Metadata
The Data Warehouse Environment



Characteristics of a Data Warehouse

Subject Orientation

Data Integrated
Consistent Naming and Measurement Attributes

Time-Variant

Nonvolatility

Issues of Data Redundancy

2-2:
The Data Warehouse Architecture

Operational and External Database Layer

Information Access Layer

Data Access Layer
Metadata Layer
Process Management Layer
Application Messaging Layer
Physical Data Warehouse Layer
Data Staging Layer
Data Warehouse Typology
The Virtual Data Warehouse
The Central Data Warehouse
The Distributed Data Warehouse
2-3:
Data Have Data--The Metadata

Just What I Need--More Data!
The Concept of Abstraction
The Key to the Data
The Metadata in Action
Consistency--Avoiding Many Versions of the Truth
Agreeing on One Version of the Truth
Interviewing the Data — Metadata Extraction

Components of the Metadata
Transformation Mapping
Extraction and Relationship History
Algorithms for Summarization 
Data Ownership
Patterns of Warehouse Access
Additional Common Metadata
2-5:
Implementing the Data Warehouse

Sin #1: “If You Build It, They Will come”

Sin #2: Omission of an Architectural Framework

Sin #3: Underestimating the Importance of Documenting Assumptions

Sin #4: Failure to Use the Right Tool for the Job

Analysis Tools
Development Tools
Implementation Tools
Delivery Tools
Sin #5: Life Cycle Abuse

Sin #6: Ignorance Concerning the Resolution of Data Conflicts

Sin #7: Failure to Learn From Mistakes
2-6:
Data Warehouse Technologies

2-7:
The Future of Data Warehousing

Regulatory Constraints
Storage of Unstructured Data
The World Wide Web
2-8:
Chapter Summary

Key Concepts

Questions for Review

For Further Discussion

Chapter Key Concepts

· The data warehouse is “a collection of integrated, subject-oriented databases designed to support the DSS function (decision support), where each unit of data is non-volatile and relevant to some moment in time” (Inmm 1992a, 5). (2-1)

· The operational data store’s function is to store the data for a single, specific set of operational applications. (2-1)

· The data mart is often viewed as a way to gain into the realm of data warehouses and to make all the mistakes on a smaller scale. (2-1)

· Characteristics of a data warehouse (2-1)
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· The data warehouse world is primarily void of process design (at least in its classical form) and tends to focus exclusively on issues of data modeling and database design. (2-1)

· Only two data operations ever performed in the data warehouse: data loading and data access. 

(2-1)

· A data warehouse architecture is a method by which the overall structure of data, communication, processing, and presentation that exists for end-user computing can be represented. (2-2)

· Three data warehousing typologies (2-2)

Virtual data warehouse (point to point data warehouse)

Central data warehouse

Distributed data warehouse

· Metadata are simply an abstraction from data. They are high-level data that provides us with a concise description of lower-level data (data about data). (2-3)

· The “seven deadly sins” of data warehouse implementation.

Questions for Review

1. Define each of the following terms:

Data store

Ans: The operational data store (ODS) is the most common component in the DW environment. Its primary, day-to-day function is to store the data for a single, specific set of operational applications. Its function within the DW environment, however, is to feed the data warehouse with a stream of desired raw data.

Data mart

Ans: A lower cost, scaled-down version of the DW

Metadata

Ans:  Information that is kept about the warehouse rather than information kept within the warehouse.

Subject orientation

Ans: The DW is oriented toward the major subjects of the organization.

Data integrated

Ans: The very essence of the DW environment is that the data contained within the boundaries of the warehouse are integrated. This integration manifests itself through consistency in naming convention and measurement attributes, accuracy, and common aggregation.

Time variant

Ans: In the realm of data warehouses, data are simply assumed to be accurate as of some moment in time and not necessarily “right now.” Typically, the data are assumed to be accurate at the moment it was loaded into the DW.

Nonvolatile

Ans: In keeping with the restriction of not changing or updating the data contained within a DW, it makes sense that the typical activities of inserts, deletes, and changes performed regularly in an operational application environment are completely non-existent in a DW environment. There are only two data operations ever performed in the data warehouse: data loading and data access.
Chain of abstraction

Ans: A concept of general semantics in which the characteristics of a specific entity can be subsumed by a higher-level description or abstraction of that entity.

Transformation mapping

Ans: Transformation mapping metadata records how data from operational data stores and external sources are transformed on the way into the warehouse. As the individual data elements from these sources are mapped to the existing DW structures, this mapping should be collected and maintained as metadata.

2. What unique benefits does a data warehouse provide for management at all levels of the firm?

Ans: The data warehouse provides a facility for integrating the data generated in a world of unintegrated information systems. A functional DW organizes and stores all of the available data needed for informational, analytical processing over a historical time perspective. It is the goal of the DW to reintegrate the data generated by a myriad of internal and external information systems to create a sense of unity about the data without surrendering its natural complexities.

3. What is a data warehouse? How is it better than traditional information-gathering techniques?

Ans: The data warehouse is a collection of integrated, subject-oriented databases designed to support the DSS (decision support system) function, where each unit of data is nonvolatile and relevant to some moment in time. The data warehouse provides a facility for integrating the data generated in a world of unintegrated information systems. A functional DW organizes and stores all of the available data needed for informational, analytical processing over a historical time perspective. It is the goal of the DW to reintegrate the data generated by a myriad of internal and external information systems to create a sense of unity about the data without surrendering its natural complexities.
4. Describe the data warehouse environment.

Ans: The organization’s legacy systems and the relevant data stores of external systems are the core source of data for the data warehouse and data mart. During the transfer of data from the various data stores, a process of cleansing and transformation occurs that is intended to result in a uniformity of the DW data. Simultaneously, the metadata are collected and associated with the DW data so that potential users can determine the source and general characteristics about the DW data. Finally, the DW or data mart may be employed to create one or more personal data warehouses intended for isolated analysis.

5. What are the characteristics of a data warehouse?

Ans: Subject orientation: data is organized based on how the users refer to it.

Integrated: all inconsistencies regarding naming convention and value representations are removed.

Nonvolatile: data are stored in read-only format and do not change over time.

Time Variant: data are not current but normally time-series.

Summarized: operational data are mapped into a decision-usable format.

Large Volume: time-series datasets are normally quite large.

Not Normalized: DW data can, and often are, redundant.

Metadata: data about data are stored.

Data Sources: internal and external unintegrated operational systems.

6. List and explain the different layers in the data warehouse architecture.

Ans: The operational and external database layer represents the source data for the DW. This layer is comprised, primarily, of operational transaction processing systems and external secondary databases. The information access layer of the DWA is the layer that the end-user deals with directly. In particular, it represents the tools that the end-user normally uses day-to-day to extract and analyze the data contained within the DW. The data access layer serves as a sort of interface or middleman between the operational and information access layers and the data warehouse itself. This layer spans the various databases contained within the DW and facilitates common access by the DW users. In order to provide for universal data access, it is absolutely necessary to maintain some form of data directory or repository of metadata information. Metadata is data about the data stored within the DW. The process management layer focuses on scheduling the various tasks that must be accomplished to build and maintain the data warehouse and data directory information. The application messaging layer has to do with transporting information around the enterprise computing network. This layer is also referred to as the "middleware," but it can typically involve more than just networking protocols and request routing. The physical data warehouse layer is where the actual data used for decision support throughout the organization is located. The final component of the DWA is the data staging layer. Data staging (sometimes referred to as copy or replication management) includes all of the processes necessary to select, edit, summarize, combine, and load data warehouse and information access data from operational and/or external databases. 

7. What is metadata? Why are metadata so important to a data warehouse?

Ans: Metadata are simply an abstraction from data. It is high-level data that provides us with a concise description of lower-level data. Metadata are an essential ingredient in the transformation of raw data into knowledge.

8. What are the “seven deadly sins” of building a data warehouse?

Ans: “If you build it, they will come.”

Omission of a data warehouse architectural framework

Underestimating the importance of documenting all assumptions and potential conflicts

Abuse of methodology and tools

Abuse of the data warehouse life cycle

Ignorance concerning the resolution of data conflicts

Failure to document the mistakes made during the first DW project

Further Discussion

1. The World Wide Web contains a vast amount of information about data warehousing and is, in fact, a data warehouse itself. Viewing the web from the perspective of a data warehouse, describe and identify the various warehouse components and consider how an organization might harness the power of the web as a useful data warehouse.

2. Proponents of data warehousing state that the concept is highly generalizable and can be used by any industry or knowledge domain. Think of several industries in which data warehousing could be useful in improving the management of information. Can you think of any industries where data warehousing would not be applicable?

3. Find an organization in your area that uses data warehousing. If possible, talk with the warehouse administrator about the trials and tribulations faced during the design and implementation of the warehouse. How did he or she deal with the problems? What problems still exist today?

4. Metadata are everywhere. Find a database of information around your school, work, or home and identify as many pieces of metadata as you can.
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