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1. INtroduction

The Durham and Darlington Electronic Health Record Project has, as a major part of its remit, undertaken to consider the problems of ethics and trust in the context of Health Care Information. This particular remit is part of the overall concept of Information Governance. Our project uses organisational architectural models, both to inform, discuss and define the ways health organisations can approach the creation and provision of and access to important personal health information. They are fundamentally based on an understanding of the standards and practice of ethical principles and legislation relating to personal health information, as well as policies and codes of practice evolved to cope with perceived problems in this domain. We are endeavouring to base our understanding of these three standards of best practice on both the written word – from ethics, in statute and in guidance - and on the actual perception of practice of these standards in clinical practice – by ethnographic observation in primary and secondary care in the NHS and related areas of social services. 

Ethical principles govern not only the way individuals can justify holding and divulging items of personal information, but also underpin organisational attitudes to information management. Best practice has evolved in such a way to establish ethical principles about the way data and information is handled in the course of clinical relationships between patients (or clients) and clinicians (not just doctors). But also as the sheer size of organisations delivering health care has grown, and these organisations have developed their own strategies for dealing with both their legal and inherited ethical responsibilities. In some cases there are conflicts which need to be resolved and these resolutions may not be consistent across domains. These conflicts are discussed in more detail in SECTION 2 (see s. 2 Individual Responsibilities). 

At a time when we are beginning to explore powerful new technologies to facilitate the access to information, and in our case when we focus on personal health information, it is both reasonable and proper to re-examine these approaches and how they are applied in different parts of our health system. 

A number of influences apply to the ethical treatment of health care information, and to the special case of health care information that is collected, stored, transmitted, retrieved and presented by electronic means.  These may conveniently be grouped as follows:

· Professional opinion and leadership, which is concerned both with the highest standards to support excellent health care, in terms of best practice, and the knowledge skills and attitudes necessary to achieve a high standard of health care delivery, at both an individual and population level. This is addressed in SECTION 2.

· Legal framework, which may have specific provision for health care information as well as generally applicable provisions for personal information; this provision may be in statute law, secondary (or delegated) legislation, or in the development of case law, or in the application of common law (the common law of confidence). In general, minimum standards of behaviour in organisations can be governed by legal considerations but ethical or best practice guidance will suggest a higher level of observance of professional standards. This is addressed in SECTION 3.

· Policy formulation and implementation, which while related to formal statute or secondary legislation cannot necessarily be considered identical with them; indeed policy may well be formulated and applied in the context of legislative plans or in order to respond or give force to legal provision. This is also addressed in SECTION 3.

· Public opinion, which is influenced by the perceived trust in health care generally, (and hence by the level of media interest), and in issues about the conduct of health care professionals and organisations in particular; these are not necessarily primarily concerned with health care information but often have some relevance, for example in discussions about keeping patients and others informed and in seeking informed consent. This is also addressed in SECTION 3.

SECTION 4 of the document summarises how the methodological approach of the DDEHR project may be able to address these issues and conflicts through its research work, based on ethnographic investigation and the modelling of health care services and communications

SECTION 5 of the document outlines the security framework for EHR, exploring a technology view grounded in ethical and legal requirements, which includes message and transaction centred approaches.  It is through this representation that the options and configurations of the security technologies and mechanisms to achieve both access and usage control are examined.  

SECTION 6 is a report on Governance of the EHR  prepared by Rick Wylie of WRI in collaboration with Nick Booth and Mike Martin, and after interviewing senior management in hospitals and Trusts in the Durham and Tees Valley Strategic Health Authority area.


2.  Ethics In Health Care

In this section we describe the clinical views which try to emphasise and preserve the relationship of trust and absolute confidence between clinician and patient that the information divulged in a consultation will be kept confidential except in defined circumstances. Latterly this confidence has been potentially strengthened by the principle of informed consent which has been ratified by the Government in light of Alder Hey and Bristol, although it could be argued that the same publicity might have damaged public confidence in the principle of informed consent. 

It is now clear that as the information age advances apace, the requirements of a health service may lead to demands on the provision of patient related information faster than proper safeguards have been thought through. These safeguards must however be  provided by a collective body of clinicians at organisational level (made up of individuals each with clear professional standards of confidence with their own patients – see SECTION 6 on EHR Governance ). 

In particular, we now see that conflict is noticeable concerning the ethical tenability of holding databases of personal health information outside the normal physical boundaries of individual health care organisations. Is it acceptable for a database to be held outside a single primary care practice, as it goes through organisational transition to being part of a primary care trust? If so who will be the custodian of the record, and how does that custodian square their responsibility for that trust with their inherent (and inherited) responsibility for patient confidence?

One of the key issues is the distinction, or confusion, between the responsibilities of individuals with respect to patient information, and that of the organisations within, or with, which they work. We therefore discuss these conflicts in the following paragraphs. 

Finally, we consider the implications for the responsibilities of individual clinicians towards their employing organisations, and the role of government and other policymakers.

Individual responsibilities

Clinicians

In an individual clinical relationship between a care provider and a care subject, it is clear that there is a prime clinical-ethical responsibility to preserve confidence. It is also clear that there is now a need to clearly express to a care subject the purposes for which clinical data will be used and the organisations which will have access to it. 

We are at the point of facilitating a quantum jump of data availability in the NHS, and face the problem of obtaining informed patient consent before and whenever information sharing happens (see Section 3 on Legal Framework).  In addition to this it is a straightforward duty of a clinician to uphold the law.  In some (fortunately rare) circumstances there may be conflict between legal statute, ethical principle or other responsibility (such as embodied in terms and conditions of employment). At this point it is the duty of the clinician to point out conflict to the subject; in some circumstances he or she may have to break the oath of confidence, but this situation is exceptional and should not be the norm in day to day health service activity.

Managers

In the situation of management of a health care system, the nature of clinical work is properly the business of health service managers. In many cases, the issue of whether specific patient based information can be used in this business will be dependent on the consent of the patient. If informed patient consent already obtained allows management use of information, then there is no impediment to appropriate use of information. If the manager only has access to de-identified clinical information then the risk of breaking confidence or law is much reduced (although steps must now be taken to clarify how data about patients is used).

Custodians of Data

In most secondary and tertiary health care organisations today, the responsibility of looking after records and electronic information within an organisation is devolved to records departments and/or IM&T departments. In primary care, as Primary Care Groups (PCGs) become Primary Care Trusts (PCTs) or Care Trusts (CTs), then information management may well change  to a similar situation. These custodians of information need to observe the clinical-ethical responsibilities of those clinicians entering information on record systems if the climate of trust is to be perceived as intact. This clinical-ethical responsibility is an addition to responsibilities to the law and to the health care organisation as a whole.

Patients

Although the responsibilities of patients to the health service are less clear, it seems important and relevant to register pertinent issues to society in general, and health service organisations in particular. Much of the practice of medicine depends upon research and audit to improve new techniques and technologies and ensure high quality clinical care. In addition, medical specialities of public health and epidemiology depend upon the use of patient data in aggregated form in order to investigate the spread and prevalence of disease, causality, and estimation of demands and needs of populations in terms of health care, for example.  This has been expressed in the recent document ‘Building the Information Core: Protecting and Using Confidential Information’ which confirms that the concepts of ‘social responsibility’ and care are two way processes which also serve the wider needs of society.

There seem to be two important factors causing this concern: firstly that acquiescence to calls for differential consent for the use of data is a really hard task computationally; and secondly that interpretation of  consequently diminished, aggregated sets of data will be much harder (or indeed unpredictably skewed) because of the fact that those people restricting use of their data may not be a representative sample of their population subset.

The previously widely held belief that when a patient uses the NHS he or she tacitly approves to the use of their information as appropriate within the health service ‘family of organisations’ is clearly no longer tenable. The notion that if a patient withholds consent from allowing data sharing then he or she loses the right to NHS treatment also seems a highly unlikely scenario.

One of the important tasks of Durham and Darlington Electronic Health Record Project will be to describe a system of information systems which will allow trusted information sharing, so that patients, clients and citizens, and care providers in different health care organisations, can have a high degree of confidence that their data and information will be handled safely, honestly, predictably, and fairly – and above all that these systems and their underlying mechanisms will be transparent.

Organisations

Organisations assume responsibilities in several ways: as employers they are often legally, as well as ethically responsible, for the actions, errors and omissions of their staff; as proxies for the ethical standards of their clinical staff, and as legal entities in their own right. We consider how different health care organisations may address these responsibilities while seeking to work effectively as planners and providers of care – see EHR governance.

GP Partnerships

In the area covered by County Durham and Darlington Health Authority, practices range in size from approximately 1,500 patients to over 25,000. Even within this wide range, it is clear from our preliminary work that there is a concern about the access to and destination of shared information. In general in these primary care units of organisation, there are policies, and practices which reflect them, which define who can and who cannot access records. These policies are widely known and they are policed in that the staff working in this size of unit all know each other, and exceptions are usually immediately reported to either the practice manager or one of the partners. At the level of GP partnership the general working rule seems to be that the GP principals take direct responsibility for the confidentiality of patient information.

Primary Care Groups and Trusts

As Care Trusts (CTs) and PCTs become the more important functional units of Primary Care provision, the size of organisation rises to 60,000–300,000 patients. In these circumstances the likelihood is that care or custodianship of records will be delegated to IM&T management or members of staff with specific responsibility for information systems. They will also look after the information needs and requirements of other members of the primary health care team. These staff members will know that they have responsibility to protect patient information and the ethical responsibilities of the Primary Care Organisation’s (PCO) clinicians as well as the organisation’s responsibilities to law and policy. If the make-up of clinicians moves to be predominantly employed staff, the pressures to respond to legal and policy requirements will probably increase.

In addition, PCOs will assume the current governance (clinical and information) responsibilities of their organisations, both internally and with Strategic Health Authorities. This implies the need to prove clinical and organisational quality. The information needs for this task are as yet unclear, but will involve accessing and sharing information resources across the health service.

PCOs and Strategic Health Authorities

PCOs now have the responsibility of holding contracts for the GPs in their area, and reimbursing the payments due both under General Medical Services and Personal Medical Services contracts. The governance of these contracts demands the analysis of evidence that services have been performed satisfactorily, including ratifying by inspection of records and by questioning individual patients. These responsibilities now fall under the performance management role of Strategic Health Authorities.  

It is clear that such uses of information will need to be notified to patients in the future. Techniques involving staff at health authorities only using population (de-identified) subsets of data have been discussed in the past. There is clearly a vocal minority of patients who will be otherwise unhappy about such data being held, for a variety of personal and/or other reasons. The lack of a means of dealing with requests to withhold such information from various health service and social services organisations will need to be addressed in the future.

There are also requirements for governance of PCOs and responsibilities for National Service Frameworks (NSFs) and Health Improvement Programmes (HimPs) and Public Health requirements. All of these require patient derived information and will need to be included in new consent procedures and have competency in the appropriate use of anonymisation/pseudonymisation of data.

Hospital Trusts

These organisations have long had a responsibility of holding patient based medical records and electronic health information as a service for those clinicians employed by the trust. In general the size of trusts means that access to records has to be strictly monitored by restriction of access to areas where notes are stored or kept, and in terms of electronic records, access is restricted by traditional logins and passwords. In some areas and health domains, as in Primary Care, the rigorous restriction of access to records is less effective than in others. 

Whether variability in security and the application of effective safeguards to access health information is sufficient remains to be seen and will be ultimately tested against public opinion. It is certainly a foreseeable problem that as organisations are confronted with the opportunities and threats of sharing patient information then discussions will ensue based on the mutual trust and dependability of systems supporting the confidentiality of patient records.

Employee Duties and the Policy response

Employees’ Duties of Care 

It is clear that it is an important responsibility of clinicians to ensure that both their (employing) organisations and clinician colleagues are given full opportunity to know all relevant clinical information about their patients. Where a patient asks for particular pieces of information not to be recorded in shared record systems, clinicians must be open and clear about the risks to which this may expose the organisation (of whom the individual clinician is a representative), and other clinicians within that organisation, as medical errors may become more likely when such information is not known. 

This of course may leave a clinician with a difficult dilemma between the best legal course and the best ethical course to follow. This kind of conflict will not disappear, even where informed consent about data use is fully implemented. It is unclear how such a scenario relates to primary care trusts, where there is likely to be a mixture of employed and contracted clinicians. In the latter case, then the situation may be regularised by specific contractual provision in GP contracts.

Government and Legal Responsibilities

In regard to confidentiality and consent, the Department of Health and the NHS have clear roles in identifying and applying policy by directing activity and good practice in Trusts. Where it is perceived that there are conflicts or potential conflicts between best practice, emerging trends, law and intended legislation, and health policy, it is to these organisations that local health organisations and trusts turn for advice. 

Current data protection legislation threatens many common practices in record keeping and database maintenance in the NHS. In some cases this leads to possible legislative moves to protect NHS working practices (such as the Health and Social Care Act 2001 ). Reaction to conflicting legislation may well be solved by the introduction of new policy  for patient informed consent concerning data use (for which the Information Policy Unit has produced a strategy – see Section 3). 

The prospect of configurable consent profiles for all citizens and users of the NHS seems a distinct possibility, and this will depend on a closely integrated and federated EHR policy. Other possible legal drivers will emerge from human rights legislation as test cases pass through the courts.  A consent form outlining 5 areas of consent is to be piloted in the current NHSIA Health Record Infrastructure (HRI) programme (see http://www.nhsia.nhs.uk/).  

3.  Influences On Ethics: POLICY, THE law and public opinion

In this section we turn from the ‘internal’ debate about the legal and ethical handling of information by clinicians and health care providers, and consider wider influences on the ethics of information handling. These are grouped as follows:

· The prevailing legal framework.

· The policy framework.

· The prevailing climate of public opinion.  

LEGAL FRAMEWORK

This section focuses on legislation which appears relevant to the EHR.    Such legislation includes;

· The Data Protection Act 1998

· Human Rights Act 1998

· Freedom of Information 

· Regulation of Investigatory Powers Act (RIPA)

· The Health and Social Care Act 2001

Data Protection legislation

The NHS, like other organisations using personal data about individuals electronically, was for many years governed by the provisions of the Data Protection Act 1984. In addition, the Access to Health Records Act 1990 gave patients explicit rights of access to medical records. Both of these statutory provisions have now been superseded by the Data Protection Act 1998 (DPA), which came into force in 2000. This Act did not alter fundamentally any of the principles of the earlier legislation but does extend some aspects and make others more explicit. In particular it extends the law to encompass data held in non-electronic form (i.e. paper and manual records and filing systems).  (Attachment A includes a summary of the main provisions of the Data Protection Act 1998.)

It is generally accepted by policy makers in the Department of Health that the NHS has work to do to ensure compliance with the DPA as it applies to the planning and provision of health care services. It is also accepted, and this is shared by the Information Commission, that this is likely to be achieved through an incremental process of introducing  better and best practice across the NHS. An important element of this may well be the development of case law as both the courts and the Information Commission respond to specific enquiries and complaints, with general implications arising from the particular cases.

The elements of data protection legislation with the most pertinence for EHR are discussed briefly below.

Processing Sensitive Personal Data

‘Ordinary’ personal data refers to data from which a living individual can be identified, either in itself or along with other information available to the data controller. It can be processed without consent of the individual concerned if the processing is required by the legitimate interests of the data controller, unless this is prejudicial to the individual, or if it is in the ‘vital interests’ of the data subject. Although this may provide a significant exemption for use of the EHR for at least some data there seems to be ministerial commitment to the principle of informed consent within the NHS.

However, most health care data falls into the category of ‘sensitive personal data’ which carries more stringent restrictions. In particular, it requires explicit consent of the subject except where:

· Processing is needed to protect the subject’s vital interests and consent cannot be given by or on behalf of the data subject or the controller could not reasonably be expected to obtain such consent.

· Processing is necessary for medical purposes and is carried by a health professional or someone whose duty of confidentiality is equivalent to that of a health care professional (‘medical purposes’ includes preventative medicine, medical diagnosis, medical research, provision of care and treatment and management of health care services). 

Clearly, either of these exemptions may be invoked in health care provision and as such may apply to use of the EHR. However, it may be appropriate for the nature of the ‘necessity’ for medical purposes to be clearly defined and understood, either on a case-by-case basis (per individual, condition, episode, or other unit) or as a matter of general policy couched in terms of general rules and defined exceptions.

Information For Individuals Before Processing

The DPA requires that individuals are given information about the personal data held on them before it is processed. This has to include:

· The identity of the data controller (see elsewhere for a discussion of this in the EHR context); 

· The purpose(s) for which the data is to be processed;

· Other information to make the processing fair within the meaning of the Act (see EHR governance).

In the EHR context, this suggests that a requirement will be to ensure that individuals are informed that (some of) the data collected by health and social care professionals will be (at least) passed into the EHR and as such accessible by a range of other professionals in connection with the individual’s own care. Should the EHR be used for other purposes – such as service planning, epidemiological research, surveillance and health promotion – then they should also be informed about this unless exemption for the particular purposes has been obtained via Section 60 of the Health and Social Care Act. 

The usual questions about implementation then arise, and are analogous to those concerned with consent, for example:

· at what stage should consent be obtained – in each health care organisation once, at entry to NHS once, with each disease milestone, etc;

· is this information provided on once-for-all basis or at each encounter/by each professional; 

· does it require a conversation or is giving the individual a leaflet sufficient; 

· does the outcome need to be explicitly recorded;

· how does the information affect later processing; for example if the individual was for some reason not told that this data could be used in epidemiological research, or was told and specified that it should not be used for certain purposes. Must it be possible to identify this and exclude it from such processing?; 

· should the individual be able to specify particular permutations of choice about how the information is used.

Note that the requirement is to give the information about use of the personal data, not to obtain consent to this use. Even in this situation, however, the EHR may need to record the fact that the information was in fact given to the individual concerned before being used for the claimed purposes. 

Note also that the requirement to inform a patient about the use of her data  does not apply with the same force when that data has been  obtained from a third party (that is, another health care organisation or other agency, not if the data is supplied by a carer, family member, etc) rather than the individual concerned. In these cases, the requirement is relaxed if giving the information would involve disproportionate effort or keeping the information is required by law.   

However, claiming ‘disproportionate effort’ involves keeping a record of why the effort is considered disproportionate, and the individual may still request this information (hence another need to keep a record of how the data has been used). In the EHR context, where the whole idea is that different parts of the NHS are sharing information about individuals in connection with their care, it may not be considered disproportionate effort to alert a patient to a planned use of their personal data, especially if the EHR has up-to-date contact details. 

Finally, a view is needed on whether the collection and re-presentation of data as envisaged for the EHR constitutes ‘processing’ as normally understood. The EHR might be considered not to be intended to process transactions, but only the results of those transactions (although it may trigger transactions elsewhere). Indeed, some would argue that for reasons of principle and implementation clarity it is critical that the EHR does not ‘stray’ into data processing as such. Whether this distinction can be relied on seems somewhat unlikely, on the whole and it is the view of DDEHR that our work falls into the category of data processing.   

Data Controller

The data controller is the legal person responsible for defining the purposes for which data is processed by an organisation, and for ensuring that the organisation processes personal data in accordance with these purposes and with the provision of the law. In effect, the organisation itself can normally be understood as the data controller in this sense of legal responsibility (and liability for breaches), although management responsibility and accountability may in practice be assigned to a senior officer of the organisation (for example, it is common for the Director of Information, Caldicott Guardian or similar to be the appointed data protection office of an organisation).

Hence, most NHS organisations – practices, trusts, health authorities – are ‘data controllers’ and are responsible for the lawful processing of the personal data they collect, process, store and transmit. In addition to this however there is an additional burden of responsibility on the recording clinician, both through her duty of responsibility to his or her patient, and to his or her employer or through  terms of employment.

Normally it is evident that an information system (say, a PAS or a practice clinical system) is run by an organisation (such as a hospital trust or a practice), and therefore that responsibility for processing lies with the organisation. Note that in the case of a partnership of GPs (the most common configuration) that organisational responsibility is jointly and severally held by each individual partner. 

Even when the system is outsourced (in the conventional sense of the term), such responsibilities cannot be outsourced, and outsourcing agreements should include provision to ensure that the owning organisation’s responsibilities under the DPA can still be met. The Act requires, in fact, that a data controller using a third party for data processing must ensure that the processor provides guarantees about data security and see that these are complied with. 

However, the EHR will complicate matters further. This is because the identity of the data controller of an EHR system is less clear than the conventional situation , as the EHR consists of multiple component parts, many shared between organisations. It will  not be physically present on any one server (depending on the nature of the architecture). It will be difficult to identify a single data controller with obvious responsibility for the EHR in such a situation; in addition, the organisation (or person) charged with responsibility may have difficulty in practice discharging that responsibility in all aspects. 

It will therefore to be important to examine the Data Controller relationship particularly carefully in EHR projects. Even if the EHR is assembled and stored on an identifiable server operated by a particular organisation, it may not necessarily follow that the host organisation is the data controller. Indeed, if this was the case it might actually weaken the protection afforded to personal health and other data in an EHR. This is because the responsibilities of a data controller are somewhat diluted when the data in question has been supplied by a third party; the data controller in such circumstances is entitled to assume that the data is accurate and up to date, and has been legitimately obtained. However, responsibility for ensuring that data is kept confidential , etc, remains unchanged in such circumstances. 

Hence, a number of policy issues and decisions arise for the design, implementation and operation of the EHR:

The data controller must be identified such that the designated body can properly exercise its responsibilities. This is subject to decisions about technical architecture, organisational policy, and potentially legal interpretation. 

The DDEHR project has therefore taken this problem further and is considered in detail in Section 6 on EHR Governance.   

Automatic Processing 

The Act gives data subjects the right to demand an explanation of the ‘logic’ of any decisions made through running software programs, and to require review of such decisions by an appropriately authorised person with access to the same information. On the face of it this appears unlikely to affect the EHR greatly since it should not be making decisions, simply reporting them (for example, the EHR will not carry out any calculations based on pathology results; it will simply report the results and the conclusions drawn, whether by machine or human). 

However we expect that access based on consent, or access rights granted to elements of records because of role or responsibility, particularly in regard to inter-organisational responsibilities in care pathways, service frameworks or referral pathways would come under the scope of automatic processing according to the act.

In addition, the EHR will be used by health and social care professionals as an input into decisions about service provision. These may include:

· Decisions about whether to visit a patient or client (e.g. if the EHR indicates that the patient may be a danger to health care staff, the decision may be not to visit, or to delay while an escort is provided, etc).

· Decisions about how to treat (or not) a client or patient, based on information about previous medical history held on the EHR.

· Decisions about prioritising the needs of a number of patients or clients in need of treatment or other services, based on a judgement about the likely severity and consequences that is influenced by the information in the EHRs of the people concerned.

Any one of these examples could lead to a request for explanation, invariably in the context of an adverse event, a complaint, or some dissatisfaction on the part of the patient or client (and/or carers and families). The implications for the EHR in this respect are probably indirect, making it important that the data held for use by health and social care professionals is reliable, up to date, accurate, relevant, etc, and that any missing items or limitations are clearly identified.

Human Rights Act

The Human Rights Act is not specifically concerned with information, information technology, or health care. However, it establishes positive and wide-ranging rights which may well influence the provision of health care, or more precisely the claims made by patients and families against health care services
. It also has the effect of allowing human rights cases to be heard in the British courts rather than being referred to the European Court of Human Rights, which may make potential plaintiffs more inclined to pursue cases.

The main Article that may influence the EHR is Article 8, the right to respect for privacy and family life. It does not seem especially likely that particular provision is needed in the design and operation of an EHR in line with this right, since many of the possible concerns are likely to be covered anyway (that is, ensuring security and confidentiality, etc). 

There may be some need to ensure that the EHR system makes clear to users the rules that apply to providing information about the health of a patient to a member of the family, whether a parent or in some other relation to the patient. Possible claims by a parent, for example, to be informed of the care or advice given to one of their children, could conceivably be supported with reference to this right. 

However, there would possibly be a countervailing argument under the same article (individual privacy), as well as under other legal and ethical rules. In any case, any such exercise would almost certainly be taken up and resolved through the courts, with any wide-ranging implication being incorporated into NHS policy for the design and use of EHR systems.

Freedom of Information

Freedom of Information legislation is concerned primarily with the rights of the general public to access information used by public sector bodies. It is not exclusively or even primarily concerned with personal data and hence is not obviously relevant to the scope of EHR. In particular, any right of access conferred by such legislation will not include the right to access the health records of other people. Nor is it likely that an interested individual could claim that observation of individual health records was necessary to allow proper scrutiny of the policy decisions of health organisations, from the Department of Health down to Primary Care Trusts and Care Trusts.

Hence, there appears to be little of direct relevance to the EHR.

Regulation of Investigatory Powers Act (RIPA)

RIPA is concerned with setting the conditions under which law enforcement and national security agencies may access data, systems, and communications. It is possible that such access could be required to health records in general and to the EHR in particular. In principle, such situations are no different to those where agencies seek information from health care professionals about their patients or clients, and the principles applied there should also be relevant to the EHR.

However, it may be that the nature of the EHR makes it more susceptible to ‘hidden’ access, achieved without reference to the relevant health care professionals in their capacity as guardian of patient information. It is unlikely that the design should incorporate a level of security capable of preventing such access, nor that it would be permissible to notify the relevant professional (or the patient concerned) that such access had been made. 

From the perspective of health care ethics, it might be necessary to consider notifying health care professionals and/or patients that such investigatory access was possible, could not be prevented, and could not be traced. This would be consistent with data protection principles, but might have the effect that some data was not entered, or that an EHR was not constructed for some patients.

HEALTH AND SOCIAL CARE ACT 2001

The purpose of the Health and Social Care Act has been described as implementing the NHS Plan (http://www.hmso.gov.uk/acts/en/2001en15.htm.

There are 5 parts to the Act which include; 

· changes to the way the NHS is run; 

· pharmaceutical services; 

· care trusts and partnership arrangements; 

· social care; 

· and a section entitled ‘miscellaneous and supplementary’.  

The most relevant part of the Act for this paper pertains to the latter part and is section 60 and 61 -the control of patient information and the associated Patient Information Advisory Group (PIAG).  

Section 60 allows the Secretary of State to release patient information (whether identifiable or not) for medical purposes in defined circumstances (without patient consent or overriding it).  Section 61 could be described as the safeguard as this details the ‘Patient Information Advisory Group’, which the Secretary of State should consult before releasing any information. 

Section 60 of the Act legislates for an interim measure, to allow essential services to operate, while the NHS develops and delivers appropriate measures, such as anonymisation/pseudonymisation of patient information and procedures for informed consent.   The safeguards about overriding consent and releasing patient information in certain circumstances are detailed in Section 61 under the Patient Information Advisory Group (PIAG).   

In order to override consent, there are certain provisions which have to be fulfilled by the Secretary of State.  These included the information being either a benefit to patient care or in the public interest.  These statements are the cause of much debate as terminology has not been defined, for example, the terms ‘patient care’ and ‘public interest’ have not been fully defined and interpretation has varied widely (see Appendix B for further details).

POLICY FRAMEWORK

The ‘policy framework’ addresses national policies of direct apparent relevance to the EHR. These are:

· Caldicott Report.

· Clinical Governance.

· Information for Health.

· e-Government.

· Working with the independent sector.

· Building the Information Core; Protecting and Using Confidential Information

Caldicott Report

Overview

The Caldicott Committee was commissioned by the Chief Medical Officer to produce a Report on the Review of Patient-Identifiable Information.  Its concern was with flows of information between NHS organisations and between NHS and non-NHS organisations, the extent to which it was possible to identify information about individual patients in these flows, and the extent to which the inclusion of such information was necessary or justified, having regard to the purposes of the flow.  It also considered the implications of removing data items, or groups of items, from the flows, and whether there were practical alternatives to existing flows.  Each flow was assigned to one of three categories:

· Full justification: existing transfer of patient-identifiable information fully justified (55 examples).

· Unjustified: no grounds to support existing transfer of patient-identifiable information (no examples).

· Partially justifiable: justification for the transfer, but less patient-identifiable information should be transferred or need to make patients less easily identifiable (31 examples).

The flows were considered in four broad areas of NHS activity:

1.
Primary care.

2.
Operational management (flows to support day to day running, mainly in secondary care, and concerned mainly with contracting and performance monitoring data).

3.
Health of populations (flows to support population-based services and statistics).

4.
Multi-agency working (exchanging information with non-NHS organisations). 

The main conclusion of the Committee was that most flows were justified in the context of then-prevailing policy, and there was little evidence of unjustified use of patient-identifiable information.  However it considered that there was “a general lack of awareness throughout the NHS at all levels of existing guidance on confidentiality and security, increasing the risk of error or misuse” [para 4.1.4, emphasis added].  Sixteen recommendations were made; those that appear most relevant to the EHR are summarised as follows:

· Every flow of information should be tested against 6 principles (recommendation 1):

a. Justify purpose(s) of transfer of patient-identifiable information.

b. Don’t use patient-identifiable information unless it is absolutely necessary.

c. Use minimum necessary patient-identifiable information.

d. Access to patient-identifiable information should be on a strict need-to-know basis.

e. Everyone with access to patient-identifiable information should be aware of their responsibilities.

f. Understand and comply with the law.

· Initiation of a programme of work to reinforce confidentiality and IM&T security  requirements (2).

· Appointment of ‘Caldicott guardian’, normally a senior health professional, in each NHS organisation (3).

· DoH and NHS, along with partners, to establish good practice frameworks and protocols for key areas (5).

· Each organisation to establish and communicate who is responsible for monitoring transfer of information under agreed protocols (6).

· NHS Executive and professional bodies to develop protocols defining which individuals are authorised to access patient identity (9).

· Explore use of privacy-enhancing technologies to protect particularly sensitive information (10).

· Internal structure and administration of databases to reflect principles, especially separating patient-identifying details from events, conditions, treatments, etc, and limits on linkage (12).

· Design of new systems to transfer prescribing data should incorporate the principles (14). 

Discussion

The Caldicott report may be considered relevant to EHR in two main respects:

· Its review and conclusions concerning the content and handling of information flows.

· Its establishment of certain principles to govern and guide the handling of information transferred from/to NHS organisations and others both inside and outside the NHS.

Regarding the content of the flows, two points are apparent:

· From one perspective, the EHR could be seen as removing data ‘flows’ and replacing them with access to a static and stable database.  This of course relies on a view of the EHR as in some sense a single database, and in any case is likely to be seen as sophistry; the data, after all, will still flow between different organisations in the sense that it is originated in one and used by others, even if they use the same system and database.  Indeed the EHR could – perhaps should - introduce new inter-organisational flows, depending on the technical architecture and decisions about location and hosting of the EHR system.  

· Few of the flows considered by the Committee appear likely to be subsumed within the functionality of the EHR.  Most of them are concerned with flows from NHS organisations for purposes of performance management and monitoring, including contracting, rather than concerning individual patients; this applies to the Health of Populations category and to Primary Care (although many of the flows may well have equivalents for the EHR, e.g. night visits will result in a flow to the HA for payment and perhaps a flow to the EHR regarding the clinical aspects of the visit).  In the Operational Management category only the GP Referral letter MDS (ref 54) would be encompassed by the EHR.  However, several of the data flows in the Multi-Agency Working category relate to the transfer of information about individual patients for the purposes of providing services or taking decisions about the care of the patient (all considered ‘Fully Justified’ by the Committee).

Hence, for the most part, the Caldicott flows should not affect the EHR directly.  Those flows mentioned will have to be examined to see that the EHR does not inadvertently compromise the steps taken to fulfil Caldicott recommendations.  However, the EHR may become the natural source (or destination) for some data flows.  Care will be needed to see that playing this role does not compromise either the security standards of the EHR, nor of the existing Caldicott flows, nor that it compromises the justified flow of patient-identifiable information.

Regarding the principles, three points are suggested:

· Any EHR design and implementation will, as implied above, need to comply with Caldicott principles and the arrangements for their implementation in NHS organisations.  Where these have been applied or interpreted differently by different organisations, some work will be needed to accommodate or resolve the differences, but this type of activity would have been required in any case.

· The Caldicott principles, and the various recommendations and protocols, may provide a good basis for design and implementation of certain aspects of the EHR even when they are not dealing with the same flows.  Since the concern of Caldicott is with the safe and proper handling of patient-identifiable information between NHS organisations, there must be potential for EHR to be guided by the principles and experience of implementing them in practice.

· Caldicott ‘guardians’ should be in post and active in NHS organisations.  They should be involved in the consultation and design work on the EHR, both to ensure the conformance of the EHR with Caldicott principles, and to reassure the guardians that this is the case (see EHR Governance). 

Clinical Governance

The last few years have seen major developments in government policy on what is now known as clinical governance. From the commitment to clinical audit, through the encouragement of ‘evidence-based medicine’, to the establishment of the National Institute of Clinical Excellence (NICE) and the Commission for Health Improvement (CHI) (soon to be replaced by an enhanced organisation, the Commission for Healthcare Audit and Inspection (CHAI), a range of initiatives have sought to ensure that best practice is discovered, communicated and taken up across the NHS.

The effective use of information underlies all of these, and the application of information technologies can form an important part of the review and learning process. Typically, these have less to do with access to individual records than with aggregation for statistical analysis. Although it is central to clinical audit that clinicians work through the medical records of selected patients, this is more likely to happen within an individual organisation and/or team providing the care.

The distinctive potential implication for EHR is somewhat different. It seems possible that if EHR is successful and becomes a feasible tool in providing effective health care, its use will become part of accepted best practice in terms of patient safety and optimal outcome. Failure to access and use the information available in an EHR could then become seen as a serious shortcoming by a clinician, even to the point of it becoming an element in complaints of malpractice and negligence. It is then a short step to the corollary: that failure to provide relevant information to an EHR system is also seen as negligent and irresponsible, even unethical. The possible objections of clinicians to using EHR, even on ‘rival’ ethical grounds, may then lose force and support. 

Information for Health

Information for Health, along with its consolidation in Building the Information Core, makes the development and deployment of EHR one of its central elements. While it is true that it does not go into great depth or detail about the reasons for believing that the EHR is useful and necessary, it clearly places it in the context of modernising the NHS and improving patient services. Building the Information Core is an evolving web based document reflecting updates and being concerned mainly with reformulating some of the initiatives and projects and with setting more detailed intermediate targets en route to achieving the strategic aims of Information for Health. 

As the thinking on EHR develops, it will be important not only to see how it affects the way in which the original vision of EHR is actually likely to be delivered (and to communicate and manage such change to policymakers and stakeholders), but also to see how it may impact and affect (positively and negatively) other initiatives in the ICT and wider NHS world. Possible examples of these include:

· NHS Direct – access to patient records.

· Electronic Transmission of Prescriptions.

· Requirements for information systems for Primary Care Trusts.  

· Booking and Referral systems

BUILDING THE INFORMATION CORE: PROTECTING AND USING CONFIDENTIAL INFORMATION 

(see: www.doh.gov.uk/ipu/confiden/)

The document, “Building the Information Core, Protecting and Using Confidential Patient Information” was produced by the Information Policy Unit in December 2001.  It is a strategy document that specifies the NHS needs to change to ensure confidential information is used appropriately and in line with rights of patients.  The strategy highlights two main objectives required for the necessary change, which includes using confidential information with the informed consent of patients and ensuring the  NHS uses confidential patient information fairly and  lawfully and meets all relevant ethical standards’.  

The strategy outlines how it envisages these changes to take place, mainly under the following 5 headings:

· Preparing the Ground

· Communications with the Public

· Cultural Change

· Securing Confidential Patient Information

· Information Governance and Caldicott

 Overall, the strategy has implications for EHR.  Specifically, the section on ‘Securing Confidential Patient Information’ makes direct references to future computer systems, stating that they must be able to cope with patient objections to NHS uses of their information.  The systems must also have access controls, audit trails and monitoring.  Additionally, the use of anonymisation and/or pseudonymisation practices need to be further explored.  Although not directly referenced to EHR, many issues within the strategy are relevant, for example, consent issues, the use of the NHS number as the unique patient identifier, disclosures to 3rd parties, such as solicitors and police.  The Information Governance framework and the potential revitalisation  of Caldicott work is also relevant to EHR work (see http://www.doh.gov.uk/ipu/confiden/strategyv7.pdf )

e-Government

The Government has a clear commitment to increasing the extent to which government and public services are delivered on-line. Given the prominence of health care as a proportion of the level of public expenditure, and as a highly visible and volatile political issue, the NHS is likely to be a particular focus for these targets. For example, transferring all prescribing communications between GPs, pharmacists and the Prescription Pricing Authority from paper to electronic media (a process being piloted) would mean that something in the order of 600 million transactions a year would count towards this government target.

Hence, while EHR as conceived and explored through ERDIP may not ultimately be the way in which such systems are finally delivered, it is likely that the pressure to provide such systems will continue.

The Performance and Innovation Unit has recently produced a report on ‘Privacy and Data Sharing: The Way Forward for Public Services’ see www.piu.gov.uk/2002/privacy/report/index.htm   

The main issues discussed relate to accuracy and completeness of data recording, security and awareness of risk, the development and maintenance of citizen trust in the security of public sector systems, public expectation about joined up services, and more effective use of available technology. 

Working with the Independent sector

The Government’s ‘concordat’ with the independent health care sector is too recent to draw any firm conclusions about the way it will affect the pattern of service provision and the consequent impact on information provision and flows. However, it does make more salient such issues as:

· The ability of NHS consultants to access electronically their patients’ records from private sector premises, using the private provider’s ICT infrastructure; this could be when said patient is under treatment by the consultant in the private hospital, or when the consultant is contacted and asked for advice or opinion by another health care practitioner or the patient themselves.

· The safeguarding of EHR data from use for ‘marketing’ purposes by private providers (or for that matter NHS organisations).

· The need to make clear to the patient where their EHR may be accessible and the purposes to which it may be put, in line with the approach taken to informed consent.  

PUBLIC OPINION

Introduction

The views of the general public, and of patients/clients and their families and carers, are often called upon and referred to in setting out a position on the use of computers in health care generally, and in relation to EHR in particular. On the one hand, Government ministers and others claim an expectation on the part of patients that the organisations contributing to their care will exchange and share information on their conditions and care, and that it is disconcerting and worrying for a patient when this does not happen. On the other, strong views are cited about excessive and inappropriate access to and distribution of personal health care data. Furthermore it is clearly stated Ministerial policy that health information sharing should only take place appropriately and with informed patient consent.

Naturally, public opinion is prone to shift and be somewhat volatile. In particular, the salience of an issue in the public eye or in personal circumstances seems likely to have an effect on the people’s views and on the intensity of their feelings on the matter. It is clear, for example, that affairs such as the Bristol Royal Infirmary paediatric cardiac surgery enquiry and the retention of organs at Alder Hey and other hospitals have brought the issues of consent and keeping patients informed to the fore. It is possible that this may have sensitised public views on the collection, processing, use and transmission of health care information more generally, although there is no direct evidence for this, nor any clear indication of the direction of the influence.

NHS Policy

Department of Health and NHS policy documents are recognising a responsibility to increase patient participation and listen to their views. For example, the NHS Plan devotes a chapter (10) to ‘changes for patients’ – clearly stating that patients will have a greater say and more influence in how the NHS works. This chapter also acknowledges issues relating to patient rights and access, in that there needs to be a culture change within the NHS to recognise the ‘importance of the rights of each patient’.

 AUTONUMLGL 
In relation to medical records, Information for Health outlines the intention to invest in technology and ‘bring the NHS into the 21st century’. This document states that EHRs will be constructed for each patient, while asserting that “preserving the confidentiality of patient information is of paramount importance”. Ministers have made it clear that they remain committed to the introduction of EHRs; for example, an NHSIA press release of 17 April 2000 quotes Gisela Stuart as saying that on-line patient records will be accessible by a variety of health professionals, including mental health trusts and social services.  It is not necessary to doubt the sincerity of government commitment in observing that ministers assume that there is some measure of public support, perhaps latent, for this policy.

Patient and Public Views

 AUTONUMLGL 
However, there may well be conflicts between patients’ actual views and  the claims being made on their behalf. The School of Health and Related Research (ScHARR) at Sheffield University is currently engaged in a project entitled PERIC – ‘Patient Electronic Record: Information and Consent’ see www.shef.ac.uk/uni/academic/R-Z/scharr/publich/research/patinfo1.html 

The report  suggests that patients have concerns about whom their information will be made available to; they expect health care professionals involved in their direct care to have access, but were not happy about the information being seen by GP receptionists and social workers. It was also suggested that there are variations between age and gender – females were more ‘unhappy’ for their information to be shared and elderly people were most ‘happy’ for their data to be released. A series of focus groups conducted by Northumberland Community Health Council in 2000, echo some of these findings in a report entitled, ‘Public Views on the sharing of personal medical and social care information’. 

Again, the majority of people did expect those health care professionals treating them to have access to their personal information (due to trust) but were concerned about GP receptionists obtaining access.   

Although these two studies reflect current research into the area of patient attitudes, there is a general sense of a lack of public consultation and debate.  An indication of this is the recent call by the Royal College of General Practitioners in a statement on confidentiality for a public debate on the topic of confidentiality, especially in light of computerised information (see http://www.rcgp.org.uk/rcgp/press/2000/9125.asp)

Views on this topic of personal medical information held in electronic form include worries about the misuse of health data, problems with privacy, lack of consent and subsequently a lack of trust in the confidentiality of the doctor-patient relationship. There have been many examples of how personal information is being misused – for example, Anderson (1996) illustrates the case of an insurance company in the USA calling in loans from those who had been diagnosed with cancer. In the UK, there have been recent reports of ‘hacking’ and information not being secure over the Internet, such as personal banking information. Denley et al (1999) cite the example of Sunday Times reporters being able to gain private medical records by paying a small fee to a commercial agency.  

There are several reports on attitudes towards medical information and a lack of involvement manifesting through lack of consent. Ruth Richardson uses the example of ‘tissue retention’ to point out that parents of children whose organs had been removed without consent would have agreed to ‘donate’ these organs if only they had been asked. The result of not asking has led to degradation in the trust between doctor and patient.

Examples from the media, which highlight an apparent discomfort with computerised medical information, include an article published in the Observer on 25 June 2000, ‘Lives ruined as NHS leaks patients’ notes’. Focusing on a lack of confidentiality and consent due to private medical information allegedly being passed around, the article states:

Doctors warn that scandalous abuse of records is now routine in the NHS, with dozens of different people in health authorities, local councils, universities, drug companies and medical schools being given access to confidential data.  Doctors fear patients would stop confiding in their GPs if they knew how many people would see their medical secrets.  

This is not simply a preoccupation of the mass media; many of the issues highlighted are reflected in academic and medical literature. The BMJ News quotes Donna Covey, the Association of Community Health Council’s director as saying:

“Most people visiting their GP, dentist, or hospital consultant assume that their medical information is confidential.  In fact this is not always the case.  It is in everybody’s interests that patients feel that they can speak openly and in confidence to their healthcare providers.” 

This view is echoed by the Royal College of General Practitioners; Iona Heath, Chairman of the Committee on Medical Ethics, issued a brief report on confidentiality (focusing on consent) claiming that “the public, as both citizens and patients, are mostly ignorant of the degree to which information is passed around on the basis of this dubious concept [informed consent]”. This report goes on to state:

“There are many reports of patients withholding relevant information from their doctors because of a fear that it will be divulged to a third party.  This profoundly undermines the quality of health care that the patient is able to access.”

Examples of such actions are highlighted in the press, especially in relation to the US. The Guardian (19 September 2000) reported on genetic testing in the United States in an article entitled ‘Who’s testing our genes – and why?’. The US Department of Labor is cited as finding that many women are avoiding screening for breast cancer due to the possibility that the findings would be disclosed in their medical records and become available to employers and insurers. The article concludes that many fears may be justified as “medical data are often treated as a tradable commodity, bought and sold by medical centres and insurance companies”. Mandl et al (2001), writing in the BMJ,  reflected views about patient control and medical data in the US.  

“Substantial problems arise if patients cannot trust that their medical data will be used only in the ways they intend.  If patients feel that they have no control over the fate of their medical information, they might fail to disclose important medical data or even avoid seeking medical care because of concern over denial of insurance, loss of employment or housing, or stigmatisation and embarrassment. Expectation of privacy allows trust and improves communications between doctors and patients.”

While there are differences in the US and UK healthcare system which may give rise to different views (or strength of feeling) on this subject, as well as to the actual practice of health care providers, these concerns may well have echoes in the UK. These views could potentially reflect and apply to patient’s perceptions in the UK.   

Having examined the rights to privacy, it also has to be acknowledged that there is an alternative view about what may be termed the ‘detrimental effects of confidentiality’. A column published in the Times on 27 January 2000,  entitled ‘Silence that could be a death sentence’ , examines the practical difficulties and detrimental effects of asking patients for consent to allow their information to be passed onto cancer registries. In short, if patients withhold their medical information, this may have serious consequences for future medical knowledge, in this case about cancer.  The column suggests that:

“It seems an ill-judged over-reaction by the GMC to put the notion of privacy and ‘patient confidentiality’ above saving lives. As a result of its decision, a significant pool of knowledge is already drying up’.”

A less strongly expressed example was published in The Guardian on 3 January 2000 (‘When doctors don’t know best’). Reporting that relatives of patients are expressing concerns at the “culture of secrecy” within the medical profession, it claims that ‘Do Not Resuscitate’ orders were assigned to elderly patients without their knowledge, highlighting a lack of patient and relative consultation. Some relatives argue that if they are the patient’s carer, then they should have access to the medical information.

Conclusion  

Clearly, there are many issues and conflicts within views represented by the public and on their behalf. Many of those expressing views can be assumed to be concerned not only with the immediate desire to do the right thing for patients and the NHS, but also with a variety of agendas: personal, professional, and political. Such views encompass the use of personal information held electronically and its potential misuse, attitudes towards medical information and a lack of consent, and a combination of these two themes directly relating to personal health information held electronically. 

 Such perceptions are in a constant state of flux and often exacerbated and brought to the fore via media coverage. This reinforces the importance of any EHR system being able to handle robustly the appropriate and secure handling of sensitive health care information while remaining able to fulfil the range of potentially beneficial uses foreseen by many.

Thus, privacy based on robust security inherent in clinical record systems is a fundamental  precursor of  patient trust, without which we can not expect patients and consequently clinicians to use the shared information systems which we fell have so much to offer in terms of improved patient care and safety within the NHS. Without this trust our systems will be worthless.

4. the Methodological APPROACH OF dDEHR

Introduction

In the DDEHR project, we have set out a coherent approach to approaching the design and implementation of a shared clinical information system for the NHS based on the sort of distributed and open approach which has allowed the commercial sector to develop systems and find new markets in a flexible and reconfigureable way on the internet in the 1990s. We set out on our project in 2000 with a conviction that through careful interaction with clinicians and other health service employees we could explore the problems and opportunities which shared information can and does bring, and then design an architecture describing the types of configuration of systems that would allow optimal opportunities economically to implement a coherent national EHR based on federation of compliant local systems. We assume that there will not be wholesale replacement of EPRs or their equivalent in different health care organisations but that these will be used as access points to coherent networks of information systems. In addition we anticipate that other systems, such as infrastructural resources and new national schemes such as NHS direct will be integrated in to this network. 

Ethical framework

We have carefully considered how that can occur in the light of strict and evolving rules and practices regarding the open sharing of information according to notions of genuine informed patient consent – that is the main thrust of this paper and a major foundation of our project. We have included in this final version, the security framework and EHR governance work (in sections 5 and 6 below).

The Animator

To capture this we have striven to include the opinions and realities of individuals, especially clinicians and opinion leaders, working in the NHS and where possible integrated Social Service teams.  We were aware that this would entail detailed discourse with clinicians and other staff who were not necessarily IT enthusiasts, as well as those whose principal role is the operational use of information systems in health.

We therefore designed an educational tool – the DDEHR Animator -  which helped people envisage and share the vision of what an EHR would or could be like situated in their worlds – it exemplified a real patient with a common problem, moving through different parts of the health service as his illness evolved. It allowed (and allows) people to start sharing a vision of joined up information and discussing how it might be or better be. It allowed richer discussion and views to be elicited from stakeholders – which in turn allowed us to reflect on our models and presentations and feed back altered or enhanced views of what could be achieved and how that might be approached. The animator will be available to see on the website by the end of July 2002.

Ethnography

We helped inform the design of the scenarios in the Animator by sending out sociologically trained observers – ethnographers – to observe in a formal manner, the working practices of clinicians and their supporting staff in their place of work. We could observe the importance of and attitudes to confidentiality and security of health information in real clinical situations in typical health service settings. We observe how current information systems (paper and electronic) were used, and sometimes noticed that they were not used. We could incorporate these realities into our thinking and the models we built of the information opportunities and problems and possible solutions in County Durham and Darlington. The report on the ethnographic findings related to the focus group evaluation of the animator will be found on the Durham and Darlington EHR website at the same time as this report.

Architecture

What is an architectural approach?

An architecture as used in our project sets out to describe classes of information based problems which are important in the domain of health  and solutions based on an understanding of the application of existing technology in a web-enabled world.  Such an architecture can not be arrived at by exploring the way we think about existing structures, systems and services.  The architecture is a special product in its own right. It is not a high level design but provides the framework in which we are able to generate and explore the range of possible designs and make choices between them.

The Durham and Darlington EHR project has done much of the work required to define such an architecture for the information and communications infrastructure required in the NHS. We believe that the results have a vital contribution to make at this critical time. Furthermore we believe that the solutions implied by the architecture will be flexible enough to allow reconfiguration as organisational structures change and new ways of working are adopted and uncovered.

Multi-projection approach

The architecture is rigorous and tested; its provenance  is described more fully on our website (http://schin.ncl.ac.uk/durhamehr/foundations) , and has been used in a number of national, European and international settings in non-health domains; clearly it has been reapplied in this project to the special circumstances of clinical information in a national health service. It allows us to consider our problems, needs and objectives quite separately from the solutions made possible by available technology. The multiple projections taken allow us to look at problems from the perspectives based upon responsibility – for example the ethical responsibility of confidentiality of patient information and caring for such information; and the understanding of information in context deriving from the provenance and attribution of information.

It is not so much a design as a framework for design, and multiple projections allow views from and for different constituencies of stakeholder – we need to discuss with and inform clinicians and managers, patients and planners, technicians and scientists. 

5. security framework for ehr 

Part 1

In this project we have consistently taken the view that the concept of an Electronic Health Record signifies more than a simple, or even complex, clinical information service. From the outset, we have asserted that an EHR could only come into existence and be maintained on the basis of a new approach to the architecture of the infrastructure and organisation of the Health Service. It must be considered in the light of new ways of thinking about, and delivering, co-ordinated care and new modes of co-operation in health care communities and networks. If EHR represents change, then we must be clear about the extent to which those changes are superficial, concerned merely with the adoption of new technologies to old ways of working, and the extent to which they are fundamental, representing new relationships and ways of working.

As we have seen above, Our approach to exploring these issues and possibilities has three components:

· An analysis of the policies and norms that are driving change – what is supposed to happen.

· An (ongoing) enquiry, through interviews and discussions with a wide range of health actors, into what their perceptions of care processes and clinical information uses are, and what they think they could be and, indeed, should be.

· A set of observations, through ethnographic interventions, of what happens in the contexts of care delivery and the generation and interpretation of clinical information. 

We do not consider that any one of these methods provides a quality of data which is superior or privileged, simply that there are instructive differences and commonalities which give us important insights into information needs and the ways that the use of clinical information is situated in care processes.

In each of these approaches, the issues of confidentiality and information governance, in one form or another, have emerged as very significant. The need for privacy and protection from harm through the misuse of clinical data is balanced by the need to share it in the interests of patient care, the clinician, the health enterprise, the service as a whole and also of several different sorts of external interest. We have tried to address at least some of these issues in this Framework deliverable. Now we wish to define and explore the conceptual and, to some extent, formal framework within which the range of policies and approaches can be expressed and discussed; these may well become inscribed in future technical systems and services. And, as we have seen, these inscriptions may range over what is intended in clinical and caring relationships as well as that which is actually performed.

The resource configuration architecture which we have proposed for EHR identifies a network of gateway systems and a network of portal systems. The functionality which is mapped onto these two classes of system has been characterised as access control and usage control. The gateway network – which may be implemented in a range of centralised, distributed or mixed configurations - is concerned with the reliable operationalisation of access rules expressed in terms of identities, assigned roles, access locations and classifications of data. It is the responsibility of the providers and operators of the gateway network to ensure that the identities and roles that are claimed  when users request access to clinical information are trust-worthy.

The portal network delivers a different aspect of security policy. It is at this level that purposes and responsibilities associated with care plans, pathways and service frameworks are represented so that the access and use of clinical information is auditable.
 In the portals, we see the local agreements and practices within and between health care entities inscribed and, while there will undoubtedly be principles, rules and practices which are applied at a national level within the service, there will also be scope for diversity and local practice to develop and evolve. This is a reflection in the architecture of the social and organisational principle that change and development are essential components of quality and effectiveness, and that such change and development can not be uniform in an environment as large and complex as the NHS.

It is also clear, from a systems standpoint, that concepts such as Care Pathways and the norms embodied in Service Frameworks, particularly where they are relevant to shared responsibilities and processes which cross organisational boundaries, are most appropriately inscribed within the portal network which represents a shared resource within the communities and networks which emerge from real transactions and shared care relationships. 

Natural Care Communities and Networks

In Durham and Darlington, we have observed a particularly complex and non-conformant relationship between the actual (and proposed) organisational structures and the “natural” networks of care delivery spanning primary, secondary, tertiary and social/community sectors. The former are derived from purely political and management action whereas the latter emerge from the patterns of real transactions in the delivery of care to individuals and communities.

This has a significant consequence on the structure of communications and information services to support care delivery. The patterns of requirements for information sharing in the delivery of care do not necessarily correspond to the patterns of requirements for information flows concerning commissioning and management. The pattern of definition, procurement and operation of ICT systems tends to be predicated on management needs rather than commissioning. Information flows concerned with the quality and coordination of care tend to be implemented using conventional channels and media – i.e. paper and voice. Immediately we have a significant discontinuity between the rhetoric of confidentiality and information governance in electronic systems and the realities of clinical information domains and uses. This is not only the case for sharing clinical information across organisational boundaries but is also the case within many health enterprises, particularly in secondary and tertiary sectors.

Conclusion: There is a very significant difference between the security and confidentiality framework appropriate for systems which support care delivery and those that support management and administrative processes (including clinical governance). At present, in many health care contexts, ICT based systems do not support the delivery of individual care and, even when they are accessible in clinical contexts, are not used for this purpose. 

The structure of a security framework

One of the most important elements of a security framework is the set of concepts that it provides. It is by means of these concepts that rules and principals can be expressed. Since these rules and principles have to be operationalised in real systems, the concepts have to do two jobs:

· Re-express and represent the rhetoric, aspirations and rich pictures of policy in a consistent and efficient way, and,

· provide a basis for a formalising a  system of rules and protocols which can be implemented in a security model
.

The body of this deliverable is split into two parts. 

Firstly, the concepts of the units and domains of trust are considered. This is concerned with:

· Who, individually and collectively, is trusted,

· Temporal aspects of trust,

· The representation of purposes and justifications for use,

· The relationships between consents to treatment and consents for information use.

The second section presents a scenario, based in Accident and Emergency, which provides an outline use case. This is then analysed in terms of information and message passing to develop a set of requirements on a support infrastructure.

A series of appendices are attached which relate to this section,  providing a survey of current products and technologies which are relevant to the implementation of an EHR infrastructure, a survey of the plans and initiatives to deploy these technologies in current IA/IPU activities.

Granularities of trust

This section places trust as the central concept in clinical information governance
. It is a prerequisite to consent, whether explicit or implied, and it is what is at stake when failures and breakdowns occur. Granularities, that is to say the different size of the units over which trust is given and received, are very significant. They range from the very large scale (considering the trust that society as a whole places in a national health sector, the scientific community and the drugs industry) to the trust exhibited and experienced between individual patients and doctors. The former is largely conditioned by mass communications, while the latter depends on somewhat more stable social and cultural norms.

Who or what do we trust?

The traditional, Hippocratic view, situates trust at the individual level. The practicalities of modern medicine, however, mean that, even if the responsibility is individualised, the reliance on the appropriate use of information is collective. There are two ways of considering this:

· The care team concept where there is considered to be a strong mutuality and commitment between members and it is this that warrants the trust of an external party.

· The health institution concept where a structure of control and governance is the warrant for dependable behaviour.

These approaches are not, of course, exclusive. In both cases, the issue of scale and distance are important. The individual practice, the cottage hospital, the community health team, for example, represent very different propositions for trust than the large, multi-hospital “Trusts”, the Health Authority or a Government Department. 

Temporal aspects of trust

For the patient, the relationship with the Health Service is usually episodic. It is structured into units which have initiations and closures and what is regarded as a single episode may be made up of a series of possibly overlapping sub-episodes. Some of these units may be short, unified and finalised whereas others may be long drawn out and inconclusive. It is these events and transitions which mark the boundaries of contexts and, if the future use of information is to be governed by rules and permissions which are significant to the subjects, then these contexts must be recorded and preserved along with the content
. It is also concepts of time which are an important factor in the definition of emergency, acute, chronic and palliative care which, in turn, represent different contexts and requirements for information access, exchange and use.

Individual identity and corporality transcends this episodic health career and certain information generated in that process becomes part of my definition of me rather than a factor which was relevant to an episode in my past. Thus, my rehabilitation after an MI may have been completed six years ago but I may still think of myself as one who has had a heart attack and as a sufferer of CHD. Alternatively, I may regard this as a closed episode which has no relevance to my current well being. These attitudes will colour my response to consent to the access to and use of my record.

Finally, clinical history has a range of different sorts of longitudinal significance to clinical processes. For example, the fact that a person had a termination of pregnancy at the age of 16 may be something that she has put behind her and does not want reminding about, and even less, shared with others. The information may, however, be of material significance in some aspects of her care for the rest of her life.

There has been much debate on the issue of when and how patient consent to information sharing should be elicited. Experience indicates that public opinions will not be static in these matters and that whatever the majority feels and, at any time, there will be a minority who will hold a contrary view. 

Our assertion here is that the conceptual framework which informs the usage control and auditing functions of an EHR must be rich and expressive enough to allow the results of these shifts and diversities to be accommodated. We can not build a system which requires universal agreement and stability to work because neither of these is attainable.

We can, however, state a principle which is unlikely to change: if people are going to be asked to make a significant decision then this must be in a context where they recognise its significance to them. It is for this reason that we associate the joint publication of a set of emergency EHR information in the scenario in Part 2 with the significant event of diagnosis of coronary heart disease and the induction of a patient into a national service framework. The patient is presented with an immediate and cogent argument about why doing so is in his interests. And this is significant because it represents the initiation of a highly significant new episode in his health care career.

Justifications for information use

Auditability is one of the main factors that links trustworthiness in information sharing relationships and the dependability of communications and information systems and services. This is the property which not only ensures visibility – clinical information can not be accessed and used in secret - but also underpins accountability at two levels:

· It provides the means for recording the links between claims and requests for access and instances of access.

· It provides the means of monitoring anomalies and mismatches between these two. 

The example of an EHR rule given in footnote 2 at the beginning of this section2 illustrates this. If the access to clinical information was related to a medical emergency then either it might have resulted in a resolution, requiring the primary care carer to be notified of attendance, or it would have resulted in an episode of acute care, in which case there would be an admission. Suppose that there is no care path which admits of a third option. If, as a result of clinical and administrative discussions, we introduce a third option, called <false alarm>, then we introduce a new failure mode and must consider appropriate countermeasures against abuse. We might, for example, consider maintaining a tally of the number of false alarms invoked by each clinician and use this as a parameter in regular information governance reviews. 

If we attempt to represent clinical processes in functional terms, as is the case in the conventional workflow, we are forced to  produce more and more elaborate meshes of exceptions and overrides. These rapidly become unmanageable. If we limit our representations to what is simple and manageable then we produce rule sets and procedures which are rejected as naive and inadequate. Just as a simple database paradigm is inadequate for the representation of clinical information, simple steps and choices concepts of the workflow paradigm are inadequate for the representation of clinical processes. Workflows specify what happens but not why it happens and this is required if EHR is to be auditable.

Information and care

We have discussed the episodic nature of care delivery over a lifetime and explored the relationship between initiations and closures and the contexts of use of clinical information. There are concepts which are logically prior to that of an episode. It is in the context of a health issue or problem that the  responsibilities for diagnosis, prescription, dispensing, administering and counselling are situated
 and it is the exercise of these responsibilities which constitutes an episode. For closure, all of the responsibilities must have been discharged. The activities that are planned and executed, are intended to be interpreted as this discharge of the responsibilities.

So, we have one sort of description of what constitutes an episode in which clinician–patient relationships and responsibilities are structured into component responsibilities and another sort of description of an episode in which the patient says this, the doctor says that, the patient does this and the doctor does that. When the doctor administered a GTN tablet and the patient said that the pain was much better, several responsibilities were being exercised and discharged: this action was, at the same time, an act of differential diagnosis and an act of treatment in the sense that if you asked the doctor to justify what he did, he would do so in the following terms: the patient was in pain and I needed to manage that, I suspected angina and the outcome went some way to confirming this.

The logic of some responsibilities implies partial or complete ordering, and the process of care delivery involves planning and re-planning of sequences of real actions which are feasible in the care situation and which correspond to an appropriate discharge of logically interrelated responsibilities. The patient is a participant in this planning process in a number of senses.

Firstly, the requirement for informed consent to treatment means that the patient must explicitly or implicitly perform acts of submission to treatment. 

Secondly, the plan represents a commitment to future activities which may involve responsibilities for care being allocated to various third parties. Rationality dictates that the acceptance of such responsibilities must be accompanied by rights of access to the resources, including information required to discharge them.

Thirdly, the production of a plan may be responding to the composition of a number of responsibility sets. Thus, “I am your consultant but I am also the teacher of these students. Can I combine the plan for your care with the plan for their education?” Here a single set of activities might have quite distinct contexts of interpretation and the patient may, for example, consent to be an examination paper or a research subject.

Conclusion: Informed consent to treatment and consent for the use of clinical information are two distinct things. However, they are both closely related through the process of clinical encounter and care planning. The planning process treats episodes in two ways: 

· as context in which responsibilities are created and discharged and 

· as choreographed and executed behaviours. 

Governance of both clinical process and of information use seems to require that these distinctions, and the relationships between them, must be maintained if the information system is to deliver the level of auditability required by the EHR security and confidentiality framework.

The conceptual framework for security in EHR

The purpose of the first part of section 5 has been to raise the issues and arguments which support the idea that a simple form of differential access control is not adequate to protect the interests and achieve the aims of a EHR. While it does not claim to characterise the range of ways that people, whether clinician or patient, think about clinical information and its use, it is intended to demonstrate that these thoughts and considerations are complex and subtle and are not amenable to re-expression with the blunt tool of subject – object security models.

In particular, the idea of usage control which encompasses the purposes and interests of the generators, interpreters and subjects of clinical information requires at least the following concepts to be inscribed in the rules and procedures which are implemented within the EHR infrastructure:

· The structure of a health career in terms of encounters and episodes, and problems and conditions, which can be understood across different sectors and contexts of care, and which signify units of initiation and closure.

· The types of patient - clinician relationships such as palliative, acute, primary, emergency, etc.. which signify the range of clinical contexts.

· The modes of shared care relationships, such as care team membership, referer – referee, clinician – support role (pathologist, pharmacist, therapist, etc.)  which define the roles and relationships of parties in clinical transactions.

· The clinical transactions such as referral, ordering, discharge which provide the structure of an episode of care and which are instrumentalised by clinical messages.

Appendix C presents some theoretical considerations regarding the computational structures which are implied by this range of both intentional and extensional concepts and the means by which they may be represented within technical systems. In part 2 of this section, we will attempt a pragmatic approach to the problem  of expressing the dependability
 requirements on an EHR and the infrastructure that delivers it. We will also review the architectural implications of these requirements and the products and technologies which are available for implementation.

The architectural context

Throughout our work in this project, we have used a projection oriented approach to representing systems architectures. This approach recognises that if we want to be able to assess the coherence of our representations of systems then we need more than one sort of representation. We need to be able to discuss different aspects of the system in different views and we also need to be confident that these views are, in fact compatible with each other. We have developed quite detailed enterprise models which identify how we structure responsibilities and relationships and how these relationships get implemented in conversations in which the content of instruments is generated and interpreted.

We have developed high level functional models which define what behaviours need to be executed and the data flows which result. We have also produced what we have called a resource view of EHR which defines the different classes of physical systems which need to be deployed.

Our consideration of security issues within this deliverable leads to a need for a final type of architectural projection. We call this a technology view. This identifies high level capabilities: such as databases, transaction management systems, and cryptographic services (encryption/decryption) and it provides a framework within which they may be deployed.

In this view of the architecture, we see (for the first time in our explorations in EHR) issues such as capacity and time being represented explicitly. The technology view must, however, remain architectural in nature. It should not prescribe solution approaches but should provide the language configurations and components with which the whole range of feasible solutions can be expressed and evaluated. Thus, in the context of a progressive procurement and roll out, involving many competing suppliers and many procurers who may be closely co-ordinated or may be entirely independent, a common technology projection, together with functional and resource views, provides a means for fostering and promoting coherence in diversity. However, an effective common architecture which delivers the right level of abstraction which remains generic, will provide a means of avoiding the inflexibility of monolithic approaches,  and maintains the possibility of creating infrastructures which are able to respond to change through re-configuration, re-partitioning and re-federation rather than through expensive substitution and redesign.

An outline technology projection for EHR

We will construct our technology projection
 out of a number of quite conventional constructs. The base component is an application implying an association of interactional, computational and data management resources dedicated to a purposes An application may be distributed in a number of ways: it may be mapped onto a set of local or remote resources.

An enterprise contains a number of distinct applications and these may be jointly distributed in a number of ways. Assuming that these applications share and exchange data, there are two extremes of integration through distribution possible:

1. The data centred approach where all the data management resources are pooled into a data warehouse and the individual interacting computational resources are local to their users
.

2. The message exchange approach where each application maintains its own data and sharing is a result of message passing and transactions through a common message hub.

These are represented in Figure 1.
These positions are, of course, based entirely on the technological options available. In the past, technological limitations have been the major determining factors in selecting an approach: now, with the storage capacities and bandwidths that are available, choices are based more on enterprise and political issues such as the “ownership” and control of data.
Real systems, of course, often exhibit a hybrid distribution, relying on both elements of database integration together with elements of common message and transaction management.
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Figure 1

Real systems are further complicated by the fact that the data warehousing and the message/transaction management systems can themselves be logical rather than physical and may be replicated and distributed to meet independent systems objectives such as performance, resilience or survivability. Thus, in Figure 2, several of the applications which are integrated through the common messaging and transaction services could themselves be date warehoused enterprise systems. It is not a question of choosing a single configuration but of meeting a range of local information governance, management, performance and cost requirements which may vary among the enterprises which are co-ordinating their activities across networks.

Deploying security technologies

At this stage, we simply represent the security technologies as an element which sits between the user technologies and the data managing technologies. In the case of the data oriented integration, it corresponds to access control to the warehouse. In the case of the message and transaction oriented system, it represents a mechanism which is interposed between each data holding domain and the shared message and transaction domain. In each case, the security technologies are seen as encapsulating and protecting the data repositories but, in the second case generates some specific requirements if the economies and externalities of this approach are to be realised.
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Figure 2

Clearly, if each of the applications has to maintain its own rules and mechanisms for exchanges with each other application that it might need to interact with, then there is scope for considerable incoherence and inertia as well as combinatorial and performance problems. If, on the other hand, all of these rules and mechanisms are infrastructuralised in the message and transaction system, there is a considerable loss of autonomy and local control without, necessarily changing the local responsibilities for custodianship.

Thus , from a logical point of view,  the security architecture is concerned with the balance between local capabilities and shared capabilities and this corresponds to the options for sharing of custodianship responsibilities. These translate into a distribution policy represented in figure 3.

In the final phases of the project, we will extend and detail the technology projection of the EHR architecture based on this initial framework.

Part 2

An A+E scenario to illustrate the EHR security framework

The following scenario presents an envisaged sequence of interactions and transactions between systems in NHS Direct, the emergency services, the A+E department of a hospital and primary care and community record systems. It is intended to illustrate some of the relationships between technical issues and requirements which must be addressed in the provision and operation of an EHR infrastructure and the clinical issues associated with the delivery of care.

A call is received by NHS Direct, the call handler establishes the name and location of the caller and that this is a case which needs to be passed to  the triage nurse. The triage nurse establishes that an emergency call out is warranted – on the basis of a reported crushing chest pain which has been experienced for several minutes – and issues a request for dispatch of an ambulance. A unique incident identifier is now generated and transmitted to the ambulance on-board system by the Emergency Services dispatching system.  The ambulance/crew identifier as well as the incident identifier is forwarded to the triage nurse session at NHSD. 

In some circumstances, the first on scene paramedic may not be the unit which delivers the patient to A+E; more than one unit may be in attendance at a single incident and there may be multiple patients. 

At some point in an incident, the fact that there is another incident active in the system which is in fact identical (i.e. same patient) may be detected and the incidents must then merge.

The first identification of the patient may take place at the scene of the emergency, e.g. an accident. Is there a requirement and possibility of linking to any EHR at this point either through a dialogue back to base or remote mobile access. Could this be done during the journey to hospital?

The triage nurse asks the patient if he has had similar pains in the past and finds that the caller has been assessed and treated by his GP for angina. On this basis she issues a search on the EHR portal and finds the patient’s emergency EHR. Access to the portal was granted on the basis that it was from an verified work station on the NHS Direct CAS system and this nurse is logged on for this session. 

The fact that the patient is diabetic but has no allergies is designated as appropriate emergency data (para-medic) in the EHR and the triage nurse transmits this data to the ambulance, which is now on its way to the patient. The system uses the incident/ambulance identifier because we are still in the same session.  The reception acknowledgement from the unit includes the GPS data and Estimated Time of Arrival at at the patient's address. The nurse tells the patient, who is still on the line, that the ambulance is now 4 minutes from his home.

The nurse sees, in the EHR record,  outstanding bookings that the patient has a booking for an exercise ECG in a couple of weeks time. She issues a notification of change of circumstances to the clinic secretary which includes a certificate to access the current emergency incident information for the consultant at the clinic.

Meanwhile, the ambulance arrives and the NHSD call is terminated.

A report from NHS Direct is generated and forwarded to the patient’s GP. This includes a certificate which will be recognised by the hospital  record system and the information that the outstanding booking, which originated in the practice, may have been modified because of the emergency events.

The receptionist/ward clerk in the A+E system accesses the patient EHR using the certificate issued from the NHSD triage session and assembles relevant records of the A+E doctors ready to receive the patient. 

The patient is stable and is taken to the hospital. On arrival, the on-board system passes relevant patient and incident identifiers to the A+E system. 

Verbal confirmations of identities are undertaken on the way to the treatment room and the computer admission is confirmed.

Establishing the emergency record

For our scenario to work, the emergency EHR information must have been put in the EHR in the first place. This was achieved through the following events, several weeks before the emergency incident described above:

Mr Jones has presented to his general practice complaining of chest pains and, after some investigations, has been diagnosed as having Coronary Heart Disease. He received some counselling and advice from both his GP and the Primary Care Team coronary heart disease nurse practitioner, who explained the concept of National Service Frameworks and also the way the electronic health record system could improve the quality of his care, including in an emergency. As a result of this, he agreed, jointly with his General Practitioner to the creation of a shared EHR record.

The GP system automatically generated a proposed record which included the following data:

· Mr. Jones's demographics

· His major relevant health status: ie Diabetes mellitus (since 1996) and Coronary Heart Disease (March, 2004).

· Allergies: None

· Blood group and other basic data.

· Current prescribed medication

· Current bookings

· Indication that no ECG or image data is (yet) available on-line

Mr. Jones and the GP reviewed this information and Mr Jones was given the option to fill in the following entries:

· Next of kin details

· Religion

· Organ donor wishes 

· Treatment preferences

· Statement of the scope of the permission to extend, access and use this information.

At the end of this session, the document was signed and sealed electronically by both the doctor and the patient.

Architectural implications

This scenario is not complete: its purpose is illustrative. It is based on a range of information drawn from discussions with A+E practitioners and staff, the observation of their activities in our ethnographic work and on normative and policy sources. The message passing aspect of the story is illustrated in Fig. 3 which shows the configuration of the interactions between the six organisational entities involved. One of these is the “EHR Service”. This is the organisation that operates the EHR portal which is defined in the resource view of the EHR architecture.

Although the representation is static, the messages are ordered in time and they fall into three categories:

1. Clinician – patient interactions,

2. Clinician – Clinician messages in which the responsibility for care is being transferred or shared in some way,

3. Clinician – record system messages where the records may be regarded as internal to a health care entity, i.e. EPRs or shared, EHR.

If we take a conventional view of implementing an infrastructure to support these messages and interactions we would map the first two on to communications services and resources, such as the public telephone service and electronic messaging, while the latter would map onto information services implemented with database technologies. However, the relationship between these three types of interaction is more subtle and complex. For example, accesses to the EHR service are enabled and justified as a consequence of clinician – patient, patient - clinician and clinician – clinician transactions. Even though messages passing between entities in figure 1 may not be represented as involving the EHR service directly, each one of them has an implication on EHR content or on the distribution of rights of access to it. It is for this reason that we must reconsider the nature of the infrastructure to support shared clinical information in an EHR. We have maintained that EHR is not simply another clinical information system but that it implies a new approach to the provision of health care ICT infrastructures. It is clear from this analysis that the nature of this new approach is one which extends concepts of communications and information service to one of “structured communications”.
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Figure 3

Structured Communications: a definition: 

A communications service delivers content – which is not interpreted by that service – from a source to a destination, on time, and intact. An information service delivers the content which is requested in the form required by the recipient. There is a third type of service, which is intermediate, which we will call a structured communication service. In this service, it is not just the identity of the communicating parties but also their roles and context which are interpreted by the service. Because this information is made explicit, new possibilities for the allocation of responsibilities to shared, infrastructural resources become available.

A new generation of distributed transaction management and workflow middleware is beginning to deliver some structured communications capabilities in commercial systems practice, although these are, as yet, relatively simple and inflexible. They allow us to “programme” policies and rules of operation within and between enterprises and also support dynamic reconfiguration of boundaries and resources. As yet, they do not deliver support for the dynamic reconfiguration and renegotiation of these rules and policies themselves. 

EHR implies at least the adoption of first generation structured communications capabilities in the provision of ICT infrastructures in the Health Service. But this adoption also has profound implications on all the other areas of health infrastructures, whether they are considered local, community based, Authority based or National, because it places all of them in a new architectural context. At the level of the individual trust, for example, it implies that the enterprise architecture is built round the message and transaction management capabilities rather than round a data warehouse and the emphasis becomes one of provision of both internal and external service interfaces rather than one of supporting internal data handling functions.

Requirements on the underlying services

The A+E incident scenario described above requires that a set of structured communications take place between independent systems which implement a complex, multi-party transaction. At the same time a series of physical movements and exchanges take place and the information in the systems must dependably and uniquely reflect these events. Many similar incidents are being executed at the same time and the integrity of the information associated with each incident must be maintained. This is the basis for the unique incident identifier.

Some of the transactions are long lived – weeks or even months – and in all of them, timeliness is important. In an accident and emergency department, the duration is expected to be a few hours and the episode is expected to terminate either in a transfer of care to another health care entity, or in the discharge of the patient back into the community, along with a notification to the GP. It is a required property of certain transaction messages, such as the change of circumstances message to the clinic, that they have a time-out parameter attached to them. If they are not cleared by the addressee within this period then an appropriate notification will be generated and issued automatically. This requirement is to ensure "live data": that is to say that the representation of a transaction within the system does not get stuck in a state that is not a valid terminating one.

Many of the messages transfer or add a right to access specific data in the EHR onto the recipient. The recipient is, in general, a role holder within a care pathway which is associated with a specific health enterprise. The registers of the users, expressed in term of individual and organisational identities and claimed role must be resolve which individual, at which time and place, qualifies as the role holder and is granted access rights.

Each access to the EHR data and each message which contains such data must be logged and auditable. The audit trail must be able to reconstruct all the information generated and interpreted in a workflow (in this case the emergency incident which starts with the call to NHSD and ends with the transfer or discharge from the A+E unit. It must also show the identity of the role holder, the role in the care pathway/workflow, the time, place and content of each interaction.

The auditing environment delivers two functions:

· The monitoring and notification of individual exceptions and breakdowns,

· The compilation of aggregate data relating to units and to individual clinicians for the purposes of clinical audit and governance.

Delivering dependable and secure access and usage control

A workflow is a set of rules and procedures which define sequence of activities designed to achieve some objective. Workflows can be rigid and inflexible or can be relatively flexible and adaptable. While attempts to formalise clinical processes can be problematic, where care pathways cross organisational boundaries, responsibilities are passed on and shared, and information and communications systems are deployed to support these processes, then it becomes essential that the rules and procedures are defined and agreed beforehand. (This applies even in, and perhaps especially in emergency planning.) It is through such formalisations that the agreements to co-operate and to share responsibilities are reified and operationalised. Workflows which implement agreed care pathways are what constitutes a managed care network.

The first generations of workflow support operated within single domains of management and were based on concepts of a single point of control. They were deployed in the context of single enterprises or for transactions within supply chains which had a single, dominant operator.

Current technologies allow for much more flexible and distributed configurations of more or less peer organisations who necessarily share some common infrastructures and have mutually trusted third parties who deliver certain services, but who, nevertheless, take responsibility for their own participation in agreed patterns of transaction and information exchange.

The technologies and services which support these modes of working fall into three categories:

· Public Key Encryption (PKI) which offers confidentiality mechanisms but, more importantly, supports the generation and exchange of dependable certificates. 

· Distributed middleware technologies which support dynamically re-configurable distributed systems in which new components, services and resources can be added or removed without the need to re-programme or reschedule.

· Embedded protocols which ensure that distributed activities can be reliably co-ordinated and that, for example, multiple copies of data can be guaranteed to stay coherent.

These technologies are deployed in a series of middleware services and it is out of these components that distributed workflows, such as the one we have described in our accident and emergency scenario, may be constructed and delivered. 

Middleware services

Middleware services fall into three categories depending on their technological basis: the first group, based on PKI technologies, includes:

· Authentication to verify claimed identities,

· Signature to verify the origin of messages and the data they contain

· Non-repudiation which provides reliable evidence commitments

· Notary which provides third party witness

These services are in addition to the confidentiality service of encryption.

The second group is based on transaction technologies which ensure that complex, multiply located computations are completed properly and, in the event of failure, that the state of the systems can be rolled back to the starting condition. A transaction service handles individual changes while a workflow service manages complex, long lived and possibly nested sequences of transactions.

The third group of services is concerned with the mechanisms for publishing information about changes in a distributed system among the components of that system. These are sometimes referred to as “trader” services and include registration and directory services which allow new service (including content) offers to be introduced and modified dynamically.

A further level of services is constructed out of these services such as settlements, and audit trail management.

Implementing the middleware services

There are three mechanisms by which the middleware service we have identified can be implemented and delivered in a heterogeneous, multi-supplier infrastructure: 

· Through shared software components which are standardised and mandated in any system which belongs to the network. In an openly procured environment, such software could be Crown Copyright or Open Source. This approach is appropriate for functionality which is performance critical and heavily used.

· Through the deployment of replicated devices and capabilities within the network at the gateways and points of presence.

· Through third party servers which deliver a published service.

Appendix C provides a survey of current practice in the implementation of distributed middleware in commercial contexts such as e-commerce and in  intra and extra-nets. It identifies the key standards and products which are established within the marketplace, the relevant technical standards and provides an initial assessment of the maturity and viability of current products and technologies.

6.Towards a Governance Architecture for Durham and Darlington EHR
1.  Background and Introduction.
This Westlakes Research Institute (WRI) study, which has been carried out for the Sowerby Centre for Health Informatics at Newcastle (SCHIN), comments on issues bearing on the governance of an EHR in Durham and proposes an outline for a governance architecture for such records in the NHS.  This short study aims to be consistent with a key objective of the main Durham and Darlington Electronic Health Record (DDEHR) project which, whilst conducted in the former Durham and Darlington health Authority area, makes points of wider relevance to EHR implementation nationally.

The DDEHR project involves the architectural design of shared infrastructural solutions joining multiple organisation specific Electronic Patient Records (EPRs) into one overarching and shared Electronic Health Record system.  It involves patient sensitive material being widely shared and disseminated among a community of health care providers, including clinicians, the Strategic Health Authorities, NHS Trusts, patients, and their representatives..  The development of a lifelong “cradle to grave” EHR raises many important issues in healthcare, overlaying existing organisational structures and informational systems and providing new possibilities in the use of information in healthcare resulting from the integration of existing Electronic Patient records (EPRs) and written or paper - based health records.

This report is based upon a series of face-to-face interviews with professionals involved in practice and policy, whose work gives them an insight into and who may ultimately be involved in the development of an EHR in the Durham and Darlington area.   It is also based upon ongoing applied academic work carried out at the WRI into governance, public opinion and public policy in contemporary Britain.

The term governance refers to a pattern or structure which emerges from actors engaged in self-organising, inter-organisational networks characterised by degrees of interdependence, resource exchange, rules of the game and significant autonomy from the state (Kooiman, 1993; Rhodes 1997).  The reality of governance in many sectors is a complex mix of both top-down government, based upon authority, and informal non-governmental mechanisms, including network relationships based upon trust, as governments and a range of organisations in public, private and voluntary sectors work to address complex issues.  

Governance is both a descriptive and an analytic term (Kooiman, 1993), often referring to both a process of interaction as well as the outcome of that process; and there is also a normative aspect to governance, in that it may refer to the selection of desirable patterns of interaction between actors (Kooiman 1993).  This normative aspect of governance informed the methodological basis of this study (see 1.1 below) which involved asking actors involved in the governance of written and electronic health records in the Durham and Darlington area what they considered to be an appropriate and workable architecture or structure for an EHR.  The term architecture, in this context, referring to a plan or map of what kinds of interactions, and actors, are appropriate for the development and implementation of an EHR.

In this report, drawing on John (2001) Rhodes (1997), Hood (1991).and Rosenau (1992) we refer to governance  as a mode of public decision making involving multiple organisations from public, private or voluntary sectors in a mix of vertically and horizontally configured relationships and in a context of issue complexity and public scrutiny.  Governance describes a flexible pattern of public policy making and implementation which involves both state and non-state actors.  The concept of governance is also related to a number of key themes currently bearing on British public policy in general, and to which the EHR project closely relates including, a shift towards privatisation; a desire to reduce the amount of public spending; and the use of information technology in the production and distribution of public services.

Healthcare is a key issue in contemporary British politics; it is also one of the most salient.  Moreover, health care policy, provision and processes are areas under intense media and public scrutiny.  In an area as sensitive as individual health records, the governance structure must reflect the need for a publicly acceptable, robust and rigorous system for acquiring, storing and disseminating sensitive patient information that involves a network of organisations operating under close legal scrutiny.  The development of an EHR would overlay existing organisational and professional structures, but it may well create the need for new ones.  Patients and physicians have formed the heart of the information need in the NHS, but in the context of new systems of governance, with a drive for greater planning, performance measures and efficiency, there are new reasons for information to be acquired and stored, and wider access to information for new non-clinical groups is an important motive for the development of an EHR.  This need for multiple access to electronically stored, sensitive, patient-identifiable information raises a key issue in the design of a governance architecture, relating to the balance between access and usability on the one hand, and consent and confidentiality on the other.

1.1  Methodology.

This study comprised three stages.

i).  A literature review and discussions with the EHR project tem at the Sowerby Centre for Health Informatics at Newcastle, leading to the development of a preliminary model of an EHR governance architecture.

ii). Interviews with policy makers and clinicians in the Durham and Darlington area (names supplied by the EHR Project Team) using the model developed in (i) above (see Diagram 1) to focus and structure the interview.  These interviews were carried out face-to-face with the interviewees in their offices during May 2002.  In these interviews, drawing on Kooiman (2000), we focused upon the interaction pattern, the actors who should play a role in those interactions, and the constraints which would and should bear upon those interactions.

iii).  A synthesis of the findings of the interviews and the development of a revised governance architecture model (see Diagram 2).

2.  Key issues in the development of a governance architecture.

In the design of a preliminary EHR architecture, a number of key issues were taken into account.  Following Rhodes (1997) three key issues were seen as significant in the EHR’s governance.

i).  Fragmentation.  As envisaged, the design and implementation of an EHR system involves multiple actors including GPs, Consultants, Primary Care Trusts, Acute Hospital Trusts, Mental Health and Learning Disability Trusts and Social Service departments.   In addition, there are other organisations and roles who may have access to patient sensitive information, including the private health sector and a range of other care providers may require access including, for example, fertility clinics and charitable organisations.

ii).  Steering.  Given the multiple and heterogeneous nature of the EHR community  care needs to be taken with the process by which the EHR system will be steered and guided. 

iii).  Accountability.  Institutional complexity, such as is envisaged in DDEHR, may obscure who is accountable to whom for what.  In addition, there appears to be a duality of accountability in an EHR architecture upward to government and political authority, downward to patients and consent (remembering that patients and politics may be closely connected).

These key issues were considered at three levels of analysis of the EHR  which formed the basis of the preliminary model of the governance of an EHR, shown in Diagram 1 below.

2.1.  At the level of the individual, the subjects whose health information records, in electronic form, forms the basis of the EHR. 

Patients are the primary stakeholders (Weiss 1998) in the EHR in terms of the information contained in individual health records, and patient consent to the uploading of the information to create EHRs is absolutely vital.  Without patient consent there can be no EHR.  It may be that the patient as a subject has a view of the EHR which will be influenced by the degree of trust held in the actors involved in the use and maintenance of EHRs.  The public perception of EHR, the actors and their roles and responsibilities, will, therefore, play an important part in its governance.

In terms of its governance, patient consent is at the heart of a health record system and, through the Data Protection Act and other instruments, patient consent and confidentiality form the basis of individual trust and, in the breach, organisational liability.

2.2.  At the level of existing organisations. 

As envisaged, an EHR system architecture would overlay, and integrate in new ways, existing organisations and organisational relationships.  Each of these organisations have their own existing, distinctive, relationships with patients and keep organisationally separate data in written or electronic form.  GPs, for example, may form strong trust relationships with their patients, possibly achieved over several decades of personal, professional and social contact.  The EHR will attempt to link these separate but interdependent organisational record systems.

At the organisational level, two governance and operational options appeared to present themselves.  

2.2.1. Firstly that the EHR structure would emerge out of pre-existing organisations and inter-organisational relationships, perhaps in the form of service level agreements between the organisations.  

2.2.2. Secondly, that the EHR would be imposed on these organisations by a statutory body or legislation changing their terms of reference and remits.

2.3  At the system level.

The EHR would require integrated, shared services bringing together material from a range of organisations.  It may be that the EHR itself becomes an organisation, a special purpose body either in the form of a network management device, based upon existing information systems, or that it could be managed by a stakeholder group representing the primary stakeholders (that is those with a direct stake or interest in the information held in the record).  It may be that the development of an EHR as an information system may involve the setting up of a new organisation within the NHS.

These observations were incorporated into a preliminary EHR governance architecture model shown below as Diagram 1.  This model incorporates consent in the form of patient relationships with the individual record generators and holders, authority, in the form of hierarchical authority-based relationships between those users and holders of information and the Department of Health and Strategic Health Authority.  It also incorporates service level relationships between the organisations involved in its implementation.  It is centred on a stakeholder partnership comprising organisations involving in the EHR which derives authority top-down from the Strategic Health Authority and Department of Health and “bottom-up” consent from patients.  This is broadly consistent with a model proposed by the DDEHR project team who have arrived, independently, at a similar governance architecture.

Diagram 1.  A preliminary EHR governance architecture model.

This model is a summary of the organisations and relationships which may be involved in the development of an EHR.  This diagram formed the basis of the interviews with individuals involved in health information policy in the Durham and Darlington area who were asked to comment on this structure.  Broadly, it was well received, but it became clear that there were a number of significant shortcomings with this preliminary model.  These are discussed in section three.

[image: image1.png]Dirhan’.~mm
Darlington

electronic health record




3.  Findings.

The interviews revealed a broad consensus about the importance of the development of an EHR and that existing patient record systems were not optimised in their relationship with the information needs of health policy makers or with policies (such as health improvement programmes).  In addition, the requirements of performance related schemes and clinical governance were poorly provided for in the present scheme of things.  In the present system, much of the information was neither widely accessible nor useable by a range of clinicians (in emergency services, for example) or in health policy making - even in anonymised form.  It became clear that new modes of health policy and planning, the mobility of patients, the range of health providers, from GPs, to accident and emergency services, and also the needs of other providers of treatment such as private hospitals and fertility treatments (many of whom require access to high quality, accurate data (often in near real-time) were not being met by the present system which was very focused upon the professional needs of first contact clinicians, and the need for patient confidentiality and consent.

Seven key points emerged from the interviews.

1.  The complexity of health care delivery.  The initial model did not fully recognise the complexity of health care delivery.  It needed to recognise the increasing degrees of privatisation and consumerisation of the purchasing and provision of health care in the UK.  An EHR would need to incorporate private sector health care plus dentistry and opticians, and such organisations as human embryo and fertilisation services.  This diversity in individual patient health care history was a reason for the suggestion of a top-down EHR agency; there were just too many organisations potentially involved in an EHR to leave the implementation to a stakeholder partnership.

2.  The central role of GPs and Hospital Consultants.  The interviews revealed that in the implementation of an EHR these roles are absolutely key.  Indeed, the axial relationship in the EHR would be between patients and clinicians and those clinicians and the EHR.  This would require that GPs, consultants and their professional bodies would be reassured and convinced that the development of an EHR would make a significant contribution to the care of their patients. It was felt by a number of the interviewees that clear proof of benefits in terms of care would be the most significant argument in securing GPs and consultants acceptance of the EHR.  In addition, it was also felt, especially among the PCT interviewees, that the axial relationship in the EHR between GPs and Consultants and the EHR may need incentives such that it became part of their funding package from AHTs. 

3.  The lack of a dedicated EHR organisation.  It was suggested that none of the existing actors had enough credibility or capability to carry through the development of an EHR system.  As one of the interviewees noted, “...existing bodies do not command the confidence of all parties...” and it was felt among some interviewees that the IT capabilities of the NHS were relatively weak.  Moreover, it was felt that there may be a lack of permanence of some actors in diagram one of the EHR structure: it was suggested, for example, that the SHAs may be in flux and that any EHR system would need to be robust and permanent - beyond the ebb and flow of organisational politics.

A stakeholder partnership as the key implementation device in the EHR was felt to be too weak - not robust enough to handle the sensitive information which would be the stuff of an EHR.  Clearly, there would need to be some relationship between organisations, but it was felt that these interrelationships should be handled by an independent agency which would need to have separate, statutory and defined, relationships with each of the contributor organisations - given the sensitive nature of the data contained in the EHR, there must be no optionality in these relationships.  These relationships, between an EHR organisation and the implementing or front-line actors like GPs and Consultants should be individually constituted to overcome significant differences in their individual reporting lines, such as those between, say, a GP and a social services department.

It was proposed that a respected arms length organisation, perhaps in the form of a new agency under arrangements based upon Caldicott Guardians be set up to implement the entire EHR project at a national level.  It was also felt that a key role which would be necessary to secure public, patient and professional acceptance of a cradle to grave EHR would be the appointment of an ombudsman to monitor and prosecute investigations of administrative failures in the EHR system.  The sensitive nature of the subject matter of an EHR would place severe demands upon its governance system which would need to be credible and trustworthy if it were to command the confidence of patients and professionals involved in healthcare use and provision, and also if it were to be robust enough to withstand public and media scrutiny.

4.. Control and implementation.  Firstly, in terms of setting up a top-down body to oversee the development of EHR discussed in 3 above.  Secondly, at the level of the existing organisations involved in the delivery and management of health care with whom that overarching EHR agency would have to deal with.  This new organisation would need to have national and regional levels, especially given the transportability of EHR data between regions as individuals - data subjects - move around the country.  Among the existing organisations, whose information functions would be overlain by EHR it was felt that the EHR implementation would need to be included in personal targets of key policymakers at strategic and operational levels in order that EHR would be achieved.  These individuals could act as champions for the process within the existing GP practices, Primary Care Trusts, Acute Hospital Trusts, Social Services Departments and Mental Health and Learning Disability Trusts.  It was felt that  the heads of SHAs would also be essential champions in order that they may drive to completion the development of an integrated EHR.  The implementation of an EHR would require its incorporation into personal and organisational targets.  This personal target setting and monitoring would continue to be an important part of the implementation and governance of an EHR.

5. Consent.  It was felt that careful consideration must be given to the acquisition of patient consent in the evolution and implementation of an EHR system.  It was generally agreed that the acquisition of consent, and its conditions of use, for each piece of data relating to individual patients was not feasible.  Most of the persons interviewed felt that the EHR system would need to acquire structured consent from patients in a broad sense in order that data may be used in a way appropriate to the aims and objectives of an EHR system without constant referral back to the patient. Clearly, there would be a need to know, for each usage of information, who used it, what they used it for, and why the information was used in this way.  These fundamental questions would need to be systematised and recorded in the EHR overseen by the EHR agency, on behalf of the patient, which would itself be overseen by an independent ombudsman.  Patients would need to give consent to an EHR system in a broad sense in order that the EHR system could use patient data in a multiplex way whilst centrally storing the record; in this context, the credibility and trustworthiness of the EHR system itself - from GP to Ombudsman - would be key to securing that vital patient consent.

6.  Public scrutiny.  The development of an EHR could flush a number of issues relating to existing patient records and their use out into the public arena.  The study revealed significant problems in the use of information including the observation that information in the current system is often not comprehensive nor is it authenticated or verified systematically.  Moreover, patient access to their own record may be difficult as currently GPs are sometimes reluctant to  share or divulge this information.  The use of data by a range of organisations, sometimes on the very edge of legality and without consent; their incomplete nature and sometimes questionable accuracy and legibility; and the reluctance of many GPs and Consultants to modify records, share with other professionals or with patients themselves are current issues in the use of health records which may bear upon the development and governance of an EHR.

7.  Finally, the generalisability of the Durham and Darlington area to other areas in the UK.  The Durham Dales area in particular was seen as providing an excellent opportunity for an EHR pilot scheme.  The Dales PCT is, apparently, highly computerised and many individuals in information and management know and trust each other and can work together very well in certain areas, especially IT.  However, it was also felt that the area could be regarded as untypical in these and other respects.

4.  A revised EHR governance architecture.
The governance architecture of an EHR must satisfy the need for patient consent and confidentiality on the one hand, with the requirement for multiple access to stored, sensitive, patient-identifiable information on the other.  To achieve these broad objectives two forms of steering need to be incorporated into the EHR architecture firstly, top-down, authority-based steering and monitoring; and secondly a more horizontally arranged consensual form of steering of the key professionals involved in the primary acquisition of health record information, in the context of broad consent and trust from patients and all in the glare of public and media scrutiny.

These modifications relate to the mode of governance of the EHR in three key ways.

1.  Firstly, so called “first generation” governance instruments (de Bruijn and ten Heuvelhof, 1996).  These instruments are compulsory and generic and include top-down legislation and policy backed up by regulation.  Top-down in character this would reflect a vertical inter-organisational arrangement with the governing actor located in a hierarchical position above the actors to be governed.  This strategy would include regulation and central planning.  This could be effectively achieved firstly through the development of a special NHS Trust or Authority which would be formed at the national level with a regional tier, to design, procure and implement the EHR system within prescribed operational guidelines and confidentiality legislation.  In addition, the EHR would need to be overseen by an independent Ombudsman who would be directly responsible to the Secretary of State for Health and/or Parliament.  This Ombudsman, and his or her relationship with Parliament, would provide an essential top level trust and credibility based relationship with EHR subjects.

2.  Secondly, a different set of mechanisms for governance which is less direct and reflects the horizontal configuration of inter-organisational relationships, and in which no single organisation has exclusive control or dominance over the EHR and health information area, is proposed.  These “second generation” instruments (de Bruijn and ten Heuvelhof, 1996) reflect the fact that the governing actor - in this case the Department of Health - may not be able to realise their goals directly in the acquisition and use of information which is generated and used by hospital consultants and GPs, the latter being independent contractors to the NHS.  These second generation instruments include covenants between organisations; communications planning and co-ordinating activities; they would also include certain aspects of target setting by key individuals involved in the implementation of the EHR in existing organisations who could act as its champions in regional and local healthcare communities.  They would cover the Consultants, GPs and other clinicians who acquire and use health information for the purpose of clinical care, as well as the body of health management and administration professionals involved in policy, performance measurement and resource allocation.  There are broadly two key categories of second generation instruments, financial and communicative.  Financial instruments would be aimed at the actors themselves tying in implementation with reward in their own funding package; and also incentivising their collaboration, communication and co-ordination with other actors in the combined creation of the EHR implementation group.  Communicative instruments which may be connected with financial instruments are aimed at the public domain promulgating public awareness of the EHR, as well as at communication between existing actors and to the culture of the network as a whole. 

3.  However, the key relationship in the EHR is trust. Interpersonal trust lies at the heart of the entire EHR system.  It is argued that personal trust is a highly desirable, if not essential property in the sharing of sensitive information (Lane 1998) - especially under conditions of risk (Kipnin, 1996).  The axial relationship in the development of an EHR, that between clinician and patient is founded upon personal trust and this lies at the heart of the consent and confidentiality issues bearing on existing patient records.  This relationship is based on a number of powerful forms of trust, firstly “strong form” trust (Lane and Bachmann 1998) which may have developed over many years of repeated and beneficial interaction between patient and practitioner; secondly, it is also “process based” trust (Zucker 1986) which derives its strength from the actual experience of interactions between GP and patient.  It may be that this strong trust relationship, between GP and patient is not portable, and that this will remain the key or axial relationship in the development of an EHR.  Indeed, as we see with the handling of genetic information, patients trust GPs in a way that they may not trust others, as a new survey by Westlakes Research Institute, The Opinion Research Business and Newcastle University carried out in May 2002 reveals.  A representative sample of 1,000 members of the UK general public were asked the following question.

On this card are a number of different types of people or institutions.  For each, please tell me whether you would trust them to make responsible use of human genetic information held on medical databases?

Percentages 

85

GP/family doctors

69

The National Health Service (NHS)

55

The police

43

An expert government scientific advisory committee

50

Academic scientists

24

Science and scientists working in industry

46

An advisory body to the government composed of lay and expert people

26

Health and pharmaceutical companies

46

Medical charities

37

People tracing family history

12

Insurance companies

4

Don’t know

The survey revealed that GPs are the most trusted among the choices offered, in sharing that most sensitive of material - human genetic information.  Note that the GPs received a significantly higher score than the NHS - though the NHS were still regarded as trustworthy by a significant majority.   

The key challenge facing the development of an EHR is that this trust between GPs (and consultants) and patients needs to be re-embedded into the EHR system, this new locus of trust involving other actors including a range of health professionals and administrators with whom the individual has no direct experience.  Here, the role of a Health Information Ombudsman - a public official who investigates public complaints against maladministration with a jurisdiction over health information - may be key.  This relationship is new and will require careful configuration if patient consent is to be achieved, especially in a hew EHR which, at present, is discretionary and into which the patient must “opt in”.

The revised EHR governance architecture model spans both regional and national levels.  It is based upon the findings of the interviews (which have been distilled in this section) and upon the preliminary model described in diagram one above.  It incorporates three key features:

Firstly, a vertical, authority-based, top-down dimension based upon the Secretary of State for Health introducing new legislation to empower new information trusts at national and regional levels to implement the EHR, who are monitored by an independent health Information Ombudsman.  This dimension is based upon the use of primary governance instruments involving legislation and authority.  At the national level the model distinguishes between the trust and consent provided by patients and EHR subjects to the Ombudsman and the primary political authority that the electorate provide to government 

Secondly, relationships involving the GPs, consultants and other clinicians who are encouraged and empowered financially to interact in the implementation of the EHR.  These relationships would be facilitated by second generation financial and communicative instruments of governance at the regional level.

Thirdly, wide trust based relationships between patients, GPs and consultants, and also between the EHR subjects and the Health Information Ombudsman responsible for overseeing, on their behalf, their electronic patient records at national level and regionally.

Diagram two.  A revised EHR governance architecture model.
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5.  Conclusion.  
The development of an EHR out of a range of EPRs represents a wider use of information by the NHS, facilitated by new information technologies.  The development of an EHR also moves away from a clinically driven information requirement to a greater use of information by a plurality of health organisations and agencies for planning and for assessing the performance of organisations involved in health care delivery, as well as patients own access to their records.  However, this is not to imply that only information of a general and non-sensitive nature will be included in an EHR.  For an EHR to achieve its goals many of those interviewed said that clinically important and extremely sensitive information, about HIV for example, would need to be stored on the EHR.  An EHR system would facilitate multiplex access to stored information which is both sensitive and patient-identifiable.

Four sets of issues have emerged as key in the development of a governance architecture of an EHR.  These are trust, organisational credibility and capacity and implementation.

1.  Firstly, trust.  The axial relationship in the development of an EHR is the relationship between clinical practitioner and patients.  Any development in the use of patient information must take into account the problem of developing and maintaining trust beyond that powerful, institutionalised, relationship which has, for many individuals, been developed over many years and repeated interactions. 

2.  Secondly, credibility and capacity.  This study suggests that no single organisation among the existing organisations involved in the implementation of an EHR, including Social Services, Mental Health and Learning Disability Trusts, Primary Care Trusts and Acute Hospital Trusts have either the credibility or the capacity to undertake the implementation of an EHR.  From the evidence examined, this study suggests that a new organisation is required to develop the EHR and that organisation should be overseen by an independent ombudsman.  Partnership arrangements involving providers, policy makers and patient groups currently involved in patient records and service delivery were felt to be too fragile to offer an effective solution to the implementation of an EHR that would be either credible or capable in that role.  In addition, it may be that the required level of trust required between the participants may not, in reality, be there.  In addition, the existing structure of organisations involved in health care delivery and management may lack the permanence required for such a sensitive data base envisaged as an EHR.

3.  Thirdly, implementation. Due to the profound implications of an EHR system for existing organisations and health record processes and procedures the EHR project would need a political champion at the highest level to ensure that the programme did not founder on the rock of organisational, departmental or professional politics. However, it is clear that the existing organisations and actors have a central role to play in the development and implementation of an EHR.  The EHR project will need, it was felt among those interviewed, organisational champions at regional and local levels to drive this project forward and to ensure that the project is actually implemented. 

4.  Fourthly, public opinion.  There is a wider relationship which bears upon the EHR project from the level of government policy to the relationship between GPs, consultants and patients - public opinion.  A crucial part of the development of an EHR is its presentation to and its acceptance within the public domain.  As citizens and as consumers the general public will have an important role to, play in the political and professional acceptance of an EHR system which would facilitate multiplex access to stored information which is both patient sensitive and identifiable.

To be effective and implementable, the EHR governance architecture will need to incorporate two forms of governance instrument, one based on authority legislation and regulation, and the other based upon incentive and encouragement.  Legislation and regulation would be required to form a new organisation responsible for the sharing of information from multiple EPRs into a single point of access EHR.  The position and role of a health information ombudsman will need to be established and existing organisations will need a mandate to participate in the EHR system.

This top-down steering may not, however, be sufficient in itself.  Incentive and encouragement based modes of steering will also be required to facilitate and encourage existing organisations and key individuals (whose authority may cascade down into their organisations and agencies) to ensure the collaboration, coordination and control of informational and organisational systems necessary for an EHR to be achieved.  One particular relationship which will require particularly careful configuration is that between the EHR and clinicians - GPs and Consultants.  Their relationship - with the patients on the one hand and with the EHR on the other - lies at the heart of the EHR.  From the evidence gathered for this study it may be that that relationship will best be achieved through the clear demonstration that the EHR is in the best interests of their patients, and that it be incentivised in forming part of the targets.

The proposed governance architecture shows patient-practitioner relationship at the heart of a system comprising new and existing actors, organised into an arrangement based at heart upon trust but in which patient consent and confidentiality are backed up by force of law.

6.0  Appendix. 
6.1.  List of persons interviewed.

John Woodhouse, Acting Head of Health Regulation and Protection, Primary Health Group, North East England.

Dr. Roger Bolas, Chief Executive, Easington Primary Care Trust.

Mr. Andrew Kenworthy, Chief Executive, Durham Dales Primary Care Trust.

Mrs. Valerie Bryden, Chief Officer, South Durham and Wearside Community Health Council.

Dr. Russel Gorton, Head of Public Health Planning, Primary Health Care Shared Service, Durham.

Andrew Young, Director of Planning, County Durham and Darlington Health Authority.

Mrs Katherine Webster, Quality and Clinical Governance Manager, Durham Dales Primary Care NHS Trust.

Mrs Sue Jacques, Director of Finance, Durham University Hospital.
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A.
Data Protection Act

This appendix refers to section 3 (legal framework)

Overview

The Data Protection Act 1998 (DPA) implements EC Directive 95/46/EC and governs the processing of personal data by ‘data controllers’ (for all practical purposes this is understood as individual organisations).  It supersedes the Data Protection Act 1984; note in particular the wider definition of ‘processing’ to include obtaining, storing and disclosing, and the application to manual data in ‘relevant filing systems’. It applies to health records although there are special provisions and exemptions with respect to these.  The Department of Health issued guidance in HSC 2000/009, Data Protection Act 1998: protection and use of patient information.  More detail is provided on a Department of Health web page of the same title, from which most of this summary is drawn.  

‘Personal data’ refers to data relating to a living individual (known as a ‘data subject’) who can be identified from the data alone or by combining it with other data that is, or could be, in the possession of a data controller. It includes expressions of opinion about the individual and intentions of the data controller or any other person concerning the individual.  ‘Processing’ includes obtaining, recording, holding, altering, retrieving, destroying or disclosing data.  A ‘health record’ is defined as a record that relates to the physical or mental health of an individual which has been made by or on behalf of a health professional in connection with the care of that individual.  Hence virtually all NHS patient information will fall under the DPA, unless anonymised.  Certainly for the purpose of the EHR, compliance will be required.

Eight principles underlie the provisions of the DPA:

1. Personal data shall be processed fairly and lawfully, and, in particular, shall not be processed unless (a) at least one of the conditions in Schedule 2 is met, and (b) in the case of sensitive personal data at least one of the conditions in Schedule 3 is also met.

2. Personal data shall be obtained only for one or more specified and lawful purposes, and shall not be further processed in any manner incompatible with that purpose or those purposes.

3. Personal data shall be adequate, relevant and not excessive in relation to the purpose or purposes for which they are processed.

4. Personal data shall be accurate and, where necessary, kept up to date.

5. Personal data processed for any purpose or purposes shall not be kept for longer than is necessary for that purpose or those purposes.

6. Personal data shall be processed in accordance with the rights of data subjects under this Act.

7. Appropriate technical and organisational measures shall be taken against unauthorised or unlawful processing of personal data and against accidental loss or destruction of, or damage to, personal data.

8. Personal data shall not be transferred to a country or territory outside the European Economic Area unless that country or territory ensures an adequate level of protection for the rights and freedoms of data subjects in relation to the processing of personal data.

Principle 1 requires, inter alia, that:

· Data subjects are not misled or deceived into giving data, and are given basic information about who will process the data and purpose of processing.

· At least one of the ‘Schedule 2’ conditions is met; these apply to all processing of personal data and concern consent of the subject, contract letting and performance, legal obligations, ‘vital interests’ of the subject (usually understood to mean matters of life and death), public functions (including administration of justice), and the legitimate interests of the data controller where these do not contradict the subject’s rights.

· At least one of the ‘Schedule 3’ conditions is met; these apply to processing of ‘sensitive’ personal data (racial/ethnic origin, physical/mental health or condition, sexual life) and are generally more specific and detailed refinements of Schedule 2.  Of particular apparent relevance for health care and the EHR are the following:

Explicit consent of the subject.

Circumstances where processing is needed to protect the subject’s vital interests and consent cannot be given by or on behalf of the data subject or the controller could not reasonably be expected to obtain such consent.

The processing is necessary for medical purposes and is carried by a health professional or someone whose duty of confidentiality is equivalent to that of a health care professional (‘medical purposes’ includes preventative medicine, medical diagnosis, medical research, provision of care and treatment and management of health care services). 

· Data subjects are entitled to:Be informed of the identity of the data controller, the purposes of processing, and other information to make the processing ‘fair’.Prevent processing for direct marketing purposes (which is against DoH policy in any case) or which will (or is likely to) cause them or another unnecessary and substantial harm or distress, although this may be overridden in line with contractual obligations incurred at the subject’s request, to protect ‘vital interests’ of the subject, or to comply with the controller’s legal obligations.

· Receive compensation for damage following unauthorised disclosure, although demonstrating reasonable care to comply may provide the controller with a defence. 

· Have access to data held on them, subject to payment of a fee and with certain exemptions.  Information on physical/mental health/condition is further governed by the Data Protection (Subject Access Modification) (Health) Order 2000, which provides exemptions where:

· Allowing access would be likely to cause serious harm to physical/mental health/condition of the subject or other person (including HCP).

· Request is from another on behalf of the subject (e.g. parent and child) and the subject had provided the information expecting it would not be disclosed to the applicant (including submitting to an examination).

Data processed for research is exempt from certain provisions as long as it is not processed or made available in a way that would allow identification of individuals.  However, the controller is still required to inform the subject about intended uses of the data.

Among the duties of the Information Commissioner (IC) is the promotion of good practice.  This can include the dissemination of codes of practice prepared by professional bodies such as the GMC or BMA.  Such codes may be submitted for scrutiny by the DPC and, if approved, will have the same status as if they had been prepared by the DPC.  Clearly there may be more than one code applying in a given industry sector such as health and health care. 

Social workers are covered by separate guidance for local authorities.  NHS trusts and social services will need to have appropriate procedures in place where joint records are held. While both organisations will be required to notify separately - as both are data controllers in their own right - either organisation can provide access to the joint record. Therefore the data subject should only have to apply to the NHS trust or social services for access to their records. NHS trusts and social services will need to have procedures in place to inform the data subject that the data are held jointly, that access can be provided through either organisation, and to inform each other that access has been given.

B.
  Health and social care Act

This appendix refers to section 3 (legal framework)

The relevant sections of the Act pertaining to the control of patient information are Section 60 and 61.  There are 10 subsections to Section 60 and 6 subsections to section 61.   As described above, Section 60 allows the Secretary of State to release patient information (whether identifiable or not) for medical purposes in prescribed circumstances.  Section 61 could be described as the safeguard as this details the ‘Patient Information Advisory Group’, which the Secretary of State should consult before releasing any information.  The following section describes section 60 and 61 in more detail.  

Section 60 

Subsection 1

Subsection 1 gives the secretary of state power to release ‘patient information for medical purposes’ if it is, 

· in the interests of improving patient care

· in the public interest.

To paraphrase the Act, the definition of patient information (sub section 8) is any information, including information derived from, a patient’s physical or mental health or condition, the diagnosis of his condition or his care or treatment.  This includes information however recorded (including manually and/or electronically), whether the identity of the individual can be ascertained or not (identified or coded i.e. anonymised, pseudonymised).   As such, the definition is broad and in effect includes any information relating to a patient.  The term ‘in the public interest’ is not defined, the example given is disease registries (with the focus being cancer registries).    

Subsection 2

Subsection 2 concentrates on the ‘flow’ of information.  One part of this section delivers on proposals in the NHS Plan to copy information to patients.  As such, the Act allows regulations to be made so that some communications between health professionals could be disclosed to the patient.    The Act does not state what kind of information would be copied to patients or whether patients could request that they do not receive information at a certain address (for example, if they did not want members of their family to know).  This point was raised in Parliament but was not fully discussed.  Subsection 2 also allows those who release information to be legally protected.  In addition, if a person (e.g. a GP) is requested to release information, he may be obliged to by law – if the GP refuses they may be fined (potentially £5,000).  

Subsection 3 – 6

Although the clause does allows patient information to be lawfully processed without a patients informed consent, there are limitations and safeguards (subsections 3-6).  Subsection 3 states that alternative ways of using information  should be explored.  This means that anonymised data (or pseudonymised data) should be used instead of identifiable data if possible (according to the above definition, ‘if possible’ is based on cost and available technology).  Another limitation is that the Secretary of State has to review the procedure annually.  He also has to consult a ‘Patient Information Advisory Group’ (section 61) which will assist and advise him on the release of information.  

Subsection 7

This subsection also states that the Act is not to contravene the Data Protection Act 1998.    

 Subsection 8-10

Subsection 8 defined ‘patient information’, subsection 9 explains ‘confidential patient information’ and subsection 10 describes ‘health service’, ‘health service body’, ‘medical purposes’, ‘prescribed’ and ‘processing’. 

 Section 61

This section contains 6 subsections outlining details of the Patient Information Advisory Group.  Regulations will be made which require the Secretary of State to form the group who will advise and assist him with the details of section 60.  It is also envisaged that this group could be consulted about other issues relating to confidential patient information and the processing of such information.  The Secretary of State will also be required to publish the advice of the advisory group, although the Act does not say what the appropriate way of doing this would be.  

C:  Middleware services to support dependable and secure distributed workflow applications

This appendix refers to section 6 (security framework)

Part I. Security Services

The IAG Security Policy Framework classifies security concerns in three main areas: Authentication, Trust Services, Confidentiality Services (as well as some others). We will use the requirement levels defined by the Framework (and its associated documents) to make it easier to assess the significance of current practice in the commercial world in the context of NHS requirements. These may be summarised as follows:

Level 0: Informal transactions

Level 1: Personal transactions

Level 2: Transactions with financial or statutory consequences

Level 3: Transactions with substantial financial, safety or statutory consequences

Clearly, the majority of transactions in the context of care delivery would come under Level 3, whereas most e-commerce transactions are Level 2. On the other hand, some transactions on financial or mission-critical business-to-business (B2B) networks may well be Level 3.

We therefore focus on the following scenarios (where appropriate) for this survey:

B2C (business to consumer) e-commerce site

B2B exchange

e-banking

Company extranet

In the following, we distinguish between Application, Infrastructural and Notary Services: the first refers to the specific security services as seen by a secure application, whereas the second concerns the “behind the scenes” services that enable the former to function. Notary services may be regarded as application services which are used to secure open-ended communications, i.e. information whose audience is indeterminate at point of generation.

It is assumed that the reader will have some basic understanding of the general principles of public key cryptography which is behind the whole PKI (Public Key Infrastructure) movement.

Application Services

Again following the IAG Framework, we deal with these services in three groups: Authentication, Trust and Confidentiality.

Authentication Services

Authenticating the identity of a party

B2C sites in general will authenticate users using their id/password pair, sometimes protected by SSL
. While implicit authentication of web server identity is common-place with the use of SSL-secured web servers, it is rare for such sites to insist on users having client X509
 public-key certificates for authentication
, in spite of the fact that most mainstream browsers have offered support for this for some years. 

The ubiquity of such id/password mechanisms on the Internet, and the resulting need for individuals to register and remember different id/password pairs has led to various schemes such as Microsoft’s .NET Passport service. This offers a third-party authentication service based on id/passwords with the added benefit of single sign-on (and one-off registration) across Passport-enabled sites. 

The above holds for most B2B sites, other than perhaps within networks supporting specialized trading communities. Mutual authentication via SSL is most likely to happen during server-to-server transactions between enterprises that share a stable, well-established relationship. For example, the OBI (Open Buying on the Internet) standard developed by a consortium of major US corporates to connect their procurement systems together in order to streamline their low-value, high-volume purchasing specifies the use of SSL mutual authentication.

Strong authentication with client certificates is still not used in e-banking either. Here, multiple shared secrets are used (e.g. password plus PIN plus personal data such as date of birth or some special date). Some sites use browser-based SSL implementation to protect the shared secrets, others insist on using third-party software (usually downloaded as applets) to implement their desired level of security. A form of challenge-response process is often used for PINs and passwords, where the user has to enter randomly specified subsets of the strings involved (presumably as a countermeasure against keystroke eavesdropping).

This situation may well change, as banks start to exploit initiatives such as Identrus. Identrus is a PKI scheme developed by an international consortium of major banks which establishes a global certification hierarchy managed through the participating financial institutions who will issue Identrus identity certificates to their customers. In addition, Identrus provides an agreed contractual framework for the deployment of digital identities, supported by warranties against fraud, with full audit trail backup.

Corporate extranets or VPNs are perhaps the area where strong authentication is more commonplace: in fact, this appears to be the market for extra strong solutions, e.g. RSA’s SecurID where each user combines a PIN with an authenticator (implemented either in hardware or software) which generates a pseudo-random number every minute that can however be predicted by an authentication server. 

This is an example of two-factor authentication where the user combines something known with something held by the user. While the use of a browser-based, password-protected SSL client certificate may also be regarded as a two-factor approach, the need to install the certificate on the machine makes it less than useful. Here, solutions are available to use hardware tokens (i.e. smartcards) to act as a certificate store. While this enables mobility, it does require a smart card reader on each machine where it is to be used. Smartcards designed specifically for PKI applications are available: these provide on-board crypto-processing which eliminate the need to expose private keys outside the tamper-proof card. Further protection may be obtained by using smartcard readers with integral keypads for entering a PIN to enable access to a private key.

More generally, multi-factor schemes combine PIN/password and tokens with some biometric technology
 (e.g. retina scan, face, voiceprint, finger/palm prints) to give even higher strengths of authentication, but the take-up of this technology in the commercial sector is still unclear. Forrester Research have predicted that by 2002 a third of companies will use biometrics, rising from 5% in 2000. They also predict that the use of passwords by companies will drop from 90% to 75% in that time frame.

Whilst these high-strength schemes are undoubtedly not cheap, the use of a straightforward SSL client certificate solution is often held back by the costs and complexities of implementing and managing an appropriate PKI to support it. This is discussed further below in the Certificate Management section.

The other drawback of using PKI-based solutions (in other than small closed communities) is the need to trust unknown Certification Authorities (CAs). Within the Health Service, this is probably not a problem, as it is probably feasible for a common root CA (possibly the HMG root CA) to be used across the whole community.

However, in an area like this with a highly dynamic population of users, there is a major problem with the need to check the status of every certificate at point of use. This is discussed below also in the Certificate Management section.

Registering a party

User registration on a B2C site is not seen as problematic, as the merchant is primarily interested in ensuring that appropriate payment is received (avoiding credit card fraud is a separate issue, beyond the scope of this discussion). Veracity of user data is perhaps of more relevance to the merchant’s marketing function. Microsoft’s .NET Passport scheme exploits the characteristics of this area, allowing merchants to outsource this whole area completely if they wish.

B2B user registration can be more involved, reflecting more complex user models. For example, a participating enterprise will normally identify an individual to act as a local administrator responsible for validating or issuing user identities within the enterprise; a user registration will not be valid until the administrator approves it. This role is the non-PKI equivalent of a Registration Authority (RA).

Key attributes of the identity are associated with the enterprise, rather than the individual, and are more likely to be established out-of-band. 

Users registering for e-banking are likely to have to provide proof of identity out-of-band, unless they are already non-internet customers (which would not apply for internet-only operations). Anti-money-laundering regulations place additional requirements on banks to verify customers’ identities. Verification may also include use of credit checking companies such as Equifax. (It is not surprising therefore that Equifax are one of the suppliers recognised by HM Government of digital certificates for use with the Government Gateway.)

Registering as an extranet user with a company will of course depend on the authentication scheme used. Multi-factor schemes using hardware tokens or biometrics will clearly involve more complex processes. Hardware tokens could be personalised by the host company’s CA and delivered physically to the users, with PINs or passwords sent separately; this however can affect the non-repudiability of items signed with any private keys contained within it, as a user cannot be assured that the keys had not been intercepted prior to token personalisation.

Note that this problem pertains with any PKI-based scheme where key pair generation for an individual is outside the control of that individual. Protocols exist for browsers to send a locally-generated public key for certification by a remote CA; it is possible to do this with crypto-capable smartcards. A key pair is generated on the card, and the public key (normally encapsulated within a prototype unsigned public key certificate) is then sent via the browser (or other software) to the remote CA which, after validation with the RA, signs the public key certificate. This is returned to the browser which then stores it in the smartcard.

Controlling user access

Once the user credentials have been accepted, the next issue is ensuring that the user has access only to data and functions for which the user is authorised. For example, a user on an e-commerce site should not be able to view orders placed by other customers. In a B2B marketplace, a supplier should not be able to see orders received by other suppliers. An e-bank customer should not see other customers’ account details. However these are all fairly straightforward access control policies, with clearly defined and fairly static relationships between individuals and the data they have the right to access. The mechanisms for implementing such policies are generally built as part of the application.

Where relationships and policies are more complex and dynamic (as they are in the Health sector), there are clear benefits in separating out the access control logic from the application logic. This was recognized by the Healthcare Domain Task Force in the OMG world who specified a generic component called a RAD (Resource Access Decision facility). While the RAD is able to answer basic access control questions posed by an application component of the form “Is user X authorised to invoke operation Y on resource Z?”, where the resource can be as fine-grained as required, the decision logic used to answer the question can arbitrarily complex and extensible. The RAD decision process is based on evaluation of a policy model constructed specifically to secure the application resource. Separation of the policy engine from the application enables complex usage and context-based access policies to be more easily implemented.

A few product implementations are available, and the specification has even migrated into the Enterprise Java (J2EE) domain (a German company called 100World AG  has implemented this as part of their Java-based e-business software suite called Frameworld). This market is being stimulated in the US by the HIPAA patients privacy law due to take effect in 2003.

While case-based access rules can be implemented readily within policy-driven mechanisms such as RAD, there is still the question of securing the binding between a user and a case. While this could be centrally managed, there are likely to problems with manageability and scalability. The other approach, as exemplified in the scenario, involves creating case membership tokens which act as credentials for accessing case-related data. As these need to be unforgeable and non-transferable, they could be implemented as digitally signed certificates relating the user identity to the case identifier. In fact, this is exact what the X509 Attribute Certificate is designed for. An AC is basically a like a Public Key Certificate, but without a key. It will however refer to one or more proper PKC(s) in order to relate the attributes to one or more identities. If a PKC is viewed as the equivalent of a long-lived, static passport, then an AC is a short-lived, dynamically generated visa which nevertheless has to be associated with a passport.

The use of ACs for access control and authorisation is often highlighted by the term PAC (Privilege Attribute Certificate), which are handled by a Privilege Management Infrastructure (PMI).

The AC concept is of particular relevance to the parts of the A&E scenario where one care worker is able to enable other co-workers (who may be in totally different organisations) to get access to specific data on a specific patient.

SAML (Security Assertions Markup Language) is a proposed XML scheme to support the transmission of information about user authentication, attributes and authorization between systems.

Managing user access

While various means are available for checking and enforcing access rules and privileges at increasing levels of granularity, these become impracticable without effective means of managing such rules and privileges, especially in highly dynamic enterprises. There are two main aspects: managing policy, and managing credentials. For the former, most access and authorisation products provide policy editors of some form. The latter aspect involves the managing the lifecycle of objects such as identity or attribute certificates. Attribute certificates are typically short-lived, ephemeral objects, and require less in the way of management than identity (i.e. Public Key) certificates. PKCs on the other hand may need renewal, suspending, or even revoking, as an individual’s role within an organisation (and hence their rights and privileges) is likely to evolve faster than the typical PKC validity period. 

CRLs (Certificate Revocation Lists, as defined in X509) are the approved method for a CA to publish and distribute information regarding the status of individual certificates; this is workable in the case of an extranet with its own private CA able to maintain an up-to-date CRL quite easily. However, in situations where many different CAs exist (even if they are all part of the same certification hierarchy) it is very difficult to ensure that up-to-date CRLs are readily accessible at every point they are needed. Two protocols have been developed to address this: OCSP (Online Certificate Status Protocol) and SCVP (Simple Certificate Validation Protocol), and are both discussed later in the Certificate Management section.

Trust Services

Non-repudiation

This is primarily the issue of establishing the identity of the originator of a message, or document, or transaction. At Level 0, it may be safe to assume that the stated identity (especially if backed by information used by the transport mechanism, e.g. an internet domain name in an email address or a web URL) is valid (although generally it is useful as well to have some unique identifier for the message (such as a transaction reference number). Level 1 may require some additional corroboration, such as a password. Beyond that the use of a digital signature is required to bind a piece of content with the originator’s identity, with the highest level requiring the use of approved standards-conformant products and systems and processes.

B2C sites generally operate at Level 1, insofar as the shopper is usually encouraged to register, and to set a password, before placing an order. As the registration process typically involves no validation, relying on the fact that it is in the shopper’s interest to provide a valid email (or delivery) address, this is more like Level 0. The only assurance the site operator normally has that an order received is valid is through receiving a valid credit card number, although this does bring up the problem of fraudulently supplied numbers.

In B2B however there are two somewhat different scenarios: regular, stable trading relationships within established trading communities vs dynamic sourcing in a more open framework (more akin to B2C purchasing). With the former, as long as appropriate authentication mechanisms exist, the need for non-repudiable transactions is less important. The latter scenario however has a stronger requirement for non-repudiation, as the potential liabilities are much higher, bringing this to more like a Level 2 situation. This is the area where there is a need for a Trusted Third Party (TTP) service. Within a specific B2B exchange, the exchange operator acts much like a TTP, providing a contractual framework for transactions between parties, although the use of PKI to support this is still relatively rare. The Identrus scheme provides a PKI-based TTP service able to operate on a global basis. Backed by the major international banks, the scheme combines the use of strong authentication and digital signatures with financial warranties against fraud. This allows a company to take online orders from a new customer without fear of non-repudiation, as long as the order had been digitally signed using an Identrus id, supported by a currently valid public key certificate. The Identrus scheme operates at Level 3, as it dictates the standards to be used, and requires products to be certified. In particular, Identrus prescribes the use of a signature verification protocol, which leaves it up to application designers to determine what objects requiring signing, as long as the signature is checked using this protocol. 

Note that a signature could be applied to part of a document, providing non-repudiability at Level 2/3; however the integrity of the other part is vulnerable – see below.

Evidence of Receipt

The other side of the coin from non-repudiation is preventing denial of receipt: i.e. the receipt itself must be non-repudiable. To some extent, there is a symmetry between the two sides which allows the same techniques to be used at the various levels.

There may also be the requirement to prove that the receipt has itself been received. This however takes us more into the realm of transaction management, and is covered later in this annex.

Integrity

Integrity and non-repudiation tend to go hand-in-hand. If one trusts that the sender of an email was indeed the person whose email address appears on the email, one tends to trust that the message was indeed what was intended by the sender (unless there is obvious evidence of data corruption). From a technical viewpoint, message integrity may be protected by producing a digest or hash (similar to a checksum) of the message (usually involving the use of a recognised algorithm such as MD5 or SHA-1) such that any alteration to the message would invalidate the digest. However, this implies that the digest itself has to be protected. This could be done by including a shared secret with the primary content being protected; anyone attempting to recreate the digest must have access to the shared secret. More typically, public key technology is used to encrypt the digest; combined with the use of public key certificates, this not only ensures that the digest could have been created only by the key holder, but also confirms the identity of the key holder. This is of course the basis of digital signatures.

Trusted Commitment Service

The concept of a trusted commitment service brings together all the other three trust services discussed above; it also highlights the distinction between a signature and a commitment. A signature on paper is merely a piece of evidence that the signatory has “signed up” to whatever commitment is implied by the document being signed; the signature itself is not of primary significance – it is the act of signing up which is (which is why verbal contracts can have the force of law behind them). Similarly, a digital signature, as discussed above, is simply a means by which it is possible to check that someone or some machine with access to a particular private key did originate a message which was digitally signed by that key, and that the message is inviolate. In order for this to evidence a commitment it is necessary for the signature to be supported by a (validatable) public key certificate for non-repudiation, and for an equally non-repudiable receipt or acknowledgement to be generated.

Note that in a B2B marketplace, such a receipt may well be signed automatically by the order entry process on behalf of the receiving party, thus providing a third party trusted commitment service.

More generally, it may be necessary for a trusted commitment service to work in the context of a transaction management service, as most real-life transactions involve a set of interlinked commitments.

In the e-commerce world, the SET standard developed by the major credit card companies was an interesting example of a trusted commitment service. SET (Secure Electronic Transactions) was intended to address the problem of credit card fraud over the internet. PKI technology is used manage a card payment transaction in such a way that both cardholder and merchant authenticate to each other using digital certificates, and the transaction data is digitally signed from both ends, and encrypted such that the merchant does not have access to the cardholder’s card details (unless explicitly allowed by the merchant’s bank). After over 5 years it is still not in widespread use, for a number of reasons: primarily the cost and complexity of implementation (some say it is over-engineered for the realities of e-commerce),  and the fact that SSL, while not addressing all the problems that SET tried to address, was sufficient to allow e-commerce to take off. Other approaches to authentication (particularly with smartcards for B2C, and Identrus for B2B) are being pushed by the banks who would have had to implement SET. Even Visa have an alternative approach: Virtual Visa in which the card issuer operates a server which holds account numbers on behalf of subscribing cardholders; when a cardholder commits to a payment transaction they have first to authenticate to the server which will then pre-authorise the transaction before passing the details on to the merchant. This however does not appear to be well-supported by the banks either.

The A&E scenario has an example of commitment where GP and patient jointly commit the entry of a new emergency EHR. If we assume that both have signing certificates, then the trusted commitment service required involves the two attaching their digital signatures to the agreed record. Here, the concept of a signed receipt is subsumed in the multiply-signed record. However, the key issue that this part of the scenario raises is key and certificate management – for it to work, both GP and patient must have their signature key pair and certificates available at that time: while this would be straightforward for the GP, it is less so for the patient. It would require that either the patient carries a hardware token holding the keys and certificates, or these keys and certificates are held securely on a trusted commitment server. In any case, the patient will also need some way of authenticating themselves to gain access to the keys. Expecting patients to remember passwords may not appropriate for various classes of patient; biometrics may provide an alternative, subject to the caveats mentioned in an earlier footnote. Another alternative could be the use of a notary service, as discussed later.

Confidentiality Services

The IAG Framework identifies only three levels for confidentiality, which may be summarised as follows:

Level 0: no confidentiality

Level 1: protection of published private information, mainly through authentication and access control

Level 2: protection of sensitive private information, involving encryption as well

Most of the information within the A&E scenario probably come into Level 2. E-commerce generally involves a mixture of Levels 1 and 2: in B2C, only payment details are Level 2; B2B may extend Level 2 requirements into the whole ordering process or beyond. E-banking generally sits clearly at Level 2, while extranets will vary between the two.

There are two classes of data which are subject to confidentiality requirements: stored data and data in transit.

Privacy of stored data

Most of the publicised breaches of security on e-commerce sites (mainly B2C) have been to do with access (sometimes inadvertent, mostly malicious) to credit card details. A fuller discussion of how such data may be protected belongs to the realms of network and system security, and is outside the scope of this annex. The main issue here is that given adequate attention to authentication, access control and authorization (covered earlier), users should see only data they are authorised to view. There are encryption mechanisms built into some database engines, but it is debatable whether the enhanced security benefits justify the additional costs (both in financial and performance terms).

Encryption may be usefully applied to bulk archival data, however. Again, proprietary solutions exist, and help to reduce the problem to one of key management.

Another aspect of stored data privacy relates to the increasing use of portable computers by professionals, even in healthcare, where sensitive data may well be vulnerable to attack through loss or theft of a laptop. Windows 2000 and XP Professional introduced an Encrypted File System (EFS) which helps reduced this risk. Here the OS transparently manages the encryption of individual files or folders using a different DES (Data Encryption Standard) symmetric key for each file; the key is then encrypted using the public key from a pair created specially by the OS for the user, and stored with the encrypted file. The file is decrypted transparently using the owner’s private key to recover the DES encryption which is used to decrypt the file.

Although EFS appears to make very easy to secure data, it is vulnerable to attack unless careful attention is paid to key management (see below).

Privacy of data in transit

This is perhaps the area where the use of security technology is most widespread in current practice. Most browser users will be familiar with the closed-padlock icon indicating connection to a secure site using the SSL (Secure Sockets Layer) protocol. As mentioned earlier, SSL has been around for some time, and its use to secure the transmission of data between web clients and servers is now commonplace. There is often some confusion between the keys used to encrypt transmitted data, and the keys used as identity tokens. The latter are asymmetric key pairs, often 1024 bits long, and the only time they are used for encryption is when a private key is used to encrypt a message digest as part of a digital signature. The key used for SSL encryption on the other hand is a symmetric key generated dynamically by the client when the connection is established, and transmitted securely to the server. This key used to be restricted to 40 bits by the US for export purposes, but 128-bit technology is now generally available. 

Part of the commonplace usage of SSL includes the use of a server-side public key certificate to provide a level of site authentication. What is not obvious is the use of this public key during the channel set-up by the client to encrypt the newly generated symmetric encryption key to send to the server which is then able to decrypt using its corresponding private key. This gets over the cart-and-horse situation of there not being a secure channel to transmit the secret symmetric key over until the server obtains the secret key.

Secure email is also now widely available through industry-standard email clients, but its use is still not quite as widespread – the main reason being the usual problem of the need for users to cope with keys and certificates. PGP (Pretty Good Privacy) was taken up by enthusiasts in the early days, with its rather more anarchic web-of-trust mechanism fitting in well with the mores of its community of users. S/MIME v3
 is perhaps the more respectable, mainstream standard, widely supported by mainstream email clients and other products, able to use the same X509 public key certificates as used for SSL client authentication.

It is common practice to use a key-pair for encryption which is distinct from that used for authentication and signature. One reason for this is that it is normally the private key which is used to decrypt a received message (which had been encrypted using the corresponding public key). It is this key that would need to be archived for old messages, and be divulged to security authorities if required by law. All of this conflicts with the paramount need to keep the authentication/signing key safe and uncompromised.

Infrastructural Services

It is important to note that any cryptographically-based application services relating to authentication, trust and confidentiality all assume, and indeed require, the existence of an appropriate supporting infrastructure of people, policies, processes as well as systems and technologies. For example, when a user attempts to authenticate to a system requiring client certificates, the fact that the user may have such a certificate is in itself not sufficient. In order to accept the certificate as evidence of identity, the relying party has to trust the issuer of the certificate (and possibly the issuer of the issuer’s certificate, and so on right up to the issuer of the root certificate) including the process by which the certificate was granted and issued to the user, and be assured that the status of the user has not changed since the certificate was issued. If there are significant potential liabilities arising from a masquerade attack using the user’s identity, the user will want to be assured that there is no risk that the associated private key might be compromised.

These are all issues that have to be addressed by careful attention to how keys are generated, transmitted, stored and used, and how certificates are granted, issued, distributed, revoked, and checked.

Furthermore, and possibly of more importance, there is the need to put into place the policies and procedures for when things go wrong, as they undoubtedly will. For example, the banks’ Identrus scheme is not just a PKI scheme – it puts into place a set of rules of engagement, procedures for dispute resolution, and provides a defined level of recourse.

In the same vein, there is also the need to have mechanisms in place to audit the operation of the security services, to detect breaches of security policy, and to track down and identify perpetrators. However strong the technical solutions are, the human elements are always vulnerable; it is often the possibility of being caught which is a stronger deterrent than the technological barriers.

Key management

Key pairs (and any supporting certificates) are normally stored within a trusted environment to which the owner has secure access, often referred to as a Personal Security Environment (PSE). This could range from an encrypted file on a hard disk or diskette (or set of encrypted files), or a hardware token (normally tamper-proof) such as a smartcard, or even a encrypted file on some central server.

PKI-enabled applications normally access keys and certificates through a Cryptographic Service Provider (CSP) interface which hides the implementation of the PSE from the application; often it is possible to use (or add) alternative CSP implementations for an application to use. Thus the industry-standard web browsers generally come with built-in CSPs (of course, Internet Explorer uses the Microsoft CSP built into Windows) which implement a PSE (or Certificate Store) on the hard disk, but it is possible to add third-party CSPs, with a totally separate PSE implementation. Each implementation will provide its own end-user management interface, allowing for processes such as import/export of keys/certificates, generating new keys and requesting new certificates.

Third-party CSPs may be obtained from Security vendors such as Baltimore, Entrust, and Secude; they may also be provided by token vendors such as Gemplus and Schlumberger, which enable their products to be used with standard applications. The PKCS#11 (the Cryptographic Token Interface Standard) makes it possible for their products also to be used with other CSPs (e.g. a Gemplus smartcard with a CSP from Secude, configured to be used by Internet Explorer).

Key pairs used for asserting identity and commitment should ideally be generated locally to the owner, and preferably within some tamper-proof environment such as a crypto-enabled smartcard such that the private key never leaves that environment. Such products (available from the likes of Gemplus and Schlumberger) have on-board processors capable of executing the necessary cryptographic algorithms, as well as storing the keys and certificates.

If a hardware token is not used, the browser will generally save the key pair in a key store (on the hard disk) managed by the browser’s built-in cryptographic service provider, and will send a certificate request to the certification authority. The certificate request will probably be based on the PKCS#10 standard which defines a syntax for such requests, but the actual protocol for the request may be browser dependent.

When held in a (soft) key store which may be browser-specific, it is necessary then to be able to transfer a key pair (and the corresponding certificate) to another browser, or another machine. PKCS#12 is the Personal Information Exchange Syntax standard, used mainly to represent a public key certificate in a suitable form for transmission, but with the capability to include a private key (if allowed).

If a key pair is intended for use in encryption, it is good practice to save the decryption key in some form so that encrypted data can be recovered at a later date. The need for this might arise for several reasons: key loss, loss of password, loss of user, criminal investigation… Mandatory key escrow to facilitate the last item has been the subject of much heated debate, but the need for organisations to protect against loss of valuable data arising from the other items on the list is very real.  

Microsoft’s Encrypted File System (EFS) discussed earlier takes the need for recovery into account by introducing the concept of a recovery agent for whom a second copy of the DES symmetric key used to encrypt the data is encrypted, using a public key of a key pair associated with that agent, and stored together with the owner’s encrypted key. This enables the recovery agent to get access to the unencrypted file. Systems administrators are able to set a recovery policy which defines the users able to act as recovery agents.

As hinted earlier, careful key management is essential to ensure the effectiveness of the EFS approach, especially with laptops. The certificate containing the key pair belonging to a given user is stored in the user’s certificate store, and once the user is logged in, the private key is used to decrypt files without any further checks. This reduces the attacker’s task to one of cracking a password, of which there various well-known approaches. It is however possible (but not entirely straightforward) to copy the certificate to an external device such as a diskette, or a smartcard, and to delete the copy on the hard disk.

Certificate Management

Certificate management in general refers to the task of managing the lifecycle of X509 public key certificates issued for the purpose of establishing trust in the identity of their owner (i.e. the task of a certification authority).

A CA has to grant/deny certification requests (which may be delegated to a Registration Authority (RA) ); issue certificates with defined validity period and usage constraints; renew certificates as required; suspend or revoke certificates if necessary; publish information about certificate holders, and lists of revoked certificates.

Certificate management processes have necessarily to extend into the end user domain. Not only do end-user certificate need to be managed, but also CA certificates which are widely distributed, but which also undergo renewal/replacement/revocation. Not only are the management processes complex, but it also means that the operational processes in day-to-day use of certificates become more complex (e.g. signature verification).

The process by which a CA decides whether to grant or deny a certificate request has enormous bearing on the degree to which the certificate issued may be trusted. This process is normally presented as a Certification Practice Statement. Many commercial CAs such as Verisign offer different levels of certificates (at different costs of course) with different levels of verification. At the lowest level, certificates might be issued to individuals simply on the basis of an email address, validated through using it as part of the certificate issuing process. Higher levels might involve submitting written evidence, cross-checking with public records, or even face-to-face verification.

Certificates are typically issued with specific periods of validity e.g. 6 months or a year. If this is too long in relation to the average user timespan, then revocation becomes an issue; if too short, renewal has to be dealt with more often. Renewal involves either generating a new public key certificate based on the existing key pair, or starting from scratch with a new key pair. 

The need to be able to revoke certificates that have not yet expired is probably the area where available solutions are least effective. It is not too much of a problem in situations such as an extranet where all the users will have certificates issued by the enterprise’s CA; here it is not too difficult for the access control mechanism to have direct access to the current list of revoked certificates (usually represented as a Certificate Revocation List – CRL – standardized in X509). Indeed, in this situation, it is common to bypass the use of CRLs, and simply maintain user status directly within the application or the access control system.

It is in situations where certificates may have been issued by many different CAs where the problem of checking validity becomes difficult. The classic scenario involves each CA publishing a CRL on a public repository (originally accessed through the X500 protocols, but now mostly using LDAP – Lightweight Directory Access Protocol) where it is up to each relying system to obtain the appropriate CRL for the certificate to be validated (and for each intermediate certificate in the CA hierarchy supporting the certificate). OCSP (Online Certificate Status Protocol) uses a different model, overlaid on the CRL model: each certificate issuer (or an authorised agent) operates a status responder able to provide a simple answer to a validation request on a specific certificate. It is up to the responder operator to maintain up-to-date status on all certificates (including intermediate CAs) within its domain of interest; this would still be done through the CRL process. The use of OCSP is mandated by the Identrus PKI scheme.

A more recent proposal is SCVP (Simple Certificate Validation Protocol) in which all the work of making CRL look-ups and OCSP requests is off-loaded to a trusted server.

Notary Services

If application services  are regarded as aimed at securing communications between two parties, then notary services are used to secure communications which are open-ended (in the sense that any future recipient may be assured of the bona-fides of the communication). Another way of thinking about notary services is they may be used to  establish trust within a transaction when mutual trust is difficult to achieve (which may be due to temporal or spatial disconnection between the parties involved, or the lack of an appropriate common trust infrastructure).

The concept of a notary (as a trusted member of a community able to authenticate individuals and documents) is long established. Its use in the digital world can have somewhat different aspects. For example, the Dutch DigiNotar scheme reflects the established usage of the term, combining the role of a notary public with the role of a Certification Authority who issues digital certificates only to individuals whose identity have been verified in person. 

Other digital notary services focus more on the non-repudiation aspects of the notary role. Surety Inc’s Digital Notary Service allows users to submit a fingerprint or digest of a document which is signed and recorded; a record reference is attached to the document allowing future checks on its authenticity and integrity. The actual content of the document is not transmitted to the service at any point in its lifecycle: this reflects two of the tasks that notaries may perform: sealing a document blind, and holding the sealed document in escrow.

By including date and time information in the signature process, the Digital Notary Service also provides a trusted timestamp on the document, in order to prove its existence at that time (required for, among other things, IPR claims).

Such services may also be used to witness contracts
, which is clearly of great importance in e-commerce. This sort of capability may also be built into the infrastructure of a electronic marketplace, such that all records of transactions (and contracts executed) are non-repudiable. Here the marketplace operator has the role of a trusted intermediary.

Transaction Services

As alluded to earlier, most of the trust-related services discussed above would tend to be invoked within the context of some transaction involving two or more parties. Following a properly executed transaction, all the parties involved should have a consistent view regarding what was transacted. This consistent view should obtain even the transaction process was interrupted or aborted before completion.

If the status of a transaction is held primarily on a single database on a central server, then this consistency is relatively simple to achieve using well-established technology generally supported by most database engines. If, on the other hand, each party to the transaction has its own database(s) which need to be kept consistent with respect to that transaction, then this does require middleware support.

There are basically two approaches to this problem. One is to decouple the systems involved so that they only communicate via messages that have guaranteed delivery properties; the other is for the systems to tightly couple their updates in such a way that either they all succeed or they all fail. 

The loosely coupled approach, often referred to as MQM (Message Queueing Middleware) or MOM (Message Oriented Middleware), reflects its mainframe heritage, with IBM’s MQSeries product being the premier offering in this area (although Microsoft also has its MSMQ product). It is particularly appropriate for applications where an immediate response is not needed. Typically, the application initiating a transaction will commit all updates to the resources it controls, including dispatch of the transaction message via the message queue to the receiving application. When received, and successfully dealt with, the receiving application will commit its resource updates, which includes removing the message from the queue. If the application fails to commit, the message remains in the queue as undelivered. If the message remains undelivered for long enough, there will be a need to reconcile the transaction as committed by the initiating application; this would normally be written as a supporting application task.

Of course, it is possible to use MOM to implement a more closely synchronized transaction, but this would involve more complex programming to deal with undeliverable transactions in real time.

This is closer to the tightly coupled approach, where typically application components use a request-response model to communicate with each other and with the middleware services. Sometimes referred to as TP (Transaction Processing), this generally requires that each resource which needs to be updated as part of a distributed transaction has to have a resource manager which cooperates with other resource manager via a transaction coordinator, and through which all application requests are handled. The transaction coordinator has the role of ensuring that all resource updates are committed together or not at all – this uses something called the two-phase-commit protocol.

Distributed Transaction Technologies and Standards

There are a number of well-known products and standards for this type of approach:

X/Open Distributed Transaction Processing Model

The DTP Model put forward by the Open Group of software vendors is well-established and widely supported by the industry. Market-leading transaction processing middleware products such as Encina and Tuxedo all support DTP, and even proprietary solutions such as Microsoft’s Transaction Service provide an interoperability interface to DTP. Most enterprise-strength databases such as Oracle are able to act as DTP resource managers. Similarly, MOM products such as MQSeries and MSMQ can also act as resource managers, enabling their message queues to be managed as part of a distributed transaction.

OMG CORBA Object Transaction Service

The Object Management Group defined CORBA as the standard architecture for constructing systems using distributed object technology. OTS extends the CORBA model to allow a set of CORBA objects to participate in distributed transactions. Although it provides its own (somewhat more complex) interfaces for transaction processing and resource management, it is still able to interoperate with the X/Open DTP model. COBRA technology vendors such as Iona and Inprise all offer implementations of OTS.

Java Transaction Service /Java Transaction API

The Enterprise Edition of Java (J2EE) introduced support for building transactional applications in Java. JTS is basically a Java abstraction layer on top of the OMG OTS functions, which hides some of the complexity of the interfaces required to perform transactions. JTA defines the application programming interface to be presented by a JTS-compliant middleware capable of supporting distributed transactions. Being built on top of OTS means that it is relatively straightforward for JTS-aware applications to interoperate with OTS applications.

The first pure Java implementation of JTS was achieved by the Arjuna group at Newcastle University led by Prof Shrivastava; this is now a product from HP’s middleware division (formed through their acquisition of Bluestone who previously acquired Arjuna Solutions Ltd, spun off from Newcastle University).

Enterprise Java Beans (EJB)

J2EE also specified a means for building Java application out of large-scale components, or EJBs. The EJB specification includes support for building transactional behaviour into an EJB. In other words, the mechanisms for constructing an EJB component allow the developer to declare the component as transactional, rather than to have to program in the transactional behaviour. 

EJB1.1-compliant application server products such as BEA’s Weblogic, IBM’s WebSphere (and HP’s Total e-server, formerly from Bluestone, and incorporating Arjuna JTS technology) are widely available. 

Microsoft Transaction Service

The transaction processing technologies covered so far are vendor-neutral specifications; MTS is a Microsoft product which is part of their COM component platform. As with EJBs, MTS allows COM objects to be declared transactional, and provides a Distributed Transaction Coordinator which manages transactions involving a set of distributed COM objects. The DTC is able to communicate with X/Open DTP resource managers, which means that MTS can be used in mixed operating system environments.

Other transaction-related technologies

Transactional Workflows

There is a clear link between the concept of distributed transactions and the use of workflow technology to support complex business processes spanning across system or even enterprise boundaries (which is highly relevant to the Health Service): in other words, when a workflow terminates, correctly or otherwise, all participants (and the system resources they control) should end up in a consistent state. There have been various efforts to build transactional behaviour into workflow applications, but this is still emerging from the marketplace. IBM for example is migrating their FlowMark workflow product to become part of their Websphere/MQSeries range of middleware; in so doing the workflow engine becomes part of an established transaction processing environment. Other middleware vendors also are beginning to bundle transaction-aware workflow modules into their product families, able to take advantage of the transaction management (and other) capabilities of their services platform. The Arjuna group also did some good work on transactional workflow, but this has yet to appear in any product.

Transactional Web Services

One rapidly emerging technology which is highly relevant to this discussion is the XML-based Web Services architecture, strongly supported by Microsoft through their .NET development, as well as by people like HP. The basic premise of this technology is that by using XML to deliver content and services over existing web infrastructure, the ubiquity of the web can be leveraged to act as highly pervasive and accessible platform for distributed applications. Thus a client application would transmit a service request represented as an XML message to a Web Services server, using the normal HTTP(S) protocols, and the server would return a response likewise in XML. The SOAP (Simple Object Access Protocol) standard which is part of the Web Services
 architecture defines an XML syntax for such request/response messages, which emulate the sort of interactions that are the basis of distributed object architectures such as CORBA and EJB.

The problems of achieving transactional behaviour in this sort of environment will be apparent to most people who have tried to rely on the Web as a communication infrastructure – it is very loosely coupled, undependable and independently managed. There is ongoing work within the Web Services community to tackle this. Concepts such as compensating actions become important, rather than expecting all web services to be able to implement rollback.  For example, if an account is to be credited as part of a transaction, normally the credit would be rolled back by the relevant resource manager if the transaction is aborted; alternatively the credit could be compensated by a matching debit action.

One of the ongoing standardisation discussions within the XML community relates to a proposal called Business Transaction Protocol which addresses the need for business messages that span across multiple enterprises to reflect the transactional nature of the workflows that the messages are part of, so that appropriate transaction management actions can be applied consistently across the workflow actors. This is strongly supported by Sun and HP; HP are also working on XTS (XML Transaction Service) which will provide the transaction management functionality needed to support BTP. 

Non-repudiable distributed transactions

Successful completion of a distributed transaction involving multiple parties often implies contractual commitments between the parties. There is therefore a need to be able to ensure that none of the parties can subsequently deny that the transaction had taken place (or had successfully completed). While most middleware products will support the generation of audit trails of some form, the incorporation of PKI-based non-repudiation techniques into distributed transaction technology is still within the research domain. The EU-funded MultiPLECX project led by HP, involving the Arjuna group at Newcastle and the Security group at GMD in Darmstadt, addressed this issue, but no results have reached the product stage. It is of course possible to build this capability into a specific application using the available trust services, but it is not straightforward, and best left to the middleware to handle.

Discovery and Broker Services

Another class of middleware service which is vital in any distributed environment has to do with how different components within a distributed application are able to discover each other’s existence (across a complex and constantly evolving environment) and what they can do, find out how to address each other, and sometimes even how to talk to each other. This is often combined closely with the mechanisms that allow the components to talk to each other in spite of differing platforms and programming environments – typically referred to as broker services.

In general, these services are about managing the coupling between systems and components – the examples given below are distinguished by the degree of dynamism inherent in the coupling.

OMG/CORBA

The primary mechanism in CORBA enables a CORBA object to request a service from another CORBA object (via the ORB – Object Request Broker); the requestor only needs to know a unique identifier for the service provider, not where it actually resides. CORBA provides a Trader service which enables objects to obtain, for a given service specification, the unique reference to a service provider able to provide that service. The Trader service provides a degree of decoupling in what is otherwise a very tightly-coupled environment, providing benefits in terms of manageability, extensibility and redundancy.

Message / Integration Brokers

This is a class of middleware product which attempts to operate as a universal plumbing connector, facilitating interaction between heterogeneous systems. Some concentrate on message broking, acting as a message relay between different messaging middleware products. Others focus on relaying request/response streams across different interaction mechanisms, e.g. converting a http web request into a command line invocation, and “scraping” the resultant output and formatting it into an html response. There are also those that will interface between the two paradigms.

This technology underpins the so-called EAI (Enterprise Application Integration) market which started off tackling the problems of connecting together seamlessly the various disparate systems that a typical corporate will have. In trying to apply this to B2B cross-enterprise integration, many of the issues encountered have fuelled the emergence of the Web Services model introduced earlier, and referred to next.

In any case, most middleware vendors include this type of integration broker technology within their product offerings, and many B2B and e-banking projects have incorporated such products in order to provide an open framework to facilitate cross-enterprise application integration. For example, BEA’s Weblogic platform and their integration broker product was used by a major European bank as the basis for their e-market platform which will provide back-end financial services (e.g. payment escrow services) to be integrated seamlessly into a wide range of user-facing application systems such as B2B marketplaces
.

Here the benefits have to do with reducing the costs and complexity of integrating new client systems into the service platform. 

UDDI (Universal Description, Discovery and Integration)

The UDDI initiative (which appears to be supported by the major industry players including Microsoft, IBM and HP as well as B2B specialist suppliers such as Ariba) addresses the problem of discovery within the Web Services paradigm. UDDI operates at a somewhat higher conceptual level than the CORBA Trader service: it basically supports enterprises who wish to carry out business interactions with others through their Web Services to discover appropriate partners, and find out how they are set up to interact over the Web. It is being used to build a global e-business registry – a sort of online yellow pages.

The scheme implies a highly dynamic trading environment, with enterprises able to discover a suitable trading partner for some piece of business, find out how to trade electronically with them, and establish an electronic trading link between them, all through the Web. It is still to be proven that this model will work in the real world of commerce. However, with the evolution in healthcare towards much more open and distributed care delivery, it will be very interesting to see how this model might be applicable there.

Part II. Workflow Actflow as a means of representing care pathways and relationships.

Our consideration of what has to be expressed in the “engine” that delivers access and usage control has lead us to the conclusion that both the functional or operational considerations of clinical information use and the intentional aspects which relate to the purposes for which it is used, must both be considered. To make this a practical possibility, we must, at least, provide the definition of a high level object/data model and the basis for some schema for the engines which would be deployed in the proposed EHR portal network.

Whilst we have dismissed the conventional database and work flow paradigms as inadequate, we cannot avoid the fact that any proposed solution has to be constructed using currently available database, content and transaction management technologies and products.

It must be clear from the outset that the scope of these proposals is limited to that of clinical information governance. They should not be confused with clinical content architectures (terminologies and headings) nor with approaches to the support the cognitive processes of clinical decision making and intervention. The underlying ontology presented here is one of communicative behaviour within socio-technical systems, that is to say, the processes by which care is organised, co-ordinated and recorded, planned and managed. A real EHR, coordinating the controlled publication of and access to many, dynamic EPRs, would be situated in a context of decision support, transaction and delivery support tools, systems and channels and would need to be coherent with them
. 

A data dictionary for EHR usage control

In this section we will informally define as set of classes and the relationships which can exist between them. We propose that these are the basic types required to maintain a coherent representation of contexts for the audit of clinical information use where such an audit is required to answer questions about claimed purposes and well as detected data events.

A party or enterprise is an entity which can be held responsible, is subject to governance and, in that context, can be held to account. In our culture, only individuals – ether people or corporations – can be a party.

A party is a sort of actor and is assigned a role.
An actor is a thing that can exhibit behaviour. A person can be an actor but so can a computer. A computer can not be a party but its operator, designer, programmer or owner can be held responsible for the things it does because they are instances of parties who have a relationship with the actor which associates responsibility.

An actor is capable of actions or operations.

A role defines the set of things that a party is held responsible for. “Things” here usually mean “states of affairs”. Roles can not be defined in isolation but only in combination, e.g. doctor - patient, clinician – ward….

A role has rights and duties to perform acts

An action is a unit of behaviour which can be observed and which has some effect on the world.

The significant actions in communicative behaviour are concerned with creating and modifying data embodied in instruments.

An act is the interpretation which is intended when a particular action is performed in a particular context. The action of shaking hands represents the act of agreeing to a commitment
.

An instrument provide evidence of acts. The hand-shake is an ephemeral instrument, a signed contract is a persistent instrument.

Channels and Media provide the real resources out of which we can, by convention, construct instruments.
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These classes and relationships are represented in figure 1. In a real usage control and audit environment such as that required for EHR, there would be many different types of each of these classes of entity and each types could have many variants and instances. If our structure remains “flat” as represented in figure 1, then the resulting data models can become extremely complex and unmanageable. It would be very difficult to formulate rules and queries on such a structure and have any conviction that the results were complete and consistent. We need another layer of structuring and organisation. This can be achieved by categorising our basic set of classes into three groups according to their nature and significance. This is shown in figure 2 where those concepts which map onto workflow are distinguished from those that map onto what we will call an “actflow” and finally we segregate a set of relationships to account for role assignment.

Back to reality

We will now try to map these rather abstract and rarefied ideals back to the realities we experience and talk about to test their usefulness. We have already alluded to an “actflow” which corresponds to a set of linked responsibilities: diagnosing, prescribing, dispensing and administering together with counselling. We have observed that counselling is composed with each of the others implying that you can not clime to have discharged any of them unless you have counselled. Further, while there is some concept of ordering, this is not a strict one: a drug can be administered without 
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prescription and have both diagnostic and therapeutic effect. An act flow can be claimed to have been discharged by many variations of workflows, their prescriptivness may be strict while still being very flexible. In ordinary terms, act flows are about objectives and what we intend to achieve, they define the units of success or failure of an enterprise or plan and provide a framework for the justification of account of what we actually do. A judgment in a clinical audit which says that we do not think you took appropriate care of your patient is an assertion about a mismatch between our conception of the norms and requirements and the actions and events which is reported to have taken place.

While the relationship between an act flow and a work flow may be one to many, there may also, and often is, a many to one relationship in the other direction: a particular set of actions are interpreted in the contexts of a number of different act flows. We have seen the example of caring for the patient and teaching students. The importance of this mapping is that the technologies we tend to use to implement the instruments of our work/act flows tend to assume a write once, read many times capability. In our new framework for analysis, this means that workflows which may have had a particular purpose, i.e. the parties intended one or other act flow, may subsequently be used in a different, unforeseen one. This is precisely the issue of information governance that our framework is designed to manage.

Conclusions: The experience of using computational concepts of work flow in clinical contexts have concentrated so far on the rationalisation of clinical processes. In context where these are well understood and predictable, these attempts have proved more successful and acceptable than in those where care relationships are more open ended and conditions and health demands more ill-structured or chaotic.

Our approach here differs both in terms of its objectives – information governance rather than clinical process – and in terms of its theoretical and formal structure – spanning internationality, extensionality and assignment spaces rather than limiting itself to process modelling.

Much work is still needed, however, to operationalise and validate the approach envisaged here.

Delivering access and usage control: the issue of infrastructure

We have presented an argument about the type of conceptual framework which is necessary to inscribe the sorts of policies and requirements which we have for the governance of clinical information flows in the delivery of health care. Whether this framework is sufficient needs to be tested in practice. For this to happen two things are required:

An infrastructure which delivers the services and capabilities required to implement auditable usage and access control.

The means for stake holders to participate in the definition, evolution and re-negotiation of acceptable and appropriate collaboration and cooperation structures in which information sharing takes place.

The first of these is within the scope of this document, the second represents the sort of issues which we are pursuing in the development and use of the animator and simulator.

Structured communication

The concepts of actflows and workflows have been introduce as a framework for a constructive approach to what is normally referred to as the “meta-data” of EHR, that is to say the language out of which specific data models and message/form models and transactions are constructed.

The systems context for this approach is one which constricts the ICT environment out of database services and communications services. To take account of the richer language implied by the operation of networks of health enterprises, we need to elaborate the service structure which could provide a platform for usage as well as access control.

Part III. Purposes, outcomes and values: a post script.

At first sight, this final appendix may not seem directly relevant to the security and confidentiality framework of EHR. In the final form of deliverable, this material may be placed in a different part of our results. However, it is clear that the framework is firmly situated in the context of the values and policies concerning information governance and, at each turn in our investigations and analysis of the challenges of EHR, we have been forced to address more and more fundamental questions. At this half way stage in the project, this section represents the most fundamental questions we have been grappling with so far. 

The Forsight document
: Information and health in 2020 uses the interesting device of rather provocative, futuristic scenarios as a tool to explore and debate fundamental issues of the future of information in health care over a 20 year span. It posits three “worlds” titanium, iron and wood. In this final section we will make use of a somewhat simpler scenario space to explore issues of politics and of technology in the health care information environments of the future. Our scenarios are political rather than socio-technical.

The P-P axis: positivist health care versus pluralist health care

The key value which is chosen to drive the NHS could be equality of care, the removal of exclusion and the delivery of the best standards for everyone. Concepts such as evidence based medicine and national service frameworks, are supportive of this approach. The taint of paternalism may be considered to be removed by recourse to science: the choice about what is right for individuals and populations is based on logic and measurement, it is a fact to be established not a judgment or choice to be made. This is, after all, the basis of a positivist stance.

On the other hand, the key value could be to deliver to everyone what they as individuals want and need, that everyone should feel cared for appropriately and responsively. In these circumstances,  the most important issue becomes on of informing, educating and achieving openness in a network of social care delivery. In such a world, diversity and choice would be paramount. It is not necessarily a problem that cranks and charlatans could flourish, the reverse may be the case. They would be controlled through exposure by intermediaries who win the trust of their clients and who, though their professional structures, provide trustworthy and individualised evaluation and accreditation of a whole range of interventions. 

Both extremes of the P-P axis seek to optimise care but they represent quite different value systems. In the positivist view, the information infrastructure is there to deliver surveillance and control and to detect exceptions. In the pluralist view, the purpose of the information and communications infrastructure is to sustain care communities and networks and to maintain effective feedback about offers and outcomes in terms of the experience and the expectations. 

This dichotomy is, of course, deeply political and represents a fundamental choice faced by society. We observe a strong tendency for government – of all persuasions – to resort to the positivist stance while in power and that it is governments in power which set agendas. 

The P-P axis characterises one important aspect of what a security and confidentiality framework has to express and deliver. There is another dimension to this problem which we need to consider concerning the extent to which the technical architecture of EHR and the information and communications mechanisms it affords, is neutral with respect to the P-P axis or may itself be biased to one end or the other.

The M-F axis: monolithic versus federated systems and infrastructures

The way that systems resources have evolved in the information processing and communications arenas has represented a track from highly centralised, monolithic solutions to highly distributed, granular approaches which exhibit the ability to be reconfigured, federated and repartitioned. Initially, the structure of systems was dictated by technological constraints which have been gradually relaxed through technological progress. This process is not in any sense complete and there are still many areas of applications and service functionality which tend still to be centralist and monolithic in conception. 

All of this development been driven by the dynamics of global commercial market and has had little impact from or upon health care systems. It is simply the case that the platforms and products which are available and with which the health systems suppliers respond to the health care markets, is inevitably dominated by technologies that have been defined in response to the larger markets of commercial sectors.

Before we consider this further, we must observe two fundamental asymmetries in ICT systems architectures and processes. Firstly, it is perfectly possible to construct monolithic solutions out of federable components. It is much more difficult, and, for most purposes impossible, to retro-fit federability and flexibility into a monolithic design. Secondly, the experience of the emergence of the Internet shows that federability is achieved only in circumstances where it as an economic and regulatory imperative. In such circumstances, however, it does emerge in spite of strong opposition
. Where the organisational, political and market contexts do not enforce federalism and large scale solutions are called for, the monolithic approaches remain inevitable. Such seems to be the case in health care in the U.S. where, for example, the Utah solution shows very high levels of integration and accessibility of clinical information. Here, the highly distributed and distributable characteristics of current technologies have been used in a context of centralised, vertically integrated organisation of healthcare. To understand this approach, we must remembers that, in the States, there are three drivers in the economy of health care delivery
:

The need to provide well insured patients to care delivery enterprises in order to meet utilisation (i.e. return on investment) objectives,

The need to satisfy a professional hierarchy and establishment with appropriate career structures and reward systems.

The need to satisfy a legal system which closes the quality loop and the provides for the exercise of governance.

But this system is organised round an ascendancy of the tertiary/secondary sector which is fed by a primary sector operating as more or less wholly owned subsidiaries in a highly controlled regional supply chain. It is the hospitals which define the architecture and information standards and in fact control the supply of clinical as well as management systems to the whole medical/health community. In this role, they are able to achieve high degrees of clinical as well as management value from these systems and infrastructures
.

Because of the vertical integration of this health enterprise, both ethical and legal boundaries can be drawn round it. In terms of our framework, it becomes an acceptable unit of trust. The concept of a centralised data where-house which represents the information hub and satisfies all local and remote information needs make sense and is a technologically effective way of delivering true integration and accessibility of clinical information. When something go wrong, the courts are waiting to sort things out, apportion blame and assign a financial value to the consequences that have been suffered. It is the internal problem of the health enterprise to protect and future-proof itself from its own, internal shortcomings.

Relationships between the P-P and the M-F axes

Where does Utah sit on the P-P axis? Does their centralised system imply a positivist, control oriented stance? Most studies of questions such as these posed in American social contexts result in the observation that their society and politics are best described as communitarian. That is to say, there are a number of choices of life style and approach. As long as individuals conform to one of them, then they will be accepted within that community. The concept of the rugged individual, the loaner belonging to no community as archetype, is a myth. Such individuals are persecuted and excluded. If the Utah system is not pluralist in this limited, communitarian sense, it is not an inevitable consequence of its centralised architecture. For such a system, the position adopted within the P-P axis represents the choice of the design authority and architect, which, of course, each centralised system must have. It is possible to incorporate and encompass a range of approaches within a centralised system that is (either) libertarian or liberal
 in stance. Equally, it is possible to implement extremely positivist or extremely pluralist approaches: the centralisation versus federalist systems axis seems to be able to operate independently of the positivist – pluralist axis. 

Conclusions 

In this final section we have been exploring the issues of the locus of power and control in a health sector as it impacts on the concept of care and the structure of information systems. The security and confidentiality framework which is chosen for an Electronic Record System in many ways reflects the power to decide what constitutes care, what are the standards by which it is evaluated and how information is collected and used its delivery. Its structure and operation, the processes that it supports and the way it is managed reflects the distribution of power between providers and patients and, on the provider side, reflects the degree of centralisation or distribution of power between Government, health enterprises, practitioner communities and individual clinicians.  

When we look at particular examples of health information systems, such as the Utah, we are looking at the politics of the situation as well as at the clinical practices and care processes. The NHS does not exhibit vertical integration nor does it hold the power or the technical means to deliver a centralised architecture. What we observe is a Government which is increasingly positivist in its stance and health care communities which are more pluralistic in their conception of service and are jealous of an autonomy which is subject to constant erosion. 

At the systems level, it is the positivism of the policy drivers which seems to be dictating much of the systems and applications thinking and this seems to be increasing the gap between information systems for management and information systems to support clinical processes. An example of this is unfolding in the implementation of the coronary care NSF: on the one hand, it can be viewed as a new set of data to be collected and reported, a new set of registers to be maintained and a new set of targets and metrics for the standardisation of care. On the other, the implementation processes are the occasion for changing how both public and individual health care is delivered through the integration of local quality loops and the evolution of new relationships within care teams in primary, community and secondary contexts. 

In an architecturally coherent environment, it would be at the equivalent of EHR portal level that the outcomes of these changes would be inscribed and operationalised, becoming part of the actflow/workflow environment of care networks. Patents would experience new concepts of episode and encounter as they are introduced into the frameworks appropriate to them and it would be in terms of the plans and objectives of these frameworks that commitments to and permissions for the appropriate use of information would be sort and given. However, in the absence of a coherent technical architecture, the introduction of reporting and management systems and the creation of new clinical processes remain disconnected and fragmented. 
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� 	At the time of writing, the main health-related application of human rights legislation has been in relation to allowing terminally ill patients to die.


� By this we mean that the claimed intentions associated with information use can be shown to be justifiable in the event. The sort of process which is supported might, for example, ensure that, 


if an exception has been invoked to grant emergency access to patient X’s data and 


if a discharge note has not been set to Patient X’s GP within 6 days and 


if there is no admission notice placed on the record, 


then a notification is sent to both the patient’s GP and to those responsible for the clinical and information governance of the accessing party, calling for investigation.


� For a balanced examination of the issues and literature in the area systematic approaches to clinical processes and relationships, see Rationalising Medical Work: Decision support Techniques in Medical Practice. By Marc Berg, MIT Press, 1997.


� This is consistent with the argument presented in the sections 2 and 3 of this paper.


� We have referred to this sort of data as “provenance” in our architectural models.


� See the enterprise models deliverable for an exploration of this responsibility oriented view of health enterprise.


� “Dependability” is a portmanteau term for the non-functional requirements such as security, safety, availability, etc.


� This is more accurately described as a framework for such a projection – a preliminary essay representing a starting point for the development of a more complete and more concrete set of representations.


� Note that this approach corresponds to the infrastructuralisation of information custodianship responsibilities which is represented in our enterprise projection.


� SSL (Secure Sockets Layer) is a widely-supported standard for securing an Internet connection between a client (be it Web, FTP or other) and a server which deals both with encryption of data transmitted over the connection and with authenticating one or both ends of the connection. Authentication is based on the use of Public Key Infrastructure technology (PKI). More details are given later.


� X509 is the ITU standard for public key certificates and other related items.


� The UK Government Gateway mandates the use of client certificates for Level 2/3 transactions such as VAT returns, but not for Inland Revenue Self-Assessment returns.


� There are major issues surrounding the use of biometrics in identification and authentication generally, to do with aspects such as privacy, efficacy, and logistics; however its use to bind an individual to a hardware token containing the primary identity instrument (as well as providing local storage of the biometric template) gets around at least some of the privacy and logistical issues. 


� S/MIME V3 is part of the e-GIF specification.


� If the emergency EHR is regarded as a contract between the patient and the GP, then a form of digital notary service could be used to seal it without the patient (or the GP) having to attach signatures.


� In the current version (V3) of e-GIF, the impact of standards such as SOAP, UDDI related to the Web Services model are “under review”.


� This scenario has strong parallels with the situation in large healthcare enterprises such as acute trusts.


� Each of these contexts would be represented in its own set of enterprise and functional models within an overall architecture. It is a requirement of the resource configuration projection that it provides a suitable mapping and grouping of these functions so that they can be organised and accessed coherently and so that these different domains can be created, deployed and federated appropriately in response to the range of local and global requirements and policies.


� It can be hard for data modellers to distinguish between an act and an action in terms other than acts being more abstract. The relationship between act and action is one of interpretation rather than abstraction and this is logically quite different. However, in practice, this distinction of theoretical rather than practical importance and, as long as the two concepts are assigned distinct types within a computational structure, the logical coherence of the schema can be maintained.


� http://www.foresight.gov.uk/default1024.htm


� The time when the whole world of telecommunications operators dismissed IP with one voice on the grounds that it could not deliver the required quality of service, is only a few years past.


� There is a distinct but related economy and market for health care finance and insurance.


� See appendix 1


� We are forced to use very explicitly political terms here because we are discussing politics.
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Figure 2: Act-flows and work-flows
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