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Abstract
This paper reports on the creation of an XML-based text database for Ateso, an under-documented Eastern Nilotic language that is spoken in Uganda and Kenya.  The starting point for this project is a collection of texts that are harvested from the electronic Ateso language newspaper “Etop” which is published online at http://www.etop.co.ug.  A subset of these texts has been supplemented with interlinear morpheme glosses following the general-purpose hierarchical model of Bow, Bird and Hughes (2003).  The paper presents an overview of the model, describes the details of our implementation and discusses in what respect our implementation differs from Bow, Bird and Hughes (2003). 

1 Introduction

Interlinear Texts (IT) are an effective way for linguists to represent morphosyntactic information about a language for the purposes of scholarly exposition and sharing with other linguists.  While IT are widely used in linguistics, there are few standards or rules that govern the content and format of such texts, in part because linguists need to have the freedom to adjust content and format to the unique purposes of their tasks.
  A general-purpose model is hence needed which is flexible enough to meet all the requirements linguists may have of IT and yet specific enough to allow documentary and theoretical linguists to implement it.  In addition the model needs to fit in with the overall architecture that is being proposed for the digital storing and processing of linguistic data, under the auspices of proposals such as EMELD (2003). 

There are several attempts at defining what an appropriate data model for IT would be (Maeda and Bird 2000, Schmidt 2003, Bird et al. 2002, Bow, Hughes and Bird 2003).  We decided to use the model proposed by Bow, Hughes and Bird (2003), because it suited our purpose of creating IT for written source data and because the XML format they propose was specific enough for us to implement without expert help.  

In this paper we will first introduce the goal and scope of the overall project and describe in detail what corpus we are using before turning to the Bow, Hughes and Bird (2003) model and a description of how we adapted their model to suit our project needs. 
2 Language and Project Description
Ateso (SIL code TEO) is a Nilo-Saharan language; together with Turkana, Karimojong, Jie, Dodos, Toposa and Nyangatom it forms the Teso-Turkana cluster of Eastern Nilotic (Greenberg 1966, Vossen 1982).  There are an estimated 1 million speakers of Ateso in north-eastern Uganda living around Lake Kyoga and further east in Tororo district.
  Another estimated 300,000 speakers live in Busia district in Kenya (http://www.ethnologue.com).  The Iteso people are considered the second largest ethnic group in Uganda.  For the most part they are sedentary agriculturalists,
 but they are upwardly mobile and many Teso speakers live outside of the Teso-speaking districts in the capital, Kampala, and other urban areas within Uganda.  There is a sizeable community of Teso-speaking expatriates in London (UK); a small community of Teso speakers in Toronto (Canada) is the only identifiable group on the North American continent.  
Ateso is the language of instruction in primary schools in the Teso-speaking districts of Uganda.  Several Ateso primers for school instructions exist, as well as a few other publications about the history and customs of the people.  There are several dialects of Ateso, but we have only anecdotal evidence of the distinctions between them.  An identification of existing regional and socio-linguistic varieties of Ateso needs to await further study.  
The creation of a database of interlinear glossed Ateso texts is part of a larger project of documenting the language.  The ultimate goals of this project are to create a lexicon, a morphology and a grammar for Ateso.  In the short-term, the goals are to
· create an electronic corpus for Ateso from which lexical information can be extracted, and
· provide selected parts of this corpus with interlinear glosses to enable research into the morphosyntactic and syntactic properties of this language. 
The documentation effort is aided by the existence of a basic grammar by Hilders and Lawrance (1956)
, and a short English-Ateso, Ateso-English vocabulary by the same authors that was published in 1958 (Hilders and Lawrance 1958)
.  There is also a more detailed Ateso-English, English-Ateso dictionary with several thousand entries by the Rev. Kiggen (Kiggen 1953).  While Ateso is hence not completely undocumented, the existing documentation is both, incomplete and outdated.  More recent linguistic work on the language includes Otaala’s Master’s thesis on verb derivation (Otaala 1981) and unpublished field notes and recordings by Noske (1987). 
3 The Ateso Corpus
The Ateso corpus consists of three parts: a newspaper corpus, the four gospels of the 1961 edition of the New Testament (NT) (Ebaibuli 1961), and assorted pieces of Ateso writing that were either found through an Ateso keyword search on the internet or digitized from published sources. 
3.1 The Newspaper Corpus

The newspaper corpus is extracted from the online edition of the weekly vernacular Etop.  Etop is published by the Ugandan daily The New Vision which is owned by the Ugandan government, but enjoined by an act of parliament to be independent.  Etop has been published online since 2001 at http://www.etop.co.ug.  The paper has a number of different sections which vary slightly from edition to edition.  The recurring sections are politics, district news, national news, editorials, religion, sports, education and reader’s letters.  Occasionally, news items from the Teso-speaking district in Kenya are carried as well “society news”: wedding announcements and obituaries.  The corpus consists of approximately 44,800 phrases.  There are no duplicate phrases other than what occurs naturally in such a corpus as the result of journalists reusing their earlier work or through the natural reuse of certain turns of phrases, such as the headline “Kony strikes again!”, for instance.  
Ignoring words with punctuation marks and differences in capitalization, the Etop corpus contains 817,065 tokens and 65,009 different types or word forms at the time of writing.  Table (1) below shows the frequency with which the different types occur in the newspaper corpus:  55% of all types occur only once in the corpus.  (2) shows the same data as a pie chart for ease of visualization. 
(1)
	Frequency in corpus
	# of types
	percentage


	 =1
	35,907
	55%

	 =2
	9,318
	14%

	 =3 
	4,443
	7%

	 =4
	2,730
	4%

	 =5
	1,832
	3%

	≥5 <10
	3,787
	6%

	≥10 <20
	2,951
	5%

	≥20 <30
	1,171
	2%

	≥30 <40
	638
	1%

	≥40 <50
	386
	0.60%

	≥50 <100
	866
	1.30%

	≥100
	975
	1.50%


(2)
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Each weekly edition of Etop is stored in a separate .txt file with each line being marked by a date-identifier to allow tracing the origin of each line.  Each .txt file also contains metadata information about the section in which a story appeared, its headline, the author if that information is included in the original source and the date of publication, as shown in (3) below.  

(3)

Etop_01012006
SECTION:

Etop_01012006
Iyemuto lu ingarenitos

Etop_01012006
HEADLINE:

Etop_01012006
Asisiosi

Etop_01012006
AUTHOR:

Etop_01012006
Na Tolbert Edait ka Salume Among

Etop_01012006
BODY:

Etop_01012006
AILEL ti na ainumunum ebaga nes abu koluor eibworo lo asogim kitisisio akim ekale kere lo itunga ikanyaarei kotogo ko Campswahilli, kotaun Sorot araasi kware 24.12.2005.

3.2 The Four Gospels

The second major part of the corpus consists of the four gospels of the Bible in Ateso (Ebaibuli 1961).  The relevant pages were scanned and optical character recognition was performed on the scanned output, followed by a manual clean-up of recognition errors.  The four gospels are stored in a single .txt file with each verse being identified by author, chapter and verse number in a simple XML format.  The XML encoding follows the standard laid out in version 1.1.1 of the OSIS schema (Open Scriptural Information Standard TM).
  
(4)

<verse osisID="Matt.6.24">Emamei ituŋanan yenepedori aijaanakin ijaka iarei; naarai arai elai ediopet, komina loce; arai bo iketakin kediopet, ememi loce. Mam ipedorete aijaanakin Edeke ka aijaanakin abar da.</verse>

<verse osisID="Matt.6.25">"Aso do katemari yes atiar, Siriyaloŋoŋoete kanuka akusiijar, luinamete ka luimasete; karaida kanuka kusiwat, luinapete. Mam kereka aijar itelekarit inyamen, ka akuan da anapito?</verse>
The 1961 version of the four gospels is available as an .xml file; there is also a parallel Ateso-English version in an XML format in which the Ateso verses are aligned with the corresponding verses of the electronic edition of the World English Bible (WEB).

The NT corpus contains 52,708 tokens and 8,455 word forms or types.  Table (5) below shows the frequency with which the different types occur in the NT corpus:  54% of all word forms or types occur only once in the corpus.  

(5)
	Frequency in corpus
	# of types
	percentage

	 =1
	4,592
	54%

	 =2
	1,408
	17%

	 =3 
	639
	6%

	 =4
	375
	4%

	 =5
	244
	3%

	≥5 <10
	473
	6%

	≥10 <20
	363
	5%

	≥20 <30
	124
	1.40%

	≥30 <40
	61
	0.70%

	≥40 <50
	31
	0.40%

	≥50 <100
	61
	0.70%

	≥100
	75
	0.90%


(6)
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3.3 Other
The third and smallest part of the corpus consists of assorted pieces of Ateso writing that were either found on the internet through an Ateso keyword search or digitized from existing published materials in Ateso.  The keyword search turned up only small amounts of Ateso writing, including three pieces of parallel Ateso-English texts.  But since their combined total amount does not exceed 500 phrases the parallel corpus is too small to be of use to the automatic discovery of word meanings.
  (In addition, it is questionable how well the English and the Ateso actually match, so that the usefulness of these sources for anything but a manual exploitation is doubtful).  
In addition, a published copy of “Asuban”, a collection of Ateso stories (Odongo 1971), was scanned and digitally prepared though optical character recognition and manual cleaning.  This part of the corpus is stored in a simple .txt file which amounts to 52KB at the moment (OCR and cleaning are not complete at the time of writing).  This piece of corpus has not been integrated into the larger corpus for reasons we will return to in the section immediately below.  
4 Ateso Orthography

The rules of Ateso orthography are laid out in a short document that was published in 1964 (Report of the Ateso Orthography Committee, 1964).  According to these conventions the Ateso alphabet consists of the following letters:

(7)


a
e
i
o
u


b
c
d
g
j
k
l
m
n
ŋ
ny


p
r
s
t
w
y

The native Ateso phonology does not include a labio-dental or bilabial fricative; headwords starting with “f” are hence absent in the existing published dictionaries of Ateso.  So are headwords that start with the letters “h”, “q”, ”v”, ”x”, ”z” which are also absent from the Ateso alphabet.  With the exception of engma “ŋ”, Ateso uses only standard Roman characters.  The velar nasal stop “ŋ” is rendered as the sequence of the two letters “ng” in modern writing.  However, since older published materials (including the 1961 edition of the Bible) contain engma, they need to be normalized before their content is comparable with that of modern texts.  
It is generally acknowledged that pitch plays a grammatical role in Ateso (Hilders and Lawrance 1956, Otaala [p.c]), yet pitch differences are not marked in the orthography.  In addition, tongue root position is a distinctive vowel feature in Ateso which has vowel harmony of the [ATR]-type (Rottland and Otaala 1983, Noske 1987).  The Ateso orthography omits this [ATR] distinction between vowels, however, and as a result Ateso words in isolation are highly ambiguous.  Any given Ateso word can have several meanings and different paradigmatic properties which adds to the difficulty of creating lexical resources for this language. 
The Ateso orthography rules determine the spelling of a few common words and also lay out the rules for spelling together and apart.  Despite the existence of these rules, there is a fair amount of variation in spelling both, across and within certain sources.  Consider the Ateso words in the table below, for instance.  The first two words are spelled differently in the New Testament and the newspaper corpus, with each source being consistent in its use.  The next word is spelled the same in both sources, except that there is an additional incorrect form in the newspaper corpus.  The last example, finally, shows three different versions of the last name of the Ugandan president, Yoweri Museveni, of which only the first, most frequent version is correct.  

(8)

	Spelling variants
	NT
	Etop
	Gloss

	i-serikale-i

	14
	0
	soldiers

	i-sirikaale-i
	0
	114
	soldiers

	
	
	
	

	a-acerit
	0
	3
	star

	a-icerit
	19
	0
	star

	
	
	
	

	a-pessur
	0
	1
	girls

	a-pesur
	4
	171
	girls

	
	
	
	

	Museveni
	0
	453
	NE

	Musevenu
	0
	1
	NE

	Musevnei
	0
	1
	NE


The lack of an accepted spelling standard for certain words and the number of spelling mistakes which is particularly high in the newspaper corpus has had a detrimental effect on to the quality of the corpus we have been able to assemble; in its current state the corpus cannot be used for any automatic recognition processes.  There are hence two challenges we are facing: the spelling of words needs to be normalized across different sources, and spelling mistakes in the newspaper corpus need to be identified and corrected.
  
We will hold off on adding data from different sources to this corpus until these issues have been addressed. 

5 A General-Purpose Model of Interlinear Glossed Text
In this section we give a brief overview of some of the general features of Interlinear Texts, before describing the Bow, Hughes and Bird (2003) model and discussing how we implemented their model.  
5.1 General Features of Interlinear Glossed Text
At a minimum, interlinear glossed texts consist of three pieces of information: 
1. a row of text in the source language, 
2. a row of interlinear morpheme glosses, and 
3. a row of text with a phrasal translation in the target language.  
As for the visual lay-out of the content on a page, there are few rules that the representation needs to adhere to.  The following constraints seem to apply, however:
1. Vertical Alignment:

Interlinear glosses are usually left-aligned vertically with the word in the source language they specify (9).  If the word in the source language is broken up into morphemes, the interlinear morpheme gloss can also be left-aligned with the morphemes in the source language as well (10).
(9)

unsern

Kindern

our-DAT.PL
child-PL-DAT.PL
‘to our children’
(10)

unser
-n
Kind
-er
-n
our
-DAT.PL
child
-PL
-DAT.PL
‘to our children’
2. Horizontal Alignment:

The rows with the source material are usually placed above the row with the interlinear glosses, as shown immediately above.

3. Wrapping:

Rows consisting of words in the source language and the interlinear morpheme glosses wrap to a new line as a unit when such wrapping is necessary.  By contrast, the row with the phrasal translation can wrap separately.  Source language words and interlinear morpheme glosses do not wrap to a new line.  We will not consider issues of wrapping in this paper, but simply note that wrapping can be taken care of by the rendering process. 
5.2 Overview of the Bow, Hughes and Bird model (2003)
Based on a survey of several interlinear glossed texts, Bow, Hughes and Bird (2003) suggest a hierarchical model that consists of four levels: the Text, Phrase, Word, and Morpheme levels.  While the four levels correspond to units of linguistic analysis, they are interpreted by the authors with reference to the common forms of an interlinear display.  The Text level is the “complete unit of data under examination which functions as a unit in its entirety” (Bow, Hughes and Bird (2003)).  The text level includes metadata information.  For the data we are concerned with here, each article in Etop constitutes a separate text which is hence the object of our analysis.  The Phrase level contains to “units of convenient size for translation, often more than a single clause, but less than a sentence” (Simons 1989).  This is the unit of analysis for which a free translation into a target language is given.  For the Ateso newspaper corpus, a phrase is simply any unit that has sentence-final punctuation or that stands on a line of its own and can clearly be identified as either a headline, a by-line, or a photo caption.  The units at the Word level consist of a set of transcribed or written forms along with their morphemes and glosses that must be kept together on the same line.  For Ateso, any unit that is surrounded by white spaces is considered a separate word.
  The Morpheme level, finally, contains the smallest meaningful or grammatical units that are the result of morphological analysis.  The morpheme is the smallest unit that needs to be aligned with higher-level information. 
Each level in this model consists of some content and a sequence of children at the next lower level.  Two rows are represented within a single node, if they are aligned with each other.  For instance, in the schematic view of the German example “unsern Kindern” in (11) below, the gloss “our” is placed within the same node as the German source morpheme “unser”, because “unser“ and “our” are aligned with each other.  One row dominates another row, if the dominated content is aligned as a group to the dominating content.  In (11), the node “unsern” at the Word level dominates the morphemes “unser“ and “-n”, because the morphemes are aligned as a group with the word “unsern”.  The NP “unsern Kindern”, finally, is aligned with the English translation ‘to our children’, because the Phrase level dominates the Word level
(11)


[image: image4]
The model in (11) would be rendered as (12), with the glosses being left-aligned with the morphemes, and each segmented word being left-aligned with the unsegmented word at the Word level. 
(12)

unsern
Kindern
unser
-n
Kind-er-n
our
-DAT.PL
child-PL-DAT.PL
‘to our children’
6 Interlinear Glossed Ateso Texts
Nine of the articles in Etop have been translated so far and provided with interlinear glosses.
  The stories are from two to eight phrases long.  Three stories deal with foreign aid and have similar vocabulary.  The other stories are concerned with road construction in Kenya, the death of Pope John Paul II, the burial of the chairman of the Iteso Cultural Union (ICU) and the visit of a government minister to Soroti.  The remaining stories are a reader’s letter about the publication of an Ateso dictionary and an article that could best be described as falling in the category of “Personals” or “Matches”.  
Each text begins with an XML declaration and a reference to the schema we are using, followed by metadata information: the SIL language code, the given title of each story for our reference, the type of each story which is equal to the newspaper section in which it appears, the source and date of publication, as well as the author of the text, the translator and the XML-author. 
(13)

<?xml version="1.0" encoding="utf-8" standalone="yes"?> 

<resource xmlns="http://tempuri.org/Heifer.xsd">


<interlinear-text>



<item type="SIL code">TEO</item>



<item type="title">Dictionary story</item>



<item type="type">Readers' letters</item>



<item type="source">Etop</item>



<item type="date">10142004</item>



<item type="author">Leonard Olinga Okol</item>



<item type="translator">Laura A. Otaala</item>



<item type="XML-author">Manuela Noske</item>

The metadata information is followed by the body of the text.  Each phrase in the text is marked by a number and contains metadata information about the function of the phrase in the story.  We distinguish between four functions: headline, photo caption, body and by-line.
  The metadata information is succeeded by the phrase in Ateso, followed by a literal translation of that phrase in English.  This differs from the examples in Bow, Hughes and Bird (2003) which only contain a literal translation of the phrase, but do not include the source phrase.  We consider inclusion of the original Ateso phrase necessary for two reasons:  First, the texts we work with are not transcriptions of original data we gathered, but stem from a third party.  They hence have unpredictable sentence-internal and sentence-final punctuation which cannot be added during the rendering process.  Punctuation therefore needs to be encoded in the XML source file.  Second, as already mentioned in section 4, spell errors abound in the newspaper corpus.  While we ultimately would like to work with clean and correct data, we consider it best practice to have a faithful representation of the original phrase for the records and to make corrections only at the Word and Morpheme levels which will be the input to our lexicon.
  We note in a Phrase level comment which word seems to contain a spell error and what the correct form would be.  
(14)
<phrases>

<phrase>


<item type="number">1</item>


<item type="type">headline</item>


<item type="txt">Aibo egwelere ediskisionare?</item>


<item type="gls">Where can a dictionary be bought?</item>


<item type="comment">”ediskisionare” is misspelling of "ediksionare"</item>

The example below shows how we represent word and morpheme level information:

(15)

<words>


<word>


<item type="txt">aibo</item>


<item type="gls">where</item>

<item type="pos">PTL</item>


<morphemes>


<morph>


<item type="txt">aibo</item>


<item type="gls">where</item>


</morph>


</morphemes>


</word>


<word>


<item type="txt">egwelere</item>


<item type="gls">be_bought</item>


<item type="pos">VERB</item>


<morphemes>


<morph>


<item type="txt">e</item>


<item type="gls">3SG</item>


</morph>


<morph>


<item type="txt">gwel</item>


<item type="gls">buy</item>


</morph>


<morph>


<item type="txt">ere</item>


<item type="gls">PASS</item>


</morph>


</morphemes>


</word>


<word>


<item type="txt">ediksisionare</item>


<item type="gls">dictionary</item>


<item type="pos">NOUN</item>


<morphemes>


<morph>


<item type="txt">e</item>


<item type="gls">SG.M</item>


</morph>


<morph>


<item type="txt">diksionare</item>


<item type="gls">dictionary</item>


</morph>


</morphemes>


</word>


</words>

</phrase>

At the Word level, each word is represented in Ateso, followed by an English word gloss.  This also differs from the examples in Bow, Hughes and Bird (2003) in which the Word level is either empty or contains only source content.  The decision to add a target translation to each word is not as well motivated as the decision to add a faithful representation of the original source phrase at the Phrase level.  This is done for two reasons: First, to help the reader better understand the semantics and second, to facilitate the workflow.  Take a look at the phrase “Eminista lo alupok akipi ka isuban Edeke, Kahinda Otafiire”, for instance, which is translated into contemporary English as “The Minister for Soil, Water and Natural Resources, Kahinda Otafiire”.  The expression “isuban Edeke” means literally “God’s creatures”.
  The morpheme glosses and the translation for this phrase would be as follows:

(16)

e-minista
lo
a-lupok
a-kipi
ka
i-sub-an
E-deke

SG.M-minister
REL:SG.M
SG.F-soil
SG.F-water
and
PL.M-create-NMLZ
SG.M-God

‘the Minister for Soil, Water and Natural Resources’

The gloss for “isuban” leaves open if this word corresponds to “creatures” or “creators” in English.  And since the phrasal translation for this expression is “natural resources”, the meaning of this word is not evident from the data as they are represented here.  Adding a word gloss at the Word level hence adds semantic transparency.
  

The second reason for adding a gloss at the Word level has to do with the overall work flow.  The reader needs to be aware that we are dealing with new data and not legacy data that simply needs to get reformatted to fit the model.  The process of providing interlinear morpheme glosses for these texts starts with assigning a meaning to each word and deciding on a literal translation for the phrase.  Only after this is done do we begin segmenting each word and assigning glosses to each morph.  Glosses are often tentative and in some cases we are unable to segment a word at all and assign glosses to it.  In this situation existence of a word gloss is extremely helpful.  We hence decided to include glosses at the Word level in the XML representation, since they are easy enough to ignore in the rendering process, but very valuable during the analysis phase.  Having a word gloss in place before the analysis is complete and morpheme glosses have been assigned to all words also allows us to share the texts at an earlier stage with other linguists. 

Finally, we also add part of speech information at this level
 and allow for optional comments on any aspect of the word.  Information about Named Entities are encoded as word-level comments, for instance, by adding a comment tag.  (17) shows the word and morpheme level XML format for the phrase in (16).
(17)

<words>


<word>


<item type="txt">eminista</item>


<item type="gls">minister</item>


<item type="pos">NOUN</item>


<morphemes>


<morph>


<item type="txt">e</item>


<item type="gls">SG.M</item>


</morph>


<morph>


<item type="txt">minista</item>


<item type="gls">minister</item>


</morph>


</morphemes>


</word>


<word>


<item type="txt">lo</item>


<item type="gls">of</item>


<item type="pos">PREP</item>


<morphemes>


<morph>


<item type="txt">lo</item>


<item type="gls">REL.SG.M</item>


</morph>


</morphemes>


</word>


<word>


<item type="txt">alupok</item>


<item type="gls">soil</item>


<item type="pos">NOUN</item>


<morphemes>


<morph>


<item type="txt">a</item>


<item type="gls">SG.F</item>


</morph>


<morph>


<item type="txt">lupok</item>


<item type="gls">soil</item>


</morph>


</morphemes>


</word>


<word>


<item type="txt">akipi</item>


<item type="gls">water</item>


<item type="pos">NOUN</item>


<morphemes>


<morph>


<item type="txt">a</item>


<item type="gls">SG.F</item>


</morph>


<morph>


<item type="txt">kipi</item>


<item type="gls">water</item>


</morph>


</morphemes>


</word>


<word>


<item type="txt">ka</item>


<item type="gls">and</item>


<item type="pos">PTL</item>


<morphemes>


<morph>


<item type="txt">ka</item>


<item type="gls">COM</item>


</morph>


</morphemes>


</word>


<word>


<item type="txt">isuban</item>


<item type="gls">creatures</item>


<item type="pos">NOUN</item>


<morphemes>


<morph>


<item type="txt">i</item>


<item type="gls">PL.M</item>


</morph>


<morph>


<item type="txt">sub</item>


<item type="gls">create</item>


</morph>


<morph>


<item type="txt">an</item>


<item type="gls">NMLZ</item>


</morph>


</morphemes>


</word>


<word>


<item type="txt">Edeke</item>


<item type="gls">God</item>


<item type="pos">NOUN</item>


<morphemes>


<morph>


<item type="txt">e</item>


<item type="gls">SG.M</item>


</morph>


<morph>


<item type="txt">deke</item>


<item type="gls">God</item>


</morph>


</morphemes>


</word>


<word>


<item type="txt">Kahinda</item>


<item type="gls">Kahinda</item>


<item type="pos">NOUN</item>


<item type="comment">NE</item>


<morphemes>


<morph>


<item type="txt">Kahinda</item>


<item type="gls">Kahinda</item>


</morph>


</morphemes>


</word>


<word>


<item type="txt">Otafiire</item>


<item type="gls">Otafiire</item>


<item type="pos">NOUN</item>


<item type="comment">NE</item>


<morphemes>


<morph>


<item type="txt">Otafiire</item>


<item type="gls">Otafiire</item>


</morph>


</morphemes>


</word>


</words>

</phrase>

(17) also shows how we deal with glossing at the morpheme level.  The XML format follows that suggested by Bow, Hughes and Bird (2003).  The glosses themselves follow the Leipzig Glossing Rule (http://www.eva.mpg.de/lingua/files/morpheme.html).  Many of the glosses are still tentative at this point and will need to be reworked.  
7 Desiderata

The possibility of encoding IT in an XML format opens up the possibility of encoding more information about the linguistic properties of a text than before.  One of the features we would consider desirable is the ability to tag syntactic constituents.  We make many interesting observations about NPs and VPs during the linguistic analysis that we would like to be able to encode, but the Bow, Hughes and Bird (2003) model does not include encoding syntactic constituents and hence offers no way of commenting on such constituents.  As it is, observations about syntactic constituents need to be stated at the Phrase level, which is possible, but not the ideal place.  

Secondly, since many of our glosses are tentative, we would like to be able to indicate what the level of confidence is for each gloss we are assigning, or at the least, we would like to be able to differentiate between glosses that are tentative and glosses that are final.  Currently, this type of information would need to get added as a Morpheme level comment which is not ideal, because such comments should be restricted to observations about the data and should not bring into consideration how confident the analyzer is about his/her analysis. 
8 Summary
In this paper we have provided a detailed description of how we have implemented the Bow, Hughes and Bird (2003) model of Interlinear Text for a set of newspaper articles in the Eastern Nilotic language Ateso.  We have shown how our implementation differs from what is discussed by Bow, Hughes and Bird (2003) and offered our reasons for encoding additional information in the XML source file.  Our goal is to add longer, linguistically more challenging pieces of Ateso writing to this database to achieve some measure of balance or representativeness overall.  
Glosses
PTL
particle

M
masculine

F
feminine

SG
singular

PL
plural

NMLZ
nominalizer

3
3rd person

PASS
passive
REL
relative

COM
comitative
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-n


DAT.PL








-n


DAT.PL








-er


PL








Kind


child








unser


our








Kindern








unsern








to our children








� But see Lehmann (2005) for an excellent discussion of IT.


� Several thousand Teso speakers from the far north live in camps for internally displaced people further south in Uganda, having fled repeated attacks by members of Joseph Kony’s Lord’s Resistance Army (LRA).  These attacks plus the plight of these “refugees” are a frequent topic in Etop.


� This contrasts with the speakers of all the other Teso-Turkana languages, who are pastoralists.  The Iteso were cattle herders historically and there is no clear information when they adopted a more sedentary lifestyle.


� The grammar was reprinted in the UK in 2005.


� The vocabulary has approximately 2,200 Ateso and 2,800 English headwords.


� Some rounding was done on these numbers which is the reason the totals don’t add up to 100. 


� OSIS is a free resource that is provided by the Bible Technologies Group; information about OSIS is available at � HYPERLINK "http://www.bibletechnologies.org" ��http://www.bibletechnologies.org�. 


� The WEB is published by Rainbow Missions, Inc. and is available in different formats at � HYPERLINK "http://ebible.org/bible/web/" ��http://ebible.org/bible/web/�.


� The sources for the parallel corpus are � HYPERLINK "http://successisthekey.tripod.com/Ateso.htm" ��http://successisthekey.tripod.com/Ateso.htm�, � HYPERLINK "http://www.casas.co.za" ��http://www.casas.co.za� and � HYPERLINK "http://www.greatcom.org/laws/ateso/" ��http://www.greatcom.org/laws/ateso/�.


� Loanwords into Ateso do not follow the rules laid out in the Report of the Ateso Orthography Committee and so contain the letters f, h, q, etc. 


� This is a Swahili loanword.


� While it is easy enough for a non-Teso speaker to identify spelling mistakes in nouns and Named Entities, the same cannot be said for spelling mistakes in verbs.  Ateso verb morphology is highly complex and often recourse to the sentence context needs to be taken to decide if a given verb form is possible or contains a spell error.  


� Spelling together and apart is one of the more difficult areas of Ateso writing.  For instance, locative noun prefixes are frequently separated from the nouns they specify and suffixed to a preceding possessive marker.  We treat issues of spelling together and apart like we treat all other spelling error: we leave the original text unchanged, but make adjustments at the word level. 


� XML editing is done in Visual Studio 2003. 


� It is necessary to distinguish between these four basic functions, because the syntax of headlines and photo captions can be expected to be different from the syntax of the body of the text.  We hence need to keep track of the role each phrase plays in the text.


� Also, some spell errors are instructive and can provide insight into the phonology of the language. 


� This is a possessive construction which lacks a possessive marker.


� If the Ateso word corresponds to more than a single word in the English translation, we use underscores in the translation.


� It may be better to encode part of speech information at the morpheme instead of the word level.  For the time being we will mark POS at the word level, however, and will reconsider this decision at a later point.   






