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ABSTRACT

Wireless network hotspots, such as 802.11b WiFi access points, can be used as beacons that provide an inexpensive, large-scale, and privacy-sensitive way of determining one’s current location. This approach, however, requires creating and storing databases of a large number of access point locations, which raises ethical and legal questions over the privacy of the network. In this paper, we analyze the privacy risks for end-users in such a system. We also propose a set of algorithms for storing location information in a highly private but usable manner using encryption and Bloom filters. We show how individual access point information is kept private, but can still be used by mobile devices as an inexpensive geographical aid. 

Keywords

Location-aware, context-aware, WiFi hotspot, World Wide Web, privacy, security.

INTRODUCTION

Suppose you are in an unfamiliar city and want to discover your location. If you have a WiFi capable device and access to a database of WiFi access point locations, you could find all access points in radio range of your device and then use the database to estimate your location. However, there are two challenges here. The first is in maintaining a reasonable level of privacy for end-users as they use this system, so that others can see an end-user’s location only if that end-user chooses to share it. The second is in creating a database of WiFi access points, since it may be unethical (since these databases could be used to monitor private networks, steal bandwidth, send unsolicited bulk “spam” e-mail, etc.) and in some jurisdictions illegal (as we discuss below). 
This paper addresses the first issue by providing an analysis of potential privacy risks and ways of managing those risks. This paper addresses the second issue by discussing ways that we can make access point location data easily available to mobile clients while still preserving privacy: the mobile client can only discover location information if it can prove that it is in actual radio range of a given access point. We also use this discussion as a starting point to understand a variety of privacy based issues in location-aware mobile computing.

To help motivate this problem more strongly, we first describe ongoing work in Place Lab, a project whose goal is to make such a WiFi location system widely available.

BACKGROUND: PLACE LAB

Location-aware computing has been a major focus of ubiquitous computing research since its inception. Location helps organize information and services, and helps contextualize people’s activities. However, with the possible exception of GPS-based navigation, location-aware applications are rarely used by the general population, despite numerous advances by the research community. We believe there are at least three challenges that must be met before the widespread adoption of location-aware computing, specifically:

· low-cost, convenient location finding technologies; 

· useful, usable location-based services; and, 

· techniques to address end-user concerns about location privacy (the topic of this paper).

The goal of Place Lab is to provide an open software base and a community building activity for overcoming these barriers and catalyzing adoption of location-aware computing by end-users and service providers. Place Lab uses the wide deployment of 802.11b WiFi access points (APs) for determining one’s location. A key observation here is that many developed areas have wireless hotspot coverage so dense that cells overlap. By consulting the Place Lab directories, which will continuously map wireless hotspot MAC
 addresses to physical locations, mobile computers and PDAs equipped with WiFi can determine their location to within a city block. 

Since WiFi is widely used across a broad variety of mobile devices, this positioning technology is extremely low-cost. Furthermore, by keeping cached copies of these directories, computers can calculate their location locally without transmitting information to any other computer. At this basic level, if one’s personal device does not use the same wireless hotspot for communication, then this technique yields a totally private positioning technology. In these cases, one can still interact with cached offline content in an occasionally connected computing (OCC) model. For example, if the Zagat restaurant guide
 was an OCC location-enhanced site, an end-user could get information about nearby restaurants without revealing any location information to Zagat’s web servers.

This form of client-based positioning provides strong privacy guarantees, but requires a large database of access points and their locations to succeed, which may inadvertently be compromising the privacy of the AP owners. There are also a number of challenging ethical questions (is it right to “war drive” and publish a map of beacon locations?) and legal questions. California Penal Code 502(c)(6) provides a stark example of the latter, stating that 

“Any person who commits any of the following acts is guilty of a public offense: ... Knowingly and without permission provides or assists in providing a means of accessing a computer, computer system or a computer network” [1]. 

Recently the Special Crimes Unit of the California Deputy Attorney General’s office has begun a program of actively searching the web for any publication of lists of WiFi access points in California and informing the web site administrators of their potentially illegal status
 [9]. This clearly raises issues for the success of the proposed PlaceLab location mechanism.

Place Lab is currently under development
. In a previous workshop paper we discussed the overall vision of Place Lab and provide more details about its design [11]. This paper is an extended version of a different workshop paper [8], and analyzes privacy issues in Place Lab. Specifically, we identify various stakeholders, evaluate the potential threats to these stakeholders, examine how they are managed by Place Lab, and introduce some cryptographic solutions for managing some of these concerns. 

LOCATION PRIVACY ISSUES

Privacy means different things to different people in different situations. For example, a clear glass window is as good for looking into spaces as it is for looking out. Staring into a local department store window is acceptable behavior, but staring into my neighbors windows is socially unacceptable and often illegal [12]. We need to represent privacy concerns in a concrete way to address them.

Concepts of privacy for location-aware technologies co-evolve with the technologies. Location-aware technologies are locked into this socio-technical space because many of the social concerns are socially and contextually constructed. Successful location-aware technologies will not simply recognize this fact, but will facilitate and enable the co-evolution of both the application as well as the social attitudes which develop around the system.

To better understand some of the tradeoffs involved, it is useful to examine specific privacy issues faced by previous ubiquitous computing systems. Below, we discuss three privacy issues encountered by an early ubiquitous computing system, the PARCTab system [14]. 

First, PARCTab used a centralized server to hold location data. While this architecture made it easier to create certain kinds of applications, it meant that sensitive data was stored on a computer that end-users had little practical control over. Even though a visible effort was made to create written privacy policies, users still had the perception that if the research team managing the system changed their policies, or if upper-level managers wanted to examine the data, there was little they could do about it. In addition, centralized servers are attractive targets for computer security attacks.

Second, there was no control over the level of location information disclosed. By design, PARCTab base stations continuously forwarded location information to higher level processes. Even without running applications, the device’s location was known because it beaconed a data packet for this purpose. The system was “all or nothing”: users did not have any granular control over the degree of information sent (it specified location by room) or whether that information was shared with others. There were no provisions for ambiguity or for tailoring the level of disclosure to suit individual preferences.

Third, there was no disclosure over what information was revealed to third parties. A stranger could monitor a user’s location by making repeated queries about the user’s location without that user knowing.

To summarize, the PARCTab system exposed three significant privacy issues:

· centralized architectures require users to trust the operators of the service, both to properly use location data and to sufficiently protect it;

· end-user control over location data should provide more granularity than a binary on- or off-switch, and should allow control over when, to whom, and how much location information is shared;

· users want to know when and to whom systems share their user location information. 

MANAGING PRIVACY IN PLACE LAB

Over the past few years, the research community has been moving from centralized architectures for maintaining location data to decentralized ones. In centralized architectures such as Active Badge [7], Active Bats [15], and PARCTab [14], the infrastructure consists of receivers deployed in places of interest, with end-users beaconing out data stating that “I am here.” One’s location data is initially determined on computers outside of one’s personal control. In contrast, in decentralized architectures such as Cricket [10] and RADAR [2], the infrastructure consists of beacons deployed in places of interest, signaling to end-users that “You are here.” In decentralized architectures, one’s location is initially determined on a personal device, giving end-users greater choice over whether to disclose their location to others and what information is disclosed.

Place Lab uses the decentralized approach, relying on WiFi hotspots as beacons. In this architecture, mobile notebook and PDA computers detect access points and then look up the access point’s MAC address in a local directory of hotspots (we will later discuss how to add privacy to this local directory). In cases where users can detect multiple hotspots, the intersection of their coverage can be used to calculate more precise location. Users might take this location data and use it locally with applications such as MapPoint
, or they might connect to the Internet and send their location to web services. The important consequence is that users can trade privacy for utility on a case-by-case basis, much as they decide on a case-by-case basis whether to enter a credit card or phone number when asked by a web site. 

Client-computed location is the foundation for the most flexible privacy mechanisms and policies. In this model the stakeholders groups include: (1) end-users; (2) access point owners; (3) network service providers; (4) web service providers. In the following sections we examine some of the issues that relate to each of these entities.


End-User Privacy in Relation to Access Point Providers

Privacy for end-users is the most complex part of the model, as it involves interactions with all of the different stakeholders. It is useful here to separate end-user interaction into disconnected and connected cases.

The disconnected case is simple, since end-users use access points only to calculate their position. This can be done passively, without revealing any information to access points
. No information is transmitted to others.

In the connected case, location can still be calculated locally, but now information is transmitted through an access point, across a network service provider, and to a web service provider. 

When users transmit information to an open access point, they do reveal their MAC addresses. MAC addresses can be difficult to map back to specific users, but it may be possible to infer the user’s identity if access points share information or if a user repeatedly uses the same access points. If end-users have concerns about being traced by their MAC address, they can periodically change MAC addresses to prevent correlations that yield user identities (which is possible since, rather than being hardwired, most MAC addresses for WiFi cards can be set in software). 

Note that anyone can scan the content being transmitted over open access points, so this analysis only holds as long as the content does not have any identifiable information. This analysis also does not hold when using commercial services that identify their users to do billing. The only way to guarantee complete location privacy from access point owners in the subscription case is to use the occasionally connected computing model (which also defeats the purpose of subscribing to a WiFi service). It is likely that legal solutions and social conventions will be required in these cases, similar to those for cell phones. Note also that WiFi hotspots have a range of about 150 meters. So, depending on the configuration of access points owned by a single provider, there will be some inherent ambiguity and thus some room for some level of plausible deniability.

End-User Privacy in Relation to Network Services 

The model of client control over location data is appealing, but there are also potential attacks on the network. WiFi wireless networks are based on the Internet Protocol, for which traceroute and other tools can expose packet routes and therefore source location. In many respects, this is the same problem faced by Mobile IP security, which have enumerated a number of solutions. One is to use a fixed home agent through which clients communicate with all services [13]. Fasbender et al have proposed another approach using mixes that aggregate and redirect traffic, preventing the linking of senders and recipients and thus making it harder to do certain forms of traffic analysis [5]. 

Gruteser and Grunwald have investigated how a trusted location cloaking proxy can be used to hide precise location information from network services [6]. This approach provides anonymity in the form of “hiding in crowds”, allowing end-users to adjust the resolution reported to such services based on the density of users in a region. For example, if an end-user wants to hide in a crowd of one hundred people, the trusted proxy calculates the smallest region that contains ninety-nine other people. This region can then be provided to an untrusted location-based service, which cannot easily map the reported location back to an individual.

Network service providers themselves would also have a difficult time identifying individual end-users, since most access points dynamically assign IP addresses.
 Network service providers would be able to trace back to an access point owner, but not to specific individuals. Again, this analysis only holds if the individual does not subscribe to a WiFi service, and if the content transferred does not contain any personally identifiable information.

End-User Privacy in Relation to Web Services

Without some of the solutions in the network described above, web sites may well start correlating legitimately reported locations with IP addresses, eventually aggregating their own map of where a particular IP address is located, regardless of the user providing that information.

One workaround for individuals concerned about their privacy is to use services such as anonymizer.com that make web page requests on the user’s behalf. Another possibility is to develop tools that periodically make fake requests to add chaff to the data. 

It should also be noted that even if a web service can correlate IP addresses to physical locations, it may not be a significant threat to individual privacy if no personally identifiable information is transmitted. The web service might be able to infer that someone is there, but not necessarily who.

We expect that location usage policies will be worked into existing privacy policies and facilitated through mechanisms such as P3P. It is also possible that special server-side mechanisms will be developed to help manage location information. One idea is to use intermittent connectivity for privacy, a form of occasionally connected computing where mobile devices download chunks of data at a time. For example, a bus transit site could be set up to let users download whole neighborhoods of information at once rather than a single bus at a time. In this case, the local device could cache the chunked data and then run a local query to show the information that is currently needed. 

This approach lets end-users trade some level of convenience for privacy. Some more work is needed to query the chunked data, but it makes it harder for others to know precisely where the user was or what she was looking for. However, this approach is only useful for specific kinds of services in which data changes relatively slowly.

Another related idea is to have local devices pre-fetch information that might be useful but with some level of randomness for plausible deniability. For example, one could download not only the current neighborhood but two or three randomly selected nearby ones as well. Thus, pre-fetching could be used as a mechanism for protecting privacy, as well as improving availability and performance.

Access Point Privacy

Place Lab relies on the visibility of beacons generated by wireless Access Points (APs) for determining location. By re-purposing systems originally meant for wireless communications for location purposes, Place Lab makes AP owners stakeholders in the infrastructure even if they are not explicitly using the system. For example, AP owners might not want a system like Place Lab to divulge the exact location of their AP, nor perhaps the manufacturer or which security mechanisms are in use. 

Currently, Place Lab only stores an access point’s MAC address, signal strength, and location, minimizing the information revealed. However, this does not provide any protection for an access point’s location, an important issue since we expect people to store local copies of these databases. Our goal is to allow a user to find the location of an access point if he can show that he is already in proximity to the access point (and thus can access private information such as MAC addresses), while preventing someone who does not have access to this information from gaining any advantage at all. This is absolutely essential to avoid simply publishing a “war driving” map that indicates the specific location of every access point. In this way, we can comply with laws such California’s Penal Code 506 – we provide no information that would aid a person seeking to find potential access points to exploit, but if a user is already able to receive transmissions from a given access point, we allow him to see his location information.

Cryptographic storage of access point location

To address the privacy issues raised above, we propose using cryptographic information about access point location. In general, we want to store information in a database that is indexed as

Database(encrypted/hashed information about access point)
One possibility is to encrypt each entry in the database using each access point’s MAC address as the decryption key. Given an access point’s MAC address, one could apply a one-way hash function to generate the database key, which can be used to retrieve the encrypted data. However, this scheme is hampered by the relatively small number of MAC addresses. MAC addresses are merely 48 bits in length, so any database that looked up information based only on one MAC address would still be vulnerable to an exhaustive search attack.
 The situation is further complicated because in some cases, MAC addresses are manually set, and thus not globally unique. 

In general, we must require that mobile devices use beacon information from multiple access points. This has a secondary advantage as well – by accessing multiple access points, the device can triangulate its location and give better location information than would be possible if only a single access point were reachable. If a WiFi device can reach at least two access points, we can encode information about MAC addresses as pairs of adjacent or proximal pairs.
 Thus, if in a given area, we have three access points with MAC addresses P, Q, and R near each other, where the values are arranged so that P < Q < R, we can hash information about the access points using not a single MAC address but the pairs of MAC addresses PQ (i.e., P concatenated to Q), PR, and QR. In general, this will somewhat increase the complexity of mapping a given area for access points (adjacent access points will need to be recorded as such) and will slightly increase the number of entries we need to make in a hash table. Also, some experimentation will be necessary to find good compromises between the simplicity of a PDA or other mobile device and the size of the resulting database (we discuss these issues below).

Once this infrastructure is in place, we can proceed immediately to protect the information using standard cryptographic mechanisms. Place Lab will use reliable one-way hash functions (denoted below as F) to obfuscate details about access points—such as MAC address and location—unless a user can effectively demonstrate that they could have already known some of these details. This approach relies on the supposed uniqueness of a given pair of adjacent AP’s MAC addresses. For example, suppose that P and Q are adjacent MAC addresses and that P < Q. Then a database look up on F (PQ) would yield

Database(F (PQ)) = EPQ(Position)

where EPQ denotes symmetric encryption using the key PQ. Assuming that pairs of MAC addresses are reasonably diverse (and thus not subject to an exhaustive search attack), and that E and F can satisfy normal security requirements (informally, that F can not be inverted, and that without PQ, E can not be inverted), it would not be possible for an adversary to determine a list of positions without knowing specific adjacent PQ values, which would presumably mean that the adversary had access to the physical location of the devices anyway. Therefore, this approach reveals no more information than would be available in any case. Someone would need to actually travel to the location and observe which MAC addresses were adjacent. Note that end-users who are trying to calculate their locations are already able to see access points’ MAC addresses. 

While this approach would provide cryptographic security, we believe that in practice it would present a number of challenges. First, if some access points go offline, the values used to generate the database lookup will change. While it would be possible to address this by considering all possible subsets of proximal subset access points, this would clearly lead to rather large databases. We will have similar difficulties if local radio reception conditions present prevent us from receiving a broadcast.

It is important to point out that location-aware systems, such as Place Lab, can only go so far in protecting access point owners. As we have discussed above, Place Lab introduces no new vulnerabilities to the privacy of access point owners. Access point owners who want protection must take action to secure their wireless networks. For the most basic security access point owners can use MAC based access control or enable WEP. More sophisticated access points can also be configured not to broadcast their MAC addresses. Although this makes it harder to discover wireless networks for legitimate users, it gives access point owners the choice of opting out.

Using Bloom filters
In dense urban areas, the representation described above may become awkward. For example, it is not unusual in urban areas for as many as a hundred access points to be in relatively close proximity, and that would yield a total of 4,950 database entries (if n points are in close proximity, we would need a total of n(n-1)/2 database entries). To address these concerns, it is useful to use a Bloom filter structure.

First, we recall Bloom filter structure [3, 4]. At a high level, a Bloom filter is a data structure used for representing a set. Values can be inserted into a one-way data structure, but not removed. Afterwards, the Bloom filter can be used to probabilistically check whether a given value is in the set or not, with false positives allowed.

From a technical standpoint, a Bloom filter is a binary vector V of length m (with all bits initially set to 0) and a set of k independent hash functions h1, h2,. . . , hk each with range {1, 2, . . . , m}. We assume the range of each hash function hi is uniformly distributed on {1, 2, . . . , m}. To construct a Bloom filter VS for a set S = {s1, s2,. . . . , sk} where si is in some domain D, we first set the bit hj(si) for 1 < j < k. A bit position may be set to 1 multiple times, but has an effect only the first time.

To determine if a given value y is in S, we query VS. If at least one of the positions hj(y) is 0 in V, 1 < j < k, then y is not in S (otherwise, we would have set those positions 1 when we constructed VS). If the positions hj(y) are 1 for all 1 < j < k, we say y is in the Bloom filter VS (that is, y ( VS). When y ( VS, we would like to conclude that y is in S, but we may be wrong with some probability. We say a false positive occurs when a Bloom filter suggests an element is in the set but it is in fact not.

Now at first, one might be tempted to simply compute Bloom filters on the MAC addresses of proximal access points. For example, suppose that our set S consisted of a list of MAC addresses of proximal access points {m, n, o, p, q}. Assume further that m < n < o < p < q. We might compute a single Bloom filter over this entire set. Unfortunately, this would give unacceptable results since it would be subject to the same sort of exhaustive search attacks mentioned above. 
However, if we compute the Bloom filter of pairwise possibilities of adjacent MAC addresses, we have quite a different situation. For example, in the above case, we would now be computing a Bloom filter over the set {mn, mo, mp, mq, no, np, nq, op, oq, pq}. The larger search space makes it difficult to use brute force methods, and the Bloom filter provides a reasonably compact way of representing this data. In this case, we could simply publish Bloom filters of data clusters, and supply a key extraction algorithm to reveal private data.
CONCLUSIONS AND DISCUSSION

In this paper, we discussed various privacy risks for end-users with respect to location-based systems, and provided an analysis of those risks and ways for managing those risks. We also discussed techniques for sharing databases of access points in a way that is:

· robust to access point failures and changes

· reveals no more information about systems than is present to a particular user at a particular time

· protects against reverse engineering

· complies with both ethical and legal requirements on network secrecy

This paper has also introduced many topics for further research in privacy and location. Here, we pose some questions for discussion that look at open issues in the use of location information in ubiquitous computing: 

· Can our structure be extended to handle other types of sensitive information other than location information (for example, personal information about end-users that was indexed by using biometric measurements)?

· Can we identify information for handling privacy-protecting retrieval of singleton access point information?  For example, additional access point information could be used to increase the entropy of access point information, allowing privacy-protecting storage of single access point information. (Note that SSIDs are probably not appropriate for this purpose, since so many SSIDs are still set to default names specified by vendors, such as “linksys” and “Wireless LAN”.)

· What are the different concerns people have with respect to location privacy, and how important are they? For example, some dimensions of location privacy include spatial granularity (city ( zip ( street), temporal granularity (“I was at Tahoe sometime last month” rather than “I was at Tahoe July 1”), and temporal freshness (“You can have my location info if it is over a week old, but not my current location”). What are other dimensions, and what are their relative degrees of importance in different applications?

· Privacy cuts across traditional layers in systems building. Beyond the structures discussed here, what other kinds of hardware support, OS support, networking support, user interface support, and network services are needed to greatly simplify the task of creating privacy-sensitive apps? Also, what kinds of privacy mechanisms should be built in at each of these different layers?
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� MAC addresses are globally unique IDs for both WiFi cards and WiFi access points. MAC addresses for APs are also known as BSSIDs (Basic Service Set Identification), and are broadcast by access points to all nearby receivers — there is no interactive exchange necessary. Access points also broadcast an SSID, which is the name of the wireless network. It should be noted that some checking is necessary — MAC addresses can be forged, and access points can be moved — but the vast majority of AP MAC addresses are unique and statically located.


� http://www.zagat.com/


� See for example http://wigle.net/phpbb/viewtopic.php?t=193


� An initial version is available for download at http://placelab.org


� http://mappoint.msn.com/


� For example, Airsnort (� HYPERLINK "http://airsnort.shmoo.com" ��http://airsnort.shmoo.com�) does this to crack WEP keys.


� Some people have suggested using open access points that do not require a password or a subscription to do file swapping because of the difficulty in tracking down individual users.


� The situation is somewhat more complicated than this. The first 2 bits are flags which are normally zero, the next 22 bits are traditionally the “organizationally unique identifier” (e.g., the manufacturer), and the remaining 24 bits are an organizationally unique address (e.g., an effective serial number for the given manufacturer). This acts to reduce the search space for an exhaustive search attack.


� What if there is only one access point in a given area, with no nearby or adjacent access points? If our database is only based on pairs of MAC addresses, this effectively makes these singleton access points useless for identifying location. Similarly, consider the case of a user who turns on her PDA and needs to discover her location immediately. If she is in range of two overlapping APs, she will be able to immediately discover her location, but otherwise, she will need to wait until she has moved far enough to come into range of a second access point to look up the information. We do not know if these are acceptable limitations, and experimentation is needed to discover what compromises are acceptable. 
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